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Abstract We show that malicious nodes in a peer-to-
peer (P2P) system may impact the external Internet
environment, by causing large-scale distributed denial
of service (DDoS) attacks on nodes not even part of the
overlay system. This is in contrast to attacks that disrupt
the normal functioning, and performance of the overlay
system itself. We demonstrate the significance of the at-
tacks in the context of mature and extensively deployed
P2P systems with representative and contrasting mem-
bership management algorithms—Kad, a DHT-based
file-sharing system, and ESM, a gossip-based video
broadcasting system. We then present an evaluation
study of three possible mitigation schemes and discuss
their strength and weakness. These schemes include
(i) preferring pull-based membership propagation over
push-based; (ii) corroborating membership information
through multiple sources; and (iii) bounding multiple
references to the same network entity. We evaluate
the schemes through both experiments on PlanetLab
with real and synthetic traces, and measurement of the
real deployments. Our results show the potential of
the schemes in enhancing the DDoS resilience of P2P
systems, and also reveal the weakness in the schemes
and regimes where they may not be sufficient.
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1 Introduction

Peer-to-peer (P2P) systems are rapidly maturing from
being narrowly associated with copyright violations, to
a technology that offers tremendous potential to deploy
new services over the Internet. The recently released
Windows Vista is equipped with its own, under-the-
hood P2P networking system [3], and several commer-
cial efforts are exploring the use of P2P systems for live
media streaming [4, 15, 16]. Recent studies [9] indicate
that over 60% of network traffic is dominated by P2P
systems, and the emergence of these systems has dras-
tically affected traffic usage and capacity engineering.

With the proliferation of P2P systems, it becomes
critical to consider how they can be deployed in a safe,
secure and robust manner, and understand their im-
pact on an Internet environment already suffering from
several security problems. P2P systems enable rapid
deployment by moving functionality to end-systems.
However, they are vulnerable to insider attacks coming
from (potentially colluding) attackers that infiltrate the
overlay or compromise member nodes.

Several works [8, 12, 32, 33, 38] have studied how
malicious nodes in a P2P system may disrupt the normal
functioning, and performance of the system itself. In
this paper, however, we focus on attacks where mali-
cious nodes in a P2P system may impact the external In-
ternet environment, by causing large-scale distributed
denial of service (DDoS) attacks on nodes not even
part of the overlay system. In particular, an attacker
could subvert membership management mechanisms,
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and force a large fraction of nodes in the system to
believe in the existence of, and communicate with a
potentially arbitrary node in the Internet. Such attacks
may be hard to detect as the packets arriving at a victim
are not distinguishable from normal protocol packets.
These attacks may be viewed as a particular kind of
reflector attacks [27], however the scale and unique
properties of P2P systems make them worthy of study
in their own right. These attacks are in contrast to
the traditional botnet-based DDoS attacks, where the
attacker has control over a large number of machines
by infecting them with a malicious program that takes
instructions from her [17].

In this paper, as a first contribution, we show that
a potential attacker can launch attacks of hundreds
of megabits a second on an arbitrary Internet node
such as a web server, by exploiting the popularly de-
ployed file distribution system Kad [13], and the exten-
sively deployed video broadcasting system ESM [10].
The systems represent contrasting applications, and
involve different and representative membership man-
agement designs - structured DHT-based and unstruc-
tured gossip-based. Our attacks exploit fundamental
design choices made by P2P system designers, and shed
new insights on the interplay between membership
management mechanisms, and the feasibility of exploit-
ing P2P systems to cause DDoS attacks.

As a second contribution of the paper, we present
an evaluation study of possible mitigation schemes, and
discuss their strength and weakness. These schemes
include (i) preferring pull-based membership propaga-
tion over push-based; (ii) corroborating membership
information through multiple sources; and (iii) bound-
ing multiple references to the same network entity.
We evaluate the schemes through both experiments
on the PlanetLab and measurement studies of the real
deployments. Our results shed light on the potential of
the schemes and in what scenarios and regimes they
may be useful, and also point to the potential weakness
in the schemes.

This paper extends our preliminary work which ap-
peared in the workshop paper [39]. While [39] pre-
sented attack heuristics on Kad and ESM, in this paper
we also present an evaluation study of several mitiga-
tion schemes (Section 4 to Section 6).

The rest of the paper is organized as follows.
Section 2 presents vulnerabilities that we identified in
the Kad and ESM systems. Section 3 shows results
demonstrating the feasibility of exploiting these sys-
tems for DDoS attacks. Section 4 discusses the strength
and weakness of several mitigation schemes. Section 5

describes the methodology we use to evaluate the
schemes, and Section 6 presents the results. We discuss
related work in Section 7, and finally conclude our
paper in Section 8.

2 Vulnerabilities in P2P systems

In this paper, we focus on DDoS attacks triggered by
exploiting the membership management algorithms of
P2P systems. The membership management algorithms
in a P2P system enable a node to join the group,
and maintain information about other members, even
though nodes may join or leave the system. To scale
to large group sizes, typical nodes maintain knowledge
of only a small subset of group members. While a
large number of P2P systems have emerged in recent
years, two of the most common approaches for mem-
bership management involve the use of distributed hash
tables (DHTs) [24, 28, 29, 34, 42], and gossip-based
algorithms. While popular file-distribution systems like
BitTorrent [7] and eMule [13] originally relied on cen-
tralized servers (trackers) for group management, more
recent versions use decentralized mechanisms based on
DHTs. Many other systems such as ESM and Cool-
Streaming [10, 41] employ gossip-like mechanisms to
maintain group membership information.

To demonstrate the generality of the issues dis-
cussed, we consider P2P systems targeted at applica-
tions with very contrasting properties and very different
membership management designs. In particular, we
consider file distribution and video broadcasting appli-
cations. Video broadcast applications are distinguished
by their stringent real-time constraints requiring timely
and continuously streaming delivery. Both applications
are bandwidth-intensive, and large scale, corresponding
to tens of thousands of users simultaneously participat-
ing in the application.

The particular systems we consider in this work in-
clude Kad[13] for file distribution and ESM [10] for
video broadcasting. Kad is a DHT based on Kademlia
[24], add is supported by the popular eMule [13] clients
and other eMule-like clients such as aMule [5] and
xMule [40]. To the extent of our knowledge, Kad is
the largest DHT currently used, with more than one
million concurrent nodes [35]. ESM is a video broad-
casting system that employs gossip-based membership
algorithms. It is one of the first operationally deployed
systems and has seen significant real-world deployment
[10]. We are motivated to use these systems given their
extensive deployment, the contrasting applications they
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represent, and the different yet representative member-
ship algorithms they employ.

2.1 DHT-based file distribution:Kad

In Kad, nodes and files have IDs that are globally
unique and randomly chosen from the same ID space
of 128 bits. Each node maintains a routing table with
a subset of peers that are part of the system. For any
file F, there are “index nodes” which maintain a list of
members that own a partial or complete copy of the file.
These members are called “sources” of the file. Index
nodes are not dedicated nodes but regular participants,
who have an ID close to a file ID. For example, in
Fig. 1a, node A wishes to download a file F. A must
first discover I, the index-node for file F, and obtain
a list of sources from I. To discover I, A will start by
querying nodes that it has in its own routing table (i.e.
nodes that it already knows). These nodes either are
the index nodes for F, or can point A to nodes closer
in the ID space to the file ID, which are likely to be
index nodes. In our example, A will initially query B
which is not an index node for file F. B responds with
C whose ID is closer to the ID of F. Next, A queries C
who responds with I. In general, this process can iterate
several times, but given the properties of distributed
hash tables, convergence of the search process is likely.
In our case, I is the index node for F and will respond
to A with a set of sources of F. Finally, A contacts each
of the sources to begin the download process.

Kad performs a similar lookup process for keyword
search, file and keyword publishing, and routing table
maintenance. Note that all Kad control packets use
UDP.

Vulnerability: Kad may be exploited to cause a DDoS
attack on a victim that is not part of the Kad network
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Fig. 1 a) Kad search mechanism. b) Redirection attack

by creating a redirection attack. Whenever the attacker
node receives a query from a benign node, it returns
a (fake) response that contains the IP and port of the
victim node (indicating that the victim is part of the
system) along with a fake ID for the victim which is
closer to the target ID. This tricks the benign node into
thinking that the victim node is part of the Kad system
and is likely to be an index node. Hence the benign
node may contact the victim for searches as well as
other normal protocol operations. For example, Fig. 1b
shows how a malicious node M can make a benign
node A send a query to the victim V, which can be an
arbitrary Internet host (may not participate in Kad).
The attack can be magnified if many benign nodes
query the malicious node when they conduct searches.
In addition, a coalition of malicious nodes could further
increase the magnitude of the attacks.

2.2 Gossip-based video broadcast: ESM

ESM is a video broadcasting system built on top of
an overlay network. It constructs a multicast tree for
data delivery, which is primarily optimized for band-
width and secondarily for delay. In addition, it includes
support for bandwidth adaptation, NATs/firewalls, and
heterogeneous node capabilities. Nodes in ESM con-
tinuously monitor their performance, and if it is not
satisfactory, they will try to find a better parent in the
tree. They do so by probing other nodes they know, and
then choosing one of them as the new parent based on
the probing results, using various criteria such as the
delay, bandwidth, and saturation level of the probed
candidates. Nodes employ a gossip-based mechanism to
learn and propagate the existence of other peers in the
group. To be more specific, each node A periodically
(every 1.5 seconds) picks another node B from its
routing table at random, and sends it a subset of group
members that it knows. B adds to its routing table any
members that it did not already know, and may send
messages to the new nodes as part of normal protocol
operations. Note that all ESM control messages use
UDP.

Vulnerability: The gossip mechanism ESM employs to
propagate membership information may be exploited,
by having malicious nodes trick benign nodes into send-
ing protocol packets to a victim. The victim can be an
arbitrary Internet host (may not participate in ESM).
A malicious node M in ESM could generate gossip
messages that contain false information of the victim
being part of the group. Benign nodes who receive the
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fake gossip messages will include the victim in their
routing tables, and later may send protocol packets to
the victim as part of normal operations. Such packets
become unsolicited traffic to the victim. The attack
can be magnified if malicious nodes push fake gossip
messages to benign nodes at a higher rate.

3 DDoS attacks exploiting P2P systems

We now discuss in detail how the vulnerabilities in Kad
and ESM may be exploited to create large-scale DDoS
attacks.

3.1 Attack using Kad

We present a set of attack heuristics that can lead to
high attack amplifications with Kad, as follows:

• Baseline: As described in Fig. 1a, node A may seek
to locate the node whose ID is the closest to a target
ID. As part of the search operation, it may send
a query to a (malicious) node M that is known to
it. M respond with the IP and port of the victim
V along with a fake ID which is closer to the
target ID. A then sends queries to V, as part of the
normal search operation. A may contact V for other
protocol operations as well.

• Attraction: The magnitude of the attack above is
dependent on the frequency with which other nodes
may contact the malicious node. In general, this is
small given that the system may involve millions of
nodes. However, with Kad, a malicious node may
proactively push information about itself to a large
number of nodes in the system, forcing them to
add the node to their routing tables. While it is not
clear to us whether this particular vulnerability in
Kad is intrinsic to its design, in general this is an
illustration of how a node can exploit a P2P system
to populate itself in participating nodes. Preventing
such exploits in general is a hard problem [32].

• Multifake: Better amplification can be achieved if
the malicious node includes the victim’s informa-
tion several times in the response to a query. The
key insight behind this heuristic is the distinction
between the physical identifier of a participating
node such as its IP address, and its logical iden-
tifier, the node ID in the DHT space. Kad, and
indeed many P2P systems, are designed to allow
a participating node to communicate with multiple
logical identifiers even though they share the same
physical identifier (IP address). This has several
advantages, for instance, enabling distinct users

behind the same Network Address Translator
(NAT) to participate in the system, even though
they share the same physical IP address. The Multi-
fake heuristic exploits this to achieve large amplifi-
cations by having the attacker node redirect benign
node to multiple logical identifiers, that all share
the IP address of the victim. Further, it seeks to
achieve even greater magnification by having the
attacker node include itself in the query responses
a small number of times, so that the benign nodes
will be repeatedly attracted to the attacker and
consequently redirected to the victim.

Results: We implemented the above heuristics in an
aMule client (a Linux clone of eMule), and let our
modified client (i.e. the attacker) join the live Kad net-
work. The victim node is a machine in our laboratory,
which does not participate in the Kad network. Each
experiment runs for several hours, and we report on
magnitudes of attack seen. The experiments employ 5
attacker nodes unless otherwise mentioned.

Figure 2 shows the traffic at the victim with the three
heuristics. The X-Axis is the time since the start of
the experiment, in hours. The Y-Axis is the amount of
traffic seen in Mbps. From bottom to top, the first three
curves correspond to the attack magnitudes with the
given heuristics alone. The last curve corresponds to the
combination of all the heuristics. High magnitudes of
over 10Mbps are seen at the victim when all heuristics
are turned on. It is also interesting to see that the entire
set of heuristics is required to generate the high attack
magnitudes, and any subset is insufficient.

Figure 3 shows the distribution of distinct (IP, port)
pairs of benign nodes that were redirected to the victim

Combination

Multifake

Attraction

Baseline

Fig. 2 Sensitivity to the heuristic employed by the attacker to
increase the attack
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Fig. 3 CDF of the distinct (IP,port) pairs that have generated
traffic at the victim

when all heuristics are turned on. A point (X,Y) in
this graph means that traffic Y is contributed by X
percent of distinct IP and port. Over 200,000 distinct
(IP,port) pairs were redirected in the attack. As shown,
the distribution is not sharply skewed indicating the
traffic is not coming from any single node alone, which
makes the attacks more difficult to contain.

Figure 4 shows the traffic observed at one attacker
node, in terms of both traffic sent and received. The
Y-Axis is the traffic rate in Kbps. The X-Axis is time
since the start of the experiment, in hours. The main
observation is that the traffic seen at the attacker node
is only about 250 Kbps, which while higher than what
a node would normally see, is 40 times lower than the
traffic seen by the victim. Even if the total traffic at all
attacker nodes is considered, there is still a amplifica-
tion factor of 8. A point to note is the spike at the start

Total

Received

Sent

Fig. 4 Traffic seen at an attacker using all heuristics to generate
the attack

of the experiment. This is due to the Attraction heuristic
where the attacker node attempts to insert itself in the
routing tables of many other nodes. We discuss the
implications in the next paragraph.

We considered whether even higher attack magni-
tudes are possible by employing larger number of at-
tacker nodes and making the Attraction heuristic more
aggressive. Figure 5 shows an attack generated using
200 attacker nodes scattered around PlanetLab, with
the victim in our laboratory. Traffic of over 700 Mbps
was received by the victim after 14 h of experiment.
This far exceeds what we feared, and indicates the crit-
icality and seriousness of the problem. We abandoned
further experiments on this line given the seriousness
of the attacks. An ISP of one of the attacker nodes
was concerned whether the node was running a random
port-scan attack. This was because each attacker con-
tacted around 100,000 Kad nodes as part of the Attrac-
tion heuristic, and not all nodes responded since some
of them were no longer in the system. While this offers
hope that such attacks could be detected, it may be fea-
sible to evade detection by reducing the rate at which
malicious nodes spread information about themselves
to others. Significant attack magnitudes may still be
achieved, though it may take longer for the attacks to
ramp up to these values. We have conducted (carefully
controlled) experiments to confirm this observation.

3.2 Attack using ESM

We exploit the vulnerabilities described in Section 2.2.
A malicious node M may send to benign nodes gos-
sip messages that contain false information about the
victim being part of the group. The benign nodes will
include the victim in their routing tables, and send
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protocol packets to the victim as part of normal op-
erations. They may also propagate the victim to other
benign nodes per the gossip protocol. Such an attack
may be further magnified by the following heuristics:

• Aggressive Push: We exploit the push-based nature
of the gossip protocol in ESM. In a push-based
protocol, a member A may contact a member B
in an unsolicited fashion, and disseminate mem-
bership information about another member C. In
contrast, in a pull-based design (used in systems
like Kad), B queries A, and accepts membership
information only if it is in response to a prior query.
A malicious node may exploit a push-based design
by aggressively contacting many benign nodes in
an unsolicited fashion, thereby spreading fake in-
formation at a high rate. Note that in pull-based
designs, the ability of the malicious node to infect
others is limited by the rate at which it is queried
(though it could attract higher query rates if it could
become popular).

• Multifake: Similar to Multifake in Kad, we aug-
mented the heuristic to achieve greater attack am-
plifications by including the IP address of the victim
several times in a gossip message, each time with
a different logical identifier. ESM also makes use
of logical identifiers (called uid in [10]) distinct
from IP address and port information, primarily to
handle issues with NATs. Like Kad, ESM allows
a participating node to communicate with multiple
logical identifiers even though they share the same
physical identifier (IP address). Again this is moti-
vated by NATs.

Results: We conducted controlled experiments on
PlanetLab using the attack heuristics described above.
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Figure 6 shows the magnitudes of the DDoS attacks
in comparison to the total number of ESM nodes. We
fixed the percentage of attacker nodes to be 10% and
varied the total number of nodes. The traffic seen by
the victim is several Megabits per second, a factor of
1000 times more than the control traffic an ESM node
would normally see (which is about 3 Kbps). Further,
the attack traffic increases approximately linearly as the
number of nodes increases. In real deployments which
usually involve tens of thousands of participating nodes,
the attack magnitude could be orders of magnitude
higher. While the experiments above assume that 10%
of the nodes are malicious, Fig. 7 plots the attack traffic
fixing the total number of node at 472, and varying the
percentage of attacker nodes. It shows that even a very
small fraction of malicious nodes can cause a serious
attack at the victim. For example, 1% of the nodes
being malicious results in attack traffic of 4Mbps at the
victim.

4 Discussion of possible mitigation schemes

In this section, we present possible mitigation schemes
and discuss their strength and weakness.

4.1 Preferring pull-based membership propagation
over push-based

A fundamental factor that impacts the vulnerability of
membership management algorithms is whether they
are push-based, or pull-based. In a push-based design,
members may disseminate membership information to
other members in an unsolicited fashion. In contrast,
in a pull-based design, any information conveyed by a
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member is always in response to a prior solicitation.
Systems like ESM and CoolStreaming [10, 41] use
push-based gossip algorithms, while BitTorrent and
eMule use pull-based techniques.

We argue that pull-based protocols are preferable
from the perspective of robust design since an attacker
does not have control over the rate at which it can prop-
agate malicious information. In contrast, push-based
protocols are more vulnerable to compromise, since an
attacker can control the rate at which it can redirect
innocent participants to the victim. That said, a few
points are in order. First, attacks where a node pushes
malicious information at higher rates than normal in
push-based approaches are potentially detectable since
the amount of traffic that must be generated to spread
false information is high. However, solutions for de-
tection may not be straight-forward. They may either
require all service providers of all nodes taking part
in the P2P system to detect abnormal variations in
traffic, or they may require correlating observations
across multiple nodes in the system, neither of which
are trivial. Second, pull-based algorithms may them-
selves not suffice. In particular, a factor dictating the
vulnerability of pull-based algorithms is the ability of an
attacker to attract queries from innocent participants
towards itself. This may in turn depend on the number
of nodes that know the attacker, as well as the skew
in distribution of requests to any node—for example,
arising due to variations in popularity of files owned by
various nodes. In fact, our attacks on the Kad system
leveraged a vulnerability which enabled an attacker to
populate routing tables of a large number of innocent
participants, thereby attracting queries towards itself.
Finally, a subtle implementation issue with pull-based
algorithms is that a member must be able to verify that
any reply is actually in response to a prior request.
This could be handled through a variety of well-known
mechanisms. In fact, both BitTorrent and Kad handle
this by storing transaction identifiers of outgoing pull
requests and requiring that responses have identifiers
matching outgoing requests.

4.2 Corroborating membership information
through multiple sources

In order to limit the vulnerability of P2P systems to be
exploited to launch DDoS attacks, when membership
information is learned about a previously unknown
node, it would be desirable to have a means of validat-
ing the information before using it.

One possible way to validate membership informa-
tion is through active probing. In this way, when a
node learns information about a peer node C, it directly

probes C to ensure that C is a valid participant of the
P2P system. No further protocol packet will be sent
to C until a probe response from C is received. A
potential concern with this approach is that this kind
of validation can itself become subject to exploit if a
large number of innocent participants try to conduct
the validation. Further, the approach must be robust
to probing failures caused by benign reasons such as
churn, packet loss and NATs. We have explored this
approach in a parallel work [37], and thus omit the
discussion here.

In this paper, we explore an alternative means of
validation that we term Multi-Source Corroboration,
which does not rely on active probing. In this approach,
a node will accept and communicate with a newly-
learned peer node C only if it learns about C from at
least k nodes, where k is a parameter. This approach
has been used in several prior works on Byzantine-
tolerant diffusion algorithms [21–23, 25]. These works
assume that the maximum number of faulty nodes is
known apriori, and require corroboration from at least
1 more than the number of faulty nodes. However the
number of malicious nodes is unknown in our context.
We thus adopt a more probabilistic variant, where the
parameter k determines the number of sources from
which corroboration is required. There is an interesting
trade-off in setting the k value. From the security stand-
point it is desirable to set k large, as the attacker needs
to have at least k malicious nodes to mount an attack.
However, the larger the k value, the longer it may take
to receive responses from all k nodes, and can slow
down convergence and performance. Clearly, the pa-
rameter k is critical—a higher value offers potentially
stronger security properties, but slower convergence.

Theoretically an attacker can break such a scheme
if he has control over k or more nodes. The attacker
can make these malicious nodes lie about the same fake
membership information, and defeat the corroboration.
To mount such an attack the attacker must ensure that
when a benign node does a search, it queries at least k
malicious nodes.

Two common threat models are the attacker could
launch a Sybil attack despite having only a small num-
ber of legitimate machines/IPs, or an attacker could
control an entire prefix, say using BGP prefix hijack-
ing. To protect against these obvious threats, we can
modify the scheme so that a node may accept infor-
mation about a previously unknown node C from any
peer for the first time it learns about C, but for the
remaining k-1 times it only accepts information from
peers that are each in a different prefix. In the rest of
the paper, we use the terms “prefix” and “network”
interchangeably.
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Even with the above enhancement, an attacker can
still defeat the scheme with machines in k or more
prefixes. However it may not be entirely trivial to
launch such an attack, because there is still need for
the malicious nodes to become popular, to ensure that
a large fraction of queries from innocent participants
are each intercepted by at least k malicious nodes. We
could further improve the resilience of the systems to
such attacks, by accepting corroboration probabilisti-
cally, from a fraction f of randomly chosen addresses
from the entire IP address space.

4.3 Bounding multiple references to the same
network entity

Intuitively a node should stop sending further pack-
ets to a newly-learned peer, if it has not received
any response for the first few packets sent to that
peer. However, simply doing so is not sufficient to
mitigate the DDoS attacks, because an attacker may
keep redirecting an innocent participant to the same
victim IP, each time with a different logical identifier,
for example, using the Multifake heuristic presented in
Section 3.1. Further, an easy way to generalize such
attacks is to flood the access link of a network, by
redirecting innocent participants to different IPs that all
belong to the same victim network.

One way to solve the above problem, that we term
Bounding-References, is to bound the number of ref-
erences to a network entity that a node is willing to
accept. We consider this scheme because a more re-
cent release of the eMule/Kad software implemented
such a bounding scheme, as a response to the attacks
presented in our workshop paper [39]. In particular, in
the new implementation a node would accept at most
1 logical identifier for a single IP, and at most 10 IPs
belonging to the same /24 prefix.

The advantage of such a scheme is that it bounds
the number of packets an innocent participant may
send to a single victim IP or prefix. For the scheme
to be effective, the bounds must be small. However
a disadvantage is that there may be genuinely many
participants sharing the same IP (for example, due
to the use of NAT), or belonging to the same pre-
fix (for example, a residential ISP with a lot of Kad
users), thus the scheme may falsely prevent communi-
cation between genuine participants, and degrade their
performance.

4.4 Other approaches

We next discuss two other possible approaches and
potential issues with them. First, centralized authorities

can simply certify membership information by pro-
viding signed certificates that indicate that a member
belongs to a group. The certificates may be distributed
through the membership management mechanisms,
and enable a participant to verify the membership
information corresponds to a genuine member. How-
ever, central authorities cannot be assumed in many
deployments such as Kad and thus we only consider
mechanisms that do not rely on their existence.

Second, it may be feasible to leverage the properties
of DHTs, and design solutions tailored to them. For
instance, one approach is to assign each node an ID
dependent on its IP address, for instance the hash
of its IP address [34]. An attacker that attempts to
provide fake membership information in response to
a search query must then ensure that (i) the victim
ID obeys the necessary relationship to the victim IP;
and (ii) the victim ID is close to the target ID of
the search. These dual constraints on the victim ID
may be difficult to simultaneously satisfy, complicating
the attack. We note that a complete solution on these
lines must address several issues such as the need to
accommodate multiple participants behind the same
NAT which share a common IP address, and the fact
the victim ID is only loosely constrained by the target
ID. While the approach has promise, we do not explore
it further since our focus in this paper is on mechanisms
that apply to both unstructured approaches and DHT-
based approaches.

5 Evaluation methodology

We next present evaluations exploring the strength and
weakness of the schemes we presented in Section 4,
and quantifying security and performance trade-offs
involved with design heuristics. In this section, we de-
scribe our evaluation goals, metrics and experimental
methodology. We present the results in next section.

5.1 Evaluation goals

Our evaluations are motivated by several goals:

• How effective are pull-based mechanisms in lower-
ing attack magnitudes as compared to push-based
mechanisms?

• How does parameter “k” in the Multi-Source
Corroboration scheme impact application perfor-
mance? We recall that k is the number of distinct
sources that must verify membership information
before it is used.
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• How small the bounds in the Bounding-References
scheme can be? How prevalent is the use of mul-
tiple logical identifiers for the same IP in actual
deployments? How many participants are from the
same network prefix?

5.2 Performance metrics

We characterize the performance and security trade-
offs in our heuristics as follows:

• Application performance: For file distribution
(Kad), we consider the time taken for a search
for a given target ID to be successful. Since some
searches may not be successful at all, the fraction of
searches that are successful is also considered. For
video broadcast (ESM), we consider the fraction of
the streaming video rate received by participating
nodes.

• Attack Impact: We evaluate the impact of an at-
tack on a victim by considering the rate of traffic
received at the victim.

5.3 Methodology

To evaluate the mitigation schemes, we have imple-
mented them in the ESM and Kad systems, and con-
ducted evaluations on PlanetLab. We also conducted
measurement studies of the live Kad network.

ESM experiments: Our experiments with ESM lever-
aged traces from real broadcast events [10] to model the
group dynamics patterns, and bandwidth-resource con-
straints of nodes. We emulate twenty minute segments
of the trace. The clients already present in the trace at
the start of the segment join in a burst over the first
two minutes, then follow join/leave patterns exactly as
in the trace for the next 20 min. For the trace segment
used, 363 nodes participate, with a group peak size
of 108 nodes. The streaming video rate employed was
475 Kbps, which represents typical media streaming
rates in real settings like [10]. We used two versions
of the attacker. In the first version, the attacker be-
haved similar to a regular node, except that whenever
it needed to push membership information (or was
contacted by another member pulling membership in-
formation), fake information regarding the victim was
sent. We term such an attacker undetectable-attacker,
since the traffic patterns it introduces are not distin-
guishable from a normal node in the system. We also
considered a second attacker that we term aggressive-
attacker, which periodically pushes fake membership
information about the victim to a large number of
nodes in the system. This kind of attacker only impacts

a push-based solution. We note that an aggressive-
attacker may be sending more traffic than regular nodes
in the system.

Kad experiments: Our experiments with Kad used a
synthetic trace of join/leave patterns where the inter-
arrival patterns of nodes, and the stay time duration
of nodes followed a Weibull distribution. This was
based on recommendations by a recent measurement
study [36]. The trace has 1455 clients in total, with peak
group size around 300. Nodes executed a search pattern
where each node periodically (every 30 s) conducted
a search for a random logical identifier, which was
intended to simulate a search request for a file. We
assumed that the search successfully reached an index-
node if it reached any of the 5 nodes whose IDs are
closest to the logical identifier for which the search was
conducted. The attackers employed all the heuristics
described in Section 3.1.

Kad measurement study: To understand the preva-
lence of multiple logical identifiers sharing the same
IP, and multiple IPs belonging to the same network in
actual deployments, we have conducted a measurement
study of the real Kad infrastructure. We implemented a
Kad crawler which basically issues random searches on
the Kad network and records the results returned by
the network. The crawler collected 3.5 million distinct
<Logical identifier, IP, Port> triples distributed across
487284 /24 prefixes in a 20 hour time period. Further,
every second the crawler probes 10 clients it recently
learned, and records the responses.

6 Results

Section 6.1 discusses potential benefits of pull-based
approaches over push-based ones. Since ESM uses
push, and Kad uses pull, our experiments in this section
employ ESM. Section 6.2 focuses on security and per-
formance trade-offs in the Multi-Source Corroboration
scheme. Section 6.3 shows issues with designing the
bounds for the Bounding-References scheme. The last
two sections are relevant to both Kad and ESM, and
we focus our evaluations on Kad.

6.1 Pull vs. push approaches

We present evaluation results of the base ESM system
with push-based mechanisms, as well as our refinements
that employ pull-based mechanisms. Our evaluations
are conducted using both the undetectable-attacker
and the aggressive-attacker described in Section 5.3.
Figure 8 plots the average traffic seen at the victim and
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Fig. 8 Traffic seen by victim and attacker, for undetectable and
aggressive attackers

an attacker during the run, for both the undetectable-
attacker, and the aggressive-attacker. Further, for the
undetectable-attacker, traffic is shown for both pull and
push cases and for the aggressive-attacker, traffic is
shown only for the push case since pull is not relevant
here. We note that the traffic at the attacker is ex-
tremely small for the undetectable-attacker but about
300 Kbps for the aggressive-attacker. This is consistent
with the amount of work the attacker does in each case.
We also note that the traffic at the attacker, for all cases,
is at least one order of magnitude less than the traffic
at the victim, which demonstrate the potency of the
attack.

From the perspective of the victim, there are two
points to note from the graph. First, the magnitude
of attack traffic can be very high with push-based
approaches when an aggressive attacker is employed,
which may be prevented by pull-based approaches. Sec-
ond, even with an undetectable-attacker, the magnitude
of attack traffic with pull-based mechanisms is slightly
less than push-based mechanisms. This is because with
push-based techniques, an attacker may always infect
an innocent participant in any iteration—in pull-based
techniques, this is dependent on the probability with
which an innocent participant contacts an attacker
node.

Discussion: We believe where possible, it is desirable
to use pull-based mechanisms to limit the rate at which
attackers may infect innocent participants. However,
simply preferring pull-based approaches is not suffi-
cient. First, use of push may be difficult to avoid in
some cases. For example, when a node is a source
of a file, it needs to publish this information to other
nodes, inherently a push-based operation. Second, even

in a pull-based protocol, there may still be mechanisms
by which an attacker can attract more queries from
innocent participants towards itself, perhaps because of
the skew in distribution of requests to any node—for
example, arising due to variations in popularity of files
owned by various nodes. In fact, the search mechanism
in Kad is a pull-based one, but we were still able to
exploit it to cause DDoS attacks of high magnitude,
by attracting a large number of queries towards the
attacker nodes (Section 3.1).

6.2 Corroborating membership information
through multiple sources

We now consider the trade-offs involved in the Multi-
Source Corroboration scheme. The key parameter for
the scheme is k, the number of sources from which
corroboration is required. It is clear that the greater the
k value, the higher the bar for the attacker.

We first evaluate the effectiveness of the scheme
in mitigating DDoS attacks, using the methodology
described in Section 5.3. Figure 9 shows the traffic
generated at the victim as a function of the number of
attackers. There are two sets of bars, each correspond-
ing to a setting with a particular number of attackers.
Each set has 3 bars corresponding to different k values.
A k value of 1 indicates the default Kad system. Even
in the presence of a moderate number of attackers, the
traffic at the victim is high for k = 1—about 6 Mbps
for 6 attackers. Using k = 2 is effective in reducing the
attack traffic. For example, the traffic at the victim is
about 89 Kbps for settings with 10 attackers. Using a
higher value of k further reduces the traffic.

While this shows potential benefits of Multi-Source
Corroboration in reducing attack magnitudes, we note
that the actual magnitude depends on the specific attack
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attackers. Traffic is averaged across the whole run
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heuristics used. It may be possible to get larger mag-
nitudes with more sophisticated attack heuristics than
those described in Section 3.1. To guarantee resistance
to attacks, it is best to have a k value greater than the
number of attacker nodes.

While larger k values are more desirable from the
security stand point, one important concern is applica-
tion performance. The larger the k value, the longer
it may take to receive responses from all k nodes, and
can slow down convergence and performance. We next
focus our evaluation on the impact of k on application
performance, in the absence of attackers.

Table 1 summarize our evaluation results. The first
row shows the success ratio, or the fraction of searches
that are successful. While a value of k = 1 (i.e. the
original Kad client) has a success ratio of close to 1,
k = 2 performs well too, with a success ratio of 0.98.
However, the success ratio with k = 4 is much lower,
only around 0.7. Investigation reveals that the reason
the success ratio drops significantly with k = 4 is that,
either nodes did not hit enough number of peers to con-
firm membership information from during the search
process, or the “wait-time” involved in confirming the
membership information from so many sources was so
long that the search timed out before enough confirma-
tions were received.

While the success ratio is one metric of performance,
the second row of Table 1 shows the delays incurred by
successful searches. For any setting, all searches con-
ducted across all nodes are considered, and the average
delays are computed. The results are consistent with
the success ratio metric. k = 1 performs the best with
average delays across searches less than 1 s. The per-
formance of k = 2 is slightly worse, but still acceptable,
with average delays around 2 seconds. With a value of
k = 4 however, the average delays are high, and over
13 s.

Discussion: These results indicate that, the perfor-
mance penalty incurred by Multi-Source Corroboration
is modest only when the k value is small. Even with
a slightly higher k value such as k = 4, the perfor-
mance degradation becomes unacceptable. This in turn
suggests that the Multi-Source Corroboration scheme
works best in attack scenarios where the attacker con-
trols a single machine, or machines reside in a single

Table 1 Comparing the impact of different k values on applica-
tion performance

Metrics k = 1 k = 2 k = 4

Success ratio 99% 98% 73%
Delay 0.6 s 2.2 s 13.2 s

prefix. In such scenarios, a k value of 2 is sufficient
to prevent the attacks, while achieving satisfactory ap-
plication performance. However, such a scheme is not
suitable in regimes where the attacker machines span
many prefixes, as for such regimes it is necessary to set
the k value to be greater than 2, but our results show
that for such k values the cost on performance would
be more substantial.

6.3 Bounding multiple references to the same
network entity

Recall that this approach bounds the number of ref-
erences to a network entity that a node is willing to
accept. More specifically, it bounds the number of IDs
associated with the same IP address, and the number of
IPs sharing the same prefix. By doing so it bounds the
number of packets an innocent participant may send
to a single victim IP or prefix. An important question
with such an approach is how the bounds should be
set. We try to answer this question by analyzing a trace
collected by crawling the live Kad network using the
methodology described in Section 5.3.

Figure 10 presents results from the analysis of the
traces. There are 3 sets of bars, each corresponding
to a different notion of a physical identifier—(IP,port)
pair, IP, and /24 prefix. For each set, there are 3 bars,
corresponding to 1, 5, and 10 logical identifiers. Each
bar shows the fraction of distinct physical identifiers
that are associated with a certain number of logical
identifiers, or less. We make several observations.

First, close to 100% of the (IP,port) pairs involve
only 1 logical identifier. Second, when IP alone is con-
sidered as the physical identifier, over 92% of the IPs
are associated with only 1 logical identifier, and over
99.8% of the IPs are associated with 10 logical identi-
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fiers or less. These results indicate that, while setting
the bound of logical identifiers sharing the same IP to
1 may be a little too strict, it is reasonable to set it to
a small value such as 3. Third, Fig. 10 also shows the
fraction of 24-bit IP prefixes that are associated with a
certain number of logical identifiers (or less). Only 35%
of the prefixes are associated with 1 client, and about
20% of the prefixes are associated with more than 10
distinct clients. This indicates that larger bounds may
be required for prefixes.

The bounds for prefixes could probably be smaller if
there is significant stale information and not all nodes
returned by the crawler are alive at a given time. To
gain more insight into the liveness of nodes, Fig. 11
plots the success rate of probes our crawler sent to
various /24 prefixes. We only consider prefixes to which
10 or more probes were sent. 90% of the prefixes
responded at least half the probes, and 50% of the pre-
fixes responded to more than 90% probes. The result
shows that most nodes in our trace were indeed alive
at the time of crawling, suggesting that the bounds for
prefixes cannot be substantially lowered.

Our analysis so far considers fixed prefix length (/24),
motivated by a recent release of the eMule/Kad client
software (see Section 4.3). However, this makes the
scheme vulnerable to attacks on networks with coarser
granularities (i.e. shorter prefix lengths). To evaluate
whether a simplifying approximation of /24 is reason-
able, we examined the RouteView database which con-
tains prefix and netmask information extracted from
BGP routing table snapshots [2, 19] in order to deter-
mine the appropriate prefix lengths, and summarize our
results in Fig. 12. It shows clearly that an approximation
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of /24 is far from accurate, as 40% of the networks have
smaller prefix lengths. Given this result, we believe that
it is important to group IPs based on such a database,
rather than grouping them statically using /24.

We analyze our trace again based on the above
results. This time we focus on the prefix level, and use
the RouteView database to determine prefix lengths.
The result is shown in Fig. 13. It shows that 33% of
the prefixes have 10 or more IPs participating in Kad,
15% of the prefixes have 50 or more IPs participating,
and 9% have 100 or more. This again indicates that the
bounds for prefixes must be set sufficiently high so that
the performance will not likely to be affected. However,
setting the bounds high makes the scheme less effective
in mitigating DDoS attacks.

Discussion: While the Bounding-References scheme
can limit DDoS attacks, the concern is that it may

 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0.9

 1

 1  10  100  1000  10000

C
D

F

Number of distinct prefixes

Prefix

Fig. 13 Fraction of distinct prefixes associated with a certain
number of IPs, or less



Peer-to-Peer Netw Appl

also limit the communication with genuine participants
sharing the same IP or network prefix. Our results
reveal that, while limiting communication with partic-
ipants sharing the same IP is likely to have negligible
impact, the impact of limiting participants belonging to
the same prefix can be more significant.

7 Related work

It was first observed in [26] that the intrinsic charac-
teristics of P2P systems could be exploited for indi-
rection attacks. Since then, a few other recent works
including our own workshop paper [6, 11, 14, 30, 39]
have shown the feasibility of exploiting P2P systems to
launch DDoS attacks. Ours is the first work to show
the feasibility of exploiting Kad, as well as first to show
that such attacks are also possible with P2P systems
used for video broadcasting. The attack magnitudes
and amplification reported in our paper is much higher
indicating the seriousness of the threats. Further, we
have discussed and evaluated several possible mitiga-
tion schemes. Ours is the first work to systematically
study defenses to the best of our knowledge.

Naoumov and Ross [26] presents an attack on Over-
net, another DHT-based system. The attack relies on
a attacker impersonating the victim when talking to an
innocent client, which forces the client to communicate
with the victim. Further, due to an implementation
vulnerability in Overnet, spoofing at the IP source ad-
dress level is not required, but merely at the applica-
tion payload level. The paper also proposed another
type of DDoS attacks in which the attacker tries to
falsely publish the victim as sources for popular files so
other peers will try to download the files by initiating
TCP connections to the victim. In contrast, the attacks
we present exploit issues with push-based protocols,
having attackers attract query traffic, and achieving
amplification through multiple logical identifiers being
mapped to the same physical identifier. The attack mag-
nitudes we report are also orders of magnitude higher
than those reported in [26].

Defrawy et al. [11] showed the feasibility of DDoS
attacks by exploiting BitTorrent [7]. In BitTorrent, a
central entity called tracker, will keep track of peers
downloading a file and will distribute these peers to
others that have the complete file or pieces of it. The
tracker contact information is in the torrent file which
can be downloaded from popular websites. In [11], the
authors propose to include the victim’s information in
the torrent file as one of the trackers and let the clients

aggressively contact the victim as part of the protocol.
Then, if the file to be downloaded is popular enough,
many innocent clients will contact the victim thinking it
is a tracker. This can generate a large number of TCP
connections at the victim and produce a DDoS attack.
In contrast, we focus on decentralized P2P applications,
a DHT-based file-sharing system (Kad) and a gossip-
based video broadcast system (ESM), where malicious
clients drive innocent clients to attack the victim.

In another work [37], we have dissected all known
DDoS attacks that exploit P2P systems [6, 11, 14, 26,
30, 39], and categorized them based on the underlying
cause for attack amplification. We have explored a
solution where nodes validate membership informa-
tion through active probing, and address challenges
associated with the approach. These challenges include
ensuring that the probes used for validation do not
themselves become a source of DDoS, and ensuring
that the scheme is robust to benign validation failures
due to churn, packet loss and use of NATs. In contrast,
in this paper we focus on details of attacks on two spe-
cific systems, and explore solutions that do not involve
active probing.

Other works have explored attacks caused by DNS
and web-server reflectors, and misuse of web-browsers
and bot-nets [1, 18, 20, 27]. We believe the rich and
complex design space of P2P systems makes them wor-
thy of study in their own right. Several works [8, 12, 32,
33, 38] focus on how malicious nodes in a P2P system
may disrupt the normal functioning, and performance
of the overlay itself. In contrast, we focus on DDoS
attacks on the external Internet environment. Our work
benefits from work on the design of byzantine resilient
gossip protocols in the traditional distributed systems
community [21–23, 25]. While we leverage insights from
these works, we believe the scalability, heterogeneity
and performance requirements with P2P networks and
applications pose unique challenges and it is neces-
sary to investigate the issues in the context of actual
systems. Finally [31] has looked at detecting faults,
anomalies and security vulnerabilities in overlays using
query processing.

8 Conclusions

In this paper, we have made two contributions:

• First, we have shown that it is feasible to exploit
P2P systems to launch DDoS attacks with high
magnitudes and large amplification. We created
attacks of several hundred megabits per second and
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with an amplification factor of 40, by exploiting a
mature and widely deployed P2P file-sharing sys-
tem and an extensively deployed video broadcast
system. The systems represent contrasting appli-
cations, and involve different and representative
membership management designs.

• Second, we evaluate the potential of three mitiga-
tion schemes in enhancing the resilience of Kad
and ESM. The evaluation is done through both
experiments on the PlanetLab and measurement to
the real systems. Our findings include:

(i) It is desirable to use pull-based protocols
where possible to limit the rate at which
attackers may infect innocent participants.
However, simply preferring pull-based ap-
proaches is not sufficient because in some
cases the use of push may be difficult to
avoid, and even in a pull-based protocol,
there may still be mechanisms by which an
attacker can attract more queries from inno-
cent participants towards itself.

(ii) The Multi-Source Corroboration scheme
works best in attack scenarios where the
attacker machines span a small number of
prefixes. As the attacker machines span
more prefixes, it is necessary to increase the
value of parameter k, the number of distinct
sources that corroboration must be obtained
from. However, our results show that even
for a moderate k value such as 4 the cost on
performance would be substantial.

(iii) The Bounding-References scheme limits
DDoS attacks. For the scheme to be effec-
tive, the bounds must be small. However,
small bounds may limit a node’s ability
to communicate with genuine participants
that share the same IP or network prefix. Our
results reveal that, while limiting commu-
nication with participants sharing the same
IP is likely to have negligible impact, limiting
communication with participants belonging
to the same prefix may have more significant
impact.

Overall, our results shed light on the potential of
the schemes, in what scenarios and regimes they may
be useful, and the trade-offs associated with them. We
believe this work has taken a first but important step

towards understanding the interplay between member-
ship management mechanisms, and the feasibility of
exploiting P2P systems to cause DDoS attacks.
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