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Abstract

We present a method for non-iterative maximuma posteriori (MAP) tomographic reconstruction

which is based on the use of sparse matrix representations. Our approach is to pre-compute and store the

inverse matrix required for MAP reconstruction. This approach has generally not been used in the past

because the inverse matrix is typically large and fully populated (i.e. not sparse). In order to overcome

this problem, we introduce two new ideas.

The first idea is a novel theory for the lossy source coding of matrix transformations which we

refer to as matrix source coding. This theory is based on a distortion metric that reflects the distortions

produced in the final matrix-vector product, rather than thedistortions in the coded matrix itself. The

resulting algorithms are shown to require orthonormal transformations of both the measurement data and

the matrix rows and columns before quantization and coding.

The second idea is a method for efficiently storing and computing the required orthonormal transfor-

mations, which we call a sparse-matrix transform (SMT). TheSMT is a generalization of the classical

FFT in that it uses butterflies to compute an orthonormal transform; but unlike an FFT, the SMT uses the

butterflies in an irregular pattern, and is numerically designed to best approximate the desired transforms.

We demonstrate the potential of the non-iterative MAP reconstruction with examples from optical

tomography. The method requires off-line computation to encode the inverse transform. However, once

these off-line computations are completed, the non-iterative MAP algorithm is shown to reduce both stor-

age and computation by well over 2 orders of magnitude, as compared to a linear iterative reconstruction

methods.
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Non-Iterative MAP Reconstruction Using

Sparse Matrix Representations

I. I NTRODUCTION

Sparsity is of great interest in signal processing due to its fundamental role in efficient signal repre-

sentation. In fact, sparse representations are essential to data compression methods, which typically use

the Karhunen-Loeve (KL) transform, Fourier transform, or wavelet transform to concentrate energy in a

few primary components of the signal [1], [2]. Recently, there has been increasing interest in exploiting

sparsity in the data acquisition process through the use of coded aperture or compressed sensing techniques

[3], [4], [5], [6]. The key idea in these approaches is that thesparsity of data in one domain can lead to

a reduced sampling rate in another domain.

Interestingly, little work has been done on the sparse representation of general transforms which map

data between different domains. Nonetheless, the sparse representation of transforms is important because

many applications, such as iterative image reconstructionand de-noising, require the repeated transfor-

mation of high dimensional data vectors. Although sparse representation of some special orthonormal

transforms, such as the discrete Fourier transform and discrete wavelet transform [7], [8], [9], have been

widely studied, there is no general methodology for creating sparse representations of general dense

transforms.

Sparsity is of particular importance in the inversion of tomographic data. The forward operator of

computed tomography (CT) can be viewed as a sparse transformation; and reconstruction algorithms,

such as filtered back projection, must generally be formulated as sparse operators to be practical. In

recent years, iterative reconstruction using regularizedinversion [10], [11] has attracted great attention

because it can produce substantially higher image quality by accounting for both the statistical nature of

measurements and the characteristics of reconstructed images [12]. For example, maximuma posteriori

(MAP) reconstruction works by iteratively minimizing a cost function corresponding to the probability of

the reconstruction given the measured data [13], [14], [15]. Typically, the MAP reconstruction is computed

using gradient-based iterative optimization methods suchas the conjugate gradient method. Interestingly,

when the prior model and system noise are Gaussian, the MAP reconstruction of a linear or linearized

system is simply a linear transformation of the measurements. However, even in this case, the MAP

reconstruction is usually not computed using a simple matrix-vector product because the required inverse
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matrix is enormous (number of voxels by the number of measurements) and is also generally dense.

Consequently, both storing the required matrix and computing the matrix-vector product are typically not

practical.

In this paper, we introduce a novel approach to MAP reconstruction based on our previous work

[16], [17], in which we directly compute the required matrix-vector product through the use of a sparse

representation of the inverse matrix. In order to make the large and dense inverse matrix sparse, we

introduce two new ideas.

The first idea is a novel theory for the lossy source coding of matrix transformations, which we refer

to as matrix source coding. Source coding of matrix transforms differs from source coding of data in a

number of very important ways. First, minimum mean squared error encoding of a matrix transformation

does not generally imply minimum mean squared error in a resulting matrix-vector product. Therefore,

we first derive an appropriate distortion metric for this problem which reflects the distortions produced

in matrix-vector multiplication. The proposed matrix source coding algorithms then require orthonormal

transformations of both the measurement data and matrix rows and columns before quantization and

coding. After quantization, the number of zeros in the transformed matrix can dramatically increase,

making the resulting quantized matrix very sparse. This sparsity not only reduces storage, but it also

reduces the computation required to evaluate the matrix-vector product used in reconstruction.

The second idea is a method for efficiently storing and computing the required orthonormal transfor-

mations, which we call a sparse-matrix transform (SMT). The SMT is a generalization of the classical

fast Fourier transform (FFT) in that it uses butterflies to compute an orthonormal transform; but unlike the

FFT, the SMT uses the butterflies in an irregular pattern and is numerically designed to best approximate

the desired transforms. Furthermore, we show that SMT can be designed by minimizing a cost function

that approximates the bit-rate at low reconstruction distortion, and we introduce a greedy SMT design

algorithm which works by repeatedly decorrelating pairs ofcoordinates using Givens rotations [18].

The SMT is related to both principal component analysis (PCA) [19], [20] and independent component

analysis (ICA) [21], [22], [23], [24], which sometimes use Givens rotations to parameterize othonormal

transformations. However, the SMT differs from these methods in that it uses a small number of rotations

to achieve a fast and sparse transform, thereby reducing computation and storage. In fact, the SMT can

be shown to be a generalization of orthonormal wavelet transforms [25], and is perhaps most closely

related to the very recently introduced treelet transform in its structure [26]. Moreover, we have recently

shown that the SMT can be used for maximum-likelihood PCA estimation [27].

Our non-iterative MAP approach requires an off-line computation in which the inverse transform
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matrix is compressed and encoded. However, once this off-line computation is complete, the on-line

reconstruction consists of a very fast matrix-vector computation. This makes the method most suitable

for applications where reconstructions are computed many times with different data but the same geometry.

We demonstrate the potential of our non-iterative MAP reconstruction by showing examples of its

use for optical diffusion tomography (ODT)[28]. For the ODT examples, which are normally very

computationally intensive, the non-iterative MAP algorithm reduces on-line storage and computation

by well over 2 orders of magnitude, as compared to a traditional iterative reconstruction method.

II. NON-ITERATIVE MAP RECONSTRUCTIONFRAMEWORK

Let x ∈ R
N denote the image to be reconstructed,y ∈ R

M be the surface measurements, andA ∈

R
M×N be the linear or linearized forward model, so that

y = Ax + w , (1)

wherew is zero mean additive noise.

For a typical inverse problem, the objective is to estimatex from the measurements ofy. However,

direct inversion ofA typically yields a poor quality solution due to noise in the measurements and the

ill-conditioned or non-invertible nature of the matrixA. For such problems, a regularized inverse is often

computed [29], or in the context of Bayesian estimation, theMAP estimate ofx is used, which is given

by

x̂ = arg max
x
{log p(y|x) + log p(x)} , (2)

wherep(y|x) is the data likelihood andp(x) is the prior model for the imagex. In some cases, non-

negativity is required to makex physically meaningful.

If we assume thatw is zero mean Gaussian noise with covarianceΛ−1, and thatx is modeled by a

zero mean Gaussian random field with covarianceS−1, then the MAP estimate ofx given y is given by

the solution to the optimization problem

x̂ = arg min
x
‖ y −Ax ‖2Λ +xtSx . (3)

Generally, this optimization problem is solved using gradient-based iterative methods. However, iterative

methods tend to be expensive both in computational time and memory requirements for practical problems,

especially whenA is not sparse, which is the case in some important inverse problems such as in optical

tomography.
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However, if we neglect the possible positivity constraint,then the MAP reconstruction of (3) may be

computed in closed form as

x̂ = (AtΛA + S)−1AtΛy . (4)

Therefore, if we pre-compute the inverse matrix

H
△
= (AtΛA + S)−1AtΛ , (5)

then we may reconstruct the image by simply computing the matrix-vector product

x̂ = Hy . (6)

The non-iterative computation of the MAP estimate in (6) seems very appealing since there are many

inverse problems in which a Gaussian prior model (i.e. quadratic regularization) is appropriate and

positivity is not an important constraint. However, non-iterative computation of the MAP estimate is

rarely used because the matrixH can be both enormous and non-sparse for many inverse problems.

Even whenA is a sparse matrix,H will generally not be sparse. Therefore, as a practical matter, it is

usually more computationally efficient to iteratively solve(3) using forward computations ofAx, rather

than computingHy once. Moreover, the evaluation ofHy is not only a computational challenge but it

is also a challenge to storeH for large inverse problems. Our objective is to develop methods for sparse

representation ofH so that the matrix-vector product of (6) may be efficiently computed, and so the

matrix H may be efficiently stored.

III. L OSSYSOURCECODING OF THE INVERSEMATRIX

A. Encoding Framework

For convenience, we assume that both the columns ofH and the measurementsy have zero mean.1

For the 3D tomographic reconstruction problem, the columnsof H are 3D images corresponding to the

reconstruction that results if only a single sensor measurement is used. Since each column is an image, the

columns are well suited for compression using conventionallossy image coding methods [30]. However,

1Let the row vectorµH be the means of the columns ofH, and letȳ be the mean of the measurements. Then the reconstructed
image can be expressed asx̂ = (H +1µH)(y + ȳ) = Hy +1µHy +(H +1µH)ȳ, where1 denotes the column vector with all
elements being 1. OnceHy is computed, the quantity1µHy + (H + 1µH)ȳ can be added to account for the non-zero mean.
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the lossy encoding ofH will create distortion, so that

H = [H] + δH , (7)

where[H] is the quantized version ofH andδH is the quantization error. The distortion in the encoding

of H produces a corresponding distortion in the reconstructionwith the form

δx̂ = δHy . (8)

B. Distortion Metric

The performance of any lossy source coding method depends critically on the distortion metric that

is used. However, conventional distortion metrics such as the mean squared error (MSE) ofH may not

correlate well with the MSE distortion in the actual reconstructed image,‖ δx̂ ‖2, which is typically of

primary concern. Therefore, we would like to choose a distortion metric for H that relates directly to

‖ δx̂ ‖2.

Assuming the measurementy is independent of the quantization errorδH, we can obtain the following

expression for the conditional MSE of̂x given δH.

Theorem 1:

E
[

‖ δx̂ ‖2| δH
]

=‖ δH ‖2Ry
, (9)

whereRy = E[yyt] and‖ δH ‖2Ry
= trace{δHRyδH

t}.

Proof:

E
[

‖ δx̂ ‖2| δH
]

= E
[

ytδHtδHy | δH
]

(10)

= E
[

trace{δHyytδHt} | δH
]

= trace{δHE[yyt]δHt}

= trace{δHRyδH
t}

From this result, we have the following immediate corollary.

Corollary 1: If Ry = I, then

E
[

‖ δx̂ ‖2 |δH
]

=‖ δH ‖2 . (11)

Corollary 1 implies that if the measurements are uncorrelated and have equal variance (i.e. are white),
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then the reconstruction distortion is proportional to the Frobenius error in the source coded matrix. This

implies that it is best to whiten the measurements (i.e. makeRy = I) before lossy coding ofH, so that

the minimum MSE distortion introduced by lossy source codingof H leads to minimum MSE distortion

in reconstruction of̂x.

In order to whiten the measurement vectory, we first form the eigenvalue decomposition ofRy given

by

Ry = EΛyE
t , (12)

where E is a matrix of eigenvectors andΛy is a diagonal matrix of eigenvalues. We next define the

transformed matrix and whitened data as

H̃ = HEΛ
1

2

y (13)

ỹ = Λ
−

1

2

y Ety . (14)

Notice that with these definitionsE[ỹỹt] = I, andx̂ = H̃ỹ. As in the case of (8), the distortion in̂x due

to quantization ofH̃ may be written as

δx̂ = δH̃ỹ , (15)

where δH̃ denotes the quantization error iñH. Using the result of Corollary 1 and the fact thatỹ is

whitened, we then know that

E[‖ δx̂ ‖2| δH̃] =‖ δH̃ ‖2 . (16)

This means that if we minimize‖ δH̃ ‖2, we obtain a reconstructed image with minimum MSE distortion.

C. Transform Coding forH̃

Our next goal is to find a sparse representation forH̃. We do this by decorrelating the rows and

columns ofH̃ using the orthonormal transformationsW t andΦ. More formally, our goal is to compute

Ȟ = W tH̃Φ . (17)

whereȞ has its energy concentrated in a relatively small number of components.

First notice that ifW t andΦ exactly decorrelate the rows and columns ofH̃, then this is essentially

equivalent to singular value decomposition (SVD) of the matrix of H̃, with Ȟ corresponding to the

diagonal matrix of singular values, andW andΦ corresponding to the left and right singular transforms

[31]. In this case, the matrix̌H is very sparse; however, the transformsW t and Φ are, in general,
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dense, so we save nothing in storage or computation. Therefore, our approach will be to find fast/sparse

orthonormal transforms which approximate the exact SVD, thereby resulting in good energy compaction

with practical decorrelating transforms.

In this work, we will chooseW to be a 3D orthonormal wavelet transform. We do this because the

columns ofH̃ are 3D images, and wavelet transforms are known to approximate the Karhunen-Loeve

(KL) transform for stationary random processes [32]. In fact, this is why wavelet transforms are often

used in image source coding algorithms [33], [34]. Therefore, we will see that the wavelet transform

approximately decorrelates the rows of the matrixH̃ for our 3D reconstruction problems.

We can exactly decorrelate the columns ofH̃ by choosingΦ to be the eigenvector matrix of the

covarianceRH̃ = 1
N H̃tH̃. More specifically, we chooseΦ so that

RH̃ = ΦΛH̃Φt , (18)

whereΦ is the orthonormal matrix of eigenvectors andΛH̃ is the diagonal matrix of eigenvalues.

In summary, the transformed inverse matrix and data vector are given by

Ȟ = W tHT−1
opt (19)

y̌ = Topty , (20)

whereTopt is defined as

Topt = ΦtΛ−1/2
y Et , (21)

with E, Λy andΦ given in (12) and (18), respectively. UsinǧH and y̌, the reconstruction is computed

as

x̂ = WȞy̌ . (22)

Finally, the sparse representatioňH is quantized and encoded. SinceΦ is orthonormal, the vectořy

has covarianceE[y̌y̌t] = I, and by Corollary 1 minimum MSE quantization of̌H will achieve minimum

MSE reconstruction of̂x. Since the objective is to achieve minimum MSE quantization ofȞ, we quantize

each entry ofȞ with the same quantization step size and denote the resulting quantized matrix as[Ȟ].

A variety of coding methods, from simple run-length encoding to the Set Partitioning In Hierarchical

Trees (SPIHT) algorithm [35] can be used to entropy encodeȞ, depending on the specific preferences

with respect to factors such as computation time and storageefficiency. Of course, it is necessary to first

compute the matrixȞ in order to quantize and encode it. Appendix A discusses somedetails of how
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this can be done.

In summary, the non-iterative reconstruction procedure requires two steps. In the first off-line step,

matrix source coding is used to compute the sparse matrix[Ȟ]. In the second on-line step, the approximate

reconstruction is computed via the relationship

x̂ ≈W [Ȟ] Topty . (23)

By changing the quantization step size, we can control the accuracy of this approximation, but at the

cost of longer reconstruction times and greater storage for[Ȟ]. Of course, the question arrises of how

much computation will be required for the evaluations of thematrix-vector productTopty. This question

will be directly address in Section IV through the introduction of the SMT transform.

Importantly, matrix source coding is done off-line as a precomputation step, but the operations of

equation (23) are done on-line during reconstruction. Figure 1 illustrates the procedure for the off-line

step of matrix source coding, and Fig. 2(a) lists a pseudo-code procedure for its implementation. The gray

regions of Figure 1 graphically illustrate non-zero entriesin the matrices, assuming that the eigenvalues

of the KL transforms are ordered from largest to smallest. Notice that the transforms tend to compact

the energy in the matrix[Ȟ] into the upper lefthand region.

Figure 2(b) lists the pseudo-code for the on-line reconstruction of equation (23). Notice, that since

the matrix[Ȟ] is very sparse, the computation required to evaluate[Ȟ] y̌ is dramatically reduced. Also,

notice that the inverse wavelet transform is only applied once, afterx̌ is computed in order to reduce

computation.

     encode
Run−lengthQuantizationH [Ȟ]

M

T−1
opt

M

W t

N N

Ȟ = W tHT−1
opt

Fig. 1. Illustration of matrix source coding procedure.Ȟ is a transformed representation ofH using both KL and wavelet
transforms. The gray regions represent the effective non-zero entries in the matrices. Notice that the two transforms concentrate
the energy inȞ toward the upper left hand corner, so that quantization results in a very sparse matrix. This procedure is
performed off-line, so that on-line reconstruction can be very fast.
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IV. SPARSEMATRIX TRANSFORM

Step 1 of the on-line reconstruction procedure in Fig. 2(b) requires that the data vectory be first

multiplied by the transformTopt. However,Topt is generally not sparse, so multiplication byTopt requires

orderM2 storage and computation. If the number of measurementsM is small compared to the number

of voxels N , this may represent a small overhead; but if the number of measurements is large, then

storage and multiplication byTopt represents a very substantial overhead.

In this section, we develop a general method to approximately whiten the measurements and decorrelate

the inverse matrix using a series of sparse matrix transforms (SMT). We will see that the advantage of the

Off-line Processing: Lossy matrix source coding of H
1) Measurement whitening:

(E,Λy) ← EigenDecomposition(Ry)

H̃ ← HEΛ
1

2

y

2) Decorrelation of the columns of̃H:

RH̃ ←
1

N
H̃tH̃

(Φ,ΛH̃) ← EigenDecomposition(RH̃)

Ȟ ← H̃Φ

Topt ← ΦtΛ
−

1

2

y Et

3) Wavelet transform of each column:

Ȟ ←W tȞ (or Ȟ ←W tHT−1

opt)

4) Quantization and coding of̌H:

[Ȟ]← Quantize(Ȟ)

5) Store the coded version of[Ȟ], and the transform matrixTopt.

(a)

On-line Processing: Evaluation of Hy
1) Measurement data transform:

y̌ ← Topty

2) Decoding of[Ȟ]
3) Reconstruction of image in the wavelet domain:

x̌← [Ȟ]y̌

4) Final reconstructed image after the inverse wavelet transform:

x̂←Wx̌

(b)

Fig. 2. Implementation of non-iterative MAP reconstruction. (a) The off-line processing algorithm for the matrix source coding
of the the inverse matrixH. (b) The on-line processing to compute the reconstruction from the matrix-vector product.
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SMT is that it can be implemented with many fewer multiplies than multiplication by the exact transform,

Topt, while achieving nearly the same result. More specifically, we approximate the exact transformTopt

using a product ofK sparse matrices, so that

Topt ≈
0
∏

k=K−1

Tk = TK−1TK−2 · · ·T0 , (24)

where every sparse matrix,Tk, operates on a pair of coordinate indices(ik, jk). Notice that since eachTk

operates on only two coordinates, it can be implemented withno more than 4 multiplies. So, ifK ≪M ,

then the total computation required for the SMT will be much less than that required for multiplication by

Topt. Therefore, our objective will be to design the SMT of (24) so that we may accurately approximate

Topt with a small number ofTk’s.

Since each sparse matrixTk only operates on the coordinate pair(ik, jk), it has a simple structure as

illustrated in Fig. 3. In general, any such pair-wise transform Tk can be represented in the form

Tk = BkΛkAk , (25)

where Ak and Bk are Givens rotations [18], andΛk is a diagonal normalization matrix2. A Givens

rotation is simply an orthonormal rotation in the plane of the two coordinates,ik andjk. So the matrices

Ak andBk can be represented by the rotation anglesθk andφk, respectively. More specifically,Ak and

Bk have the form

Ak = I + Θ(ik, jk, θk) (26)

Bk = I + Θ(ik, jk, φk) , (27)

whereΘ(m, n, θ) is defined as

[Θ]ij =































cos(θ)− 1 if i = j = m or i = j = n

sin(θ) if i = m and j = n

− sin(θ) if i = n and j = m

0 otherwise

. (28)

Given the form of (26) and (27), it is clear that multiplication by Ak and Bk should take no more

than 4 multplies corresponding to the four nonzero entries in Θ shown in (28). However, we can do

better than this. In Appendix B, we show that the SMT of (24) canalways be rewritten in the form

2Note also that (25) represents the singular value decomposition ofTk.
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∏0
k=K−1 Tk = S

∏0
k=K−1 T̃k, where S is a diagonal matrix and each pair-wise sparse transformT̃k

requires only two multiplies.

In fact, it is useful to view the SMT as a generalization of the FFT[36]. In order to illustrate this

point, Fig. 4 graphically illustrates the flow diagram of the SMT, with each sparse matrix̃Tk serving the

role of a “butterfly” in the traditional FFT. Using the result of Appendix B, each butterfly requires only

2 multiplies; so aK-butterfly SMT requires a total of2K + M multiplies (includingM normalization

factors) for aM -dimensional transform.

A conventionalM -point FFT can be computed using approximatelyK = (M/2) log2 M butterflies.

Therefore, one might ask how many butterflies are required for an SMT to compute a desired orthonormal

transform? It is known that an arbitraryM ×M orthonormal transform can be computed using
(

M
2

)

butterflies [37], which means that the exact SMT implementation of a general orthonormal transform

requiresM2 multiplies, the same as a conventional matrix-vector product.

However, our objective will be to use a much lower order SMT to adequately approximateTopt.

Later, we will show thatK = M log2 M butterflies can be used to accurately approximate the ideal KL

transforms for some important example applications. Thus, we argue that the SMT can serve as a fast

approximate transform for some important applications which require non-traditional or data dependent

orthonomal transforms, such as the KL transform.

j

i

k

k

jkki

a

c

b

d

0

0

1

1

Tk = 0

0

0

0

Fig. 3. The structure of a pair-wise sparse transformTk. Here, all the unlabeled diagonal elements are 1’s, and all the unlabeled
off-diagonal elements are 0’s.Ak, Bk and T̃k have similar structures.

A. Cost Function for SMT Design

In order to accurately approximateTopt by the SMT transform of (24), we will formulate a cost function

whose value is related to the increased bit-rate or distortion incurred by using the SMT transform in place

of Topt. The SMT is then designed using greedy minimization of the resulting cost function.

In order to derive the desired cost function, we first generalize the definitions ofȞ and y̌ from (19)
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and (20) as

Ȟ = W tHT−1Λ
1

2 (29)

y̌ = Λ−
1

2 Ty , (30)

whereT =
∏0

k=K−1 Tk is the SMT transform of (24), andΛ = diag(TRyT
t). First notice, thatΛ is

defined so that the variance of each component ofy̌ is 1. Second notice, that whenT = Topt, then (29)

and (30) reduce to (19) and (20) becauseΛ = I in this case; and as before, the image can be exactly

reconstructed by computinĝx = WȞy̌.

The disadvantage of usingT 6= Topt is that the columns ofȞ and the components of̌y will be

somewhat correlated. This remaining correlation is undesirable since it may lead to inferior compression

of Ȟ. We next derive the cost function for SMT design by approximating the increased rate due to this

undesired correlation. Using (29) and (30), the covariancematrices fory̌ and Ȟ are given by

Ry̌ = E[y̌y̌t] = Λ−
1

2 TRyT
tΛ−

1

2 (31)

RȞ =
1

N
ȞtȞ = Λ

1

2

(

T−1
)t

RHT−1Λ
1

2 , (32)

whereRH = 1
N HtH. If T is a good approximation toTopt, then y̌ will be approximately white, and by

Corollary 1 we have thatE
[

‖ δx̂ ‖2| δȞ
]

≈‖ δȞ ‖2, whereδȞ is the quantization error iňH.

Our objective is then to select a transformT which minimizes the required bit-rate (i.e. the number of

bits per matrix entry) at a given expected distortionE[‖ δȞ ‖2]. To do this, we will derive a simplified

expression for the distortion. In information theory, we know that if Xi ∼ N(0, σ2
i ), i = 0, 1, 2, ..., M−1

a1

b1

a2

b2

a5

b5

y̌0

y̌1

y̌M−2

y̌M−1

y̌2

y̌3

y̌M−3

y̌M−4

y0

y1

y2

y3

yM−4

yM−3

yM−2

yM−1

a0

b0

a3

b3

a4

b4

aK−1

bK−1

a6

b6

s0

s1

s2

s3

sM−4

sM−3

sM−1

sM−2

T̃0

T̃1

T̃2

T̃4

T̃3

T̃5

T̃6

T̃K−1

Fig. 4. The structure of SMT implementation. EverỹTk is a “butterfly” that can be computed using 2 multiplies. In addition,
multiplications by normalization factors is required in the end for a total of2K + M multiplies whenK butterflies are used
in an M -point transform. The irregular structure of the SMT makes it a generalization of the FFT and allows it to be used to
accurately approximate a general orthonormal transform.
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are independent Gaussian random variables, then the rate and distortion functions for encoding theXi’s

is given by [38]

R(λ) =
M−1
∑

i=0

1

2
max

{

0, log2

(

σ2
i

λ

)}

(33)

D(λ) =

M−1
∑

i=0

min
{

σ2
i , λ
}

, (34)

where we assume MSE distortion andλ is an independent parameter related to the square of the

quantization step size. Since the wavelet transform approximately decorrelates the rows of̌H, we can

model the rows as independent Gaussian random vectors, eachwith covarianceRȞ . However, we further

assume that the encoder quantizes elements of the matrix independently, without exploiting the correlation

between elements of a row. In this case, the rate-distortionperformance is given by

R(λ) = N
M−1
∑

i=0

1

2
max

{

0, log2

(

RȞii

λ

)}

(35)

D(λ) = N

M−1
∑

i=0

min {RȞii, λ} , (36)

whereD(λ) = E[‖ δȞ ‖2]. If the distortion is sufficiently low so thatλ < min (RȞii), then (36) reduces

to D(λ) = NMλ. In this case, the rate in (35) can be expressed as the following function of distortion

R(D) =
N

2

{

log2 | diag(RȞ) | −M log2

(

D

NM

)}

. (37)

Therefore, minimization of| diag (RȞ) | corresponds to minimizing the bit-rate required for indepen-

dently encoding the columns of̌H at low distortion. Consequently, our objective is to minimize the cost

function C(T, RH , Ry), defined by

C(T, RH , Ry) =| diag (RȞ) | . (38)

Substituting in the expression forRȞ from (32) and the definitionΛ = diag(TRyT
t) into (38) yields

C(T, RH , Ry) =| diag
(

(

T−1
)t

RHT−1
)

| · | diag
(

TRyT
t
)

| . (39)

The cost function of (39) is also justified by the fact that the exact transformTopt of (21) achieves its

global minimum (see Appendix C). Our goal is then to find a sparse matrix transformT that minimizes

the cost functionC(T, RH , Ry).
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B. SMT Design Using Greedy Minimization

In this subsection, we show how the SMT may be designed throughgreedy minimization of the cost

function of (39). More specifically, we will compute the sparse matricesTk in sequence starting from

k = 0 and continuing tok = K − 1. With each step, we will chooseTk to minimize the cost function

while leaving previous selections ofTi for i < k fixed.

Our ideal goal is to findT ∗ such that

T ∗ = arg min
T=

Q

0

k=K−1
Tk

| diag
(

(

T−1
)t

RHT−1
)

| · | diag
(

TRyT
t
)

| , (40)

where eachTk is a pair-wise sparse transform. Given that we start with thecovariance matricesRH and

Ry, the k-th iteration of our greedy optimization method uses the following three steps:

T ∗

k ← arg min
Tk

| diag
(

(

T−1
k

)t
RHT−1

k

)

| · | diag
(

TkRyT
t
k

)

| (41)

RH ←
(

T ∗−1
k

)t
RHT ∗−1

k (42)

Ry ← T ∗

k Ry (T ∗

k )t , (43)

where “←” indicates assignment of a value in pseudocode. For a specified coordinate pair(i, j), the cost

function in (41) is minimized when both the measurement pair(yi, yj) and the (i, j)-th columns ofH

are decorrelated. Appendix D gives the solution of (41) for this case and also the ratio of the minimized

cost function to its original value which is given by
(

1−
R2

yij

RyiiRyjj

)(

1−
R2

Hij

RHiiRHjj

)

, (44)

where i and j are the indices corresponding to the pair-wise transform ofTk. Therefore, with each

iteration of the greedy algorithm, we select the coordinatepair (ik, jk) that reduces the cost in (41) most

among all possible pairs. The coordinate pair with the greatest cost reduction is then

(ik, jk)← arg min
(i,j)

(

1−
R2

yij

RyiiRyjj

)(

1−
R2

Hij

RHiiRHjj

)

. (45)

Onceik andjk are determined,T ∗

k = BkΛkAk can be obtained by computingAk, Λk andBk, as derived

in Appendix D. Specifically, we first normalize the variances of the components ofy to 1, as shown in

line 2 of Fig. 5. Then as shown in Appendix D,Ak is given by

Ak = I + Θ(ik, jk, θk) , where θk =
π

4
; (46)
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Λk is given by

[Λk]ij =































1/
√

1 + Ryikjk
if i = j = ik

1/
√

1−Ryikjk
if i = j = jk

1 if i = j 6= ik and i = j 6= jk

0 if i 6= j

; (47)

and

Bk = I + Θ(ik, jk, φk) , (48)

where

φk =
1

2
atan

(

(RHjkjk
−RHikik

)
√

1−R2
yikjk

, (RHikik
+ RHjkjk

)Ryikjk
+ 2RHikjk

)

, (49)

and atan(·, ·) denotes the four quadrant arctangent function.3 The final SMT operator is then given by

T ∗ =
0
∏

k=K−1

BkΛkAk =
0
∏

k=K−1

T ∗

k . (50)

Figure 5 shows the pseudo-code for the greedy SMT design. Naiveimplementation of the design

algorithm requiresM2 operations for the selection of each Givens rotation. This isbecause it is necessary

to find the the two coordinates,ik andjk, that minimize the criteria of equation (45) with each iteration.

However, this operation can be implemented in orderM time by storing the minimal values of the criteria

for each value of the indexi. At the end of each iteration, these minimum values can then be updated

with orderM complexity. Using this technique, SMT design has a total complexity of orderM2 + MK

for known Ry andRH .

C. Relation of SMT to PCA and ICA

The SMT has an interesting relationship to methods which have been used in PCA and ICA signal

analysis. In fact, Givens rotations have been used as a method to parameterize the orthonormal transforms

used in both these methods [19], [20], [21], [39], [40]. However, these applications use
(

M
2

)

or more

Givens rotations to fully parameterize the set of all orthonormal transforms. In the case of the SMT, the

number of Givens rotations is limited so that the transform can be computed with a small number of

multiplies and can be stored with much less thanM2 values. In practice, we have found thatK can be

chosen as as constant multiple ofM in many applications, so the resulting SMT can be computed with

3Here we useatan (y, x) = atan (y/x) wheny andx are positive. By using the four quadrant inverse tangent function, we
can put the decorrelated components in a descending order along the diagonal.
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Λy ← diag(Ry)

R← Λ
−1/2

y RyΛ
−1/2

y

C ← Λ
1/2

y RHΛ
1/2

y

For k = 0 : K − 1 {

(ik, jk) ← arg min
i<j

{

(

1−R2

ij

)

·

(

1−
C2

ij

CiiCjj

)}

θk ← π/4

Ak ← I + Θ(ik, jk, θk)

Λk ← I

[Λk]ik,ik
← 1/

√

1 + Rikjk

[Λk]jk,jk
← 1/

√

1−Rikjk

φk ←
1

2
atan

(

(Cjkjk
− Cikik

)
√

1−R2

ik,jk
, (Cjkjk

+ Cikik
)Rikjk

+ 2Cikjk

)

Bk ← I + Θ(ik, jk, φk)

Tk ← BkΛkAk

R ← TkRT t
k

C ←
(

T−1

k

)t
CT−1

k

}

T ←
(

∏

0

k=K−1
Tk

)

Λ
−

1

2

y

Fig. 5. Pseudo-code implementation of the greedy algorithm used for the SMT design.

orderM complexity. While ICA methods often use a cost minimizationapproach, the cost functions are

typically designed for the very different application of minimizing the dependence of data.

The SMT is perhaps most closely related to the recently introduced treelet [26] in that both transforms

use a small number of Givens rotations to obtain an efficient/sparse matrix transform. However, the

treelet is constrained to a hierarchical tree structure anduses at mostM − 1 Givens rotations. Also, it

is constructed using a selection criteria for each rotationinstead of global cost optimization framework.

More recently, we have shown that a minor modification of the cost function we propose for SMT design

can also be used for maximum likelihood PCA estimation [27].

V. NUMERICAL RESULTS

In this section, we illustrate the value of our proposed methods by applying them to two inverse

problems in optical imaging: optical diffusion tomography(ODT) and fluorescence optical diffusion

tomography (FODT). Both these techniques use near infrared (NIR) or visible light to image deep within
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living tissue [41], [42], [28]. This is done by modeling the propagation of light in the tissue with the

diffusion equation [43], [44], [42], and then solving the associated inverse problem to determine the

parameters of light propagation in the tissue. Typically, parameters of importance include absorption,µa,

and diffusivity, D, which is related to the scattering coefficient.

A. ODT Example (M ≪ N )

Description of experiment:Figure 6 illustrates the geometry of our ODT simulation. The geometry

and parameters of this simulation are adapted from [45], where two parallel plates are used to image

a compressed breast for the purpose of detecting breast cancer. There are 9 light sources modulated at

70 MHz on one of the plates, and there are 40 detectors on the other. This results in a total of360 = 9×40

complex measurements, or equivalently 720 real valued measurements. We treat the region between the

two plates as a 3D box with a size of16 × 16 × 6 cm3. For both the forward model computation and

reconstruction, the imaging domain was discretized into a65 × 65 × 33 uniform grid having a spatial

resolution of0.25 cm in thex−y plane and0.1875 cm along thez coordinate. The bulk opitcal parameters

were set toµa0 = 0.02 cm−1 andD0 = 0.03 cm for both the breast and the outside region in the box,

which can be physically realized by filling the box with intralipid that has optical characteristics close

to breast tissue [46]. The measurements were generated with aspherical heterogeneity of radius1 cm

present at the position with thexyz coordinate(5, 8, 3) cm. The optical values of the heterogeneity were

µa = 0.12 cm−1 andD = 0.03 cm. Additive noise was introduced based on a shot noise model, giving

an average SNR of 35.8 dB [47].

For reconstruction, we assumed the bulk optical parameters, µa0 andD0, were known. Our objective

was then to reconstruct the imagex, which is a vector containing the change in the absorption coefficients,

∆µa(r) = µa(r)− µa0, at each voxelr. Accordingly, y is the measurement perturbation caused by the

absorption perturbationx. The measurements,y, and the absorption perturbations,x, are related through

the linearized forward model,A. So this yields the relationship thatE[y] = Ax. Using a Gaussian Markov

random field (GMRF) prior model [48] with an empirically determined regularization parameter and the

shot-noise model for noise statistics, we computed the matrix H so thatx̂ = Hy, wherex̂ is the MAP

reconstruction. The covariance matrix of the measurementy was constructed asRy = AE[xxt]At =

AAt, where an i.i.d. model was used as the covariance matrix of the image. The inverse matrixH

had 66 × 65 × 33 = 139425 rows and720 columns, which required a memory size of 765.9 Mbytes

using double precision floats. The inverse matrix was then transformed using the KL transform along the

rows and wavelet transform along the columns, as described in Section III. The wavelet transform was
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constructed with biorthogonal 9/7 tap filters (which are nearly orthonormal) using a symmetric boundary

extension [33], [49]. The transformed inverse matrix̌H was quantized and coded using a run-length

coder (see Appendix E for details). The numerical experiments were run on a 64-bit dual processor Intel

machine.

Discussion of experimental results:Figure 7 shows the reconstructed images of the absorptionµa(r)

at z = 3 cm using the compressed inverse matrix at different bit-rates where the KL transform is used

both for data whitening and matrix decorrelation. The distortion is calculated in terms of the normalized

root mean squared error (NRMSE), defined as:

NRMSE =

√

‖ [H]y −Hy ‖2

‖ Hy ‖2
. (51)

Figure 8 shows a plot of the distortion (NRMSE in the reconstructed image) versus the rate (number of

bits per matrix entry inH), with different transform methods for data whitening and matrix decorrelation.

From Fig. 8 we can see that applying the KL transform to both the data and matrix columns dramatically

increases the compression ratio as compared to no whiteningor decorrelation processing. However, it is

interesting to note that simple whitening of the data without matrix column decorrelation works nearly

as well. This suggests that data whitening is a critical step in matrix source coding.

Table I compares the computational complexity of the three methods: iterative MAP using conjugate

gradient; non-iterative MAP with no compression; and non-iterative MAP with the KLT compression.

The non-iterative MAP with KLT compression used the KL transform for both data whitening and

matrix decorrelation. The compression was adjusted to achieve a distortion of approximately10% in the

reconstructed image, which resulted in a compression ratioof 1808:1 using a run-length coder. The total

storage includes both the storage of[Ȟ] (0.4 Mbyte) and the storage of the required transformTopt (4.0

Mbyte). From the table we can see that both the on-line computation time and storage are dramatically

reduced using the compressed inverse matrix.

B. FODT example (M is close toN )

Description of experiment:In the ODT example, the dimension of the measurementsM is much

less than the dimension of the image to be reconstructed,N , therefore, the overhead required for the

computation and storage of the transform matrixTopt is not significant. However, in some cases, the

number of measurements may be large. This is especially true in some optical tomography systems

where a CCD camera may be used as the detector. In this situation, SMT might be preferred over the

KL transform since the SMT’s sparse structure can reduce both storage and computation for the required
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Fig. 6. The measurement geometry for optical breast imaging. (a) Imaging geometry. (b) Source-detector probe configuration.
The solid circles indicate the source fiber locations and the open circles indicate the detector fiber location. Source fibers and
detector fibers are connected to the left and right plates, respectively,and are on 1-cm grid. (Adapted from [45].)
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(a) Original Image

0

0.02

0.04

0.06

(b) Uncompressed
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(c) 0.015 bpme,NRMSE = 16.98%
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(d) 0.032 bpme,NRMSE = 10.52%

Fig. 7. The reconstructed images ofµa(r) at z = 3 cm using the compressedH matrix based on KL transform (used both
for data whitening and matrix decorrelation). The compression ratios in (c) and (d) are 4267:1 and 1982:1, respectively. Here
“bpme” stands for bits per matrix entry.
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Fig. 8. Distortion versus rate for compression using KL transforms fordata whitening and matrix decorrelation for the
ODT example. Notice here simply whitening the data yields close distortion-rateperformance to the theoretically optimal KL
transforms. The performance drops significantly with the other three methods that do not perform data whitening.

On-line Computation On-line Storage
Order Seconds Order Mbytes

Iterative MAP
NMI 125.8 NM 765.9

Using Conjugate Grad.
Non-Iterative MAP

NM 0.89 NM 765.9
without Compression
Non-Iterative MAP NM

c + N + M2 0.03 NM
c + M2 0.4 + 4.0

with KLT Compression ([Ȟ] + Topt)

Off-line Computation Off-line Storage
Order Seconds Order Mbytes

Iterative MAP
NM + N(M1 + M2)L 287.6 NM 765.9

Using Conjugate Grad.
Non-Iterative MAP

NM2I 9445.4 NM 765.9
without Compression
Non-Iterative MAP

NM2I + M3 9445.4 + 359.1
max{NM, M2} 776.4

with KLT Compression (pre-comp. + coding)

TABLE I
COMPARISON OF ON-LINE AND OFF-LINE COMPUTATION REQUIRED BY VARIOUS RECONSTRUCTION METHODS FOR THE

ODT EXAMPLE. RESULTS USE NUMBER OF VOXELSN = 65 × 65 × 33 = 139425, NUMBER OF MEASUREMENTSM = 720
(WITH NUMBER OF SOURCESM1 = 9 AND NUMBER OF DETECTORSM2 = 40), NUMBER OF ITERATIONS OFCG I = 30, A

RUN-LENGTH CODING COMPRESSION RATIO OFc = 1808 : 1, AND NUMBER OF ITERATIONS REQUIRED TO SOLVE THE

FORWARD PDEL = 12. NRMSE ≈ 10% FOR THE COMPRESSION CASE. NOTICE THAT THE NON-ITERATIVE MAP
RECONSTRUCTION REQUIRES MUCH LOWER ON-LINE COMPUTATION AND MEMORY THAN THE ITERATIVE

RECONSTRUCTION METHOD. HOWEVER, IT REQUIRES GREATER OFF-LINE COMPUTATION TO ENCODE THE INVERSE

TRANSFORM MATRIX.

February 8, 2009 DRAFT



SUBMITTED TO IEEE TRANSCATIONS ON IMAGE PROCESSING 21

transform matrix. In order to illustrate the potential of the SMT, we consider the numerical simulation of a

fluorescence optical diffusion tomography (FODT) system [42] which uses reflectance measurements. The

measurement geometry for this system is shown in Fig. 9, wherea 6 cm×6 cm probe scans the top of a

semi-infinite medium. Such a scenario is useful for a real-timeimaging application, which would require

very fast reconstruction. The probe contains 4 continuous wave (CW) light sources and 625 detectors

that are uniformly distributed, as shown in Fig. 9(b), resulting in a total of2500 real measurements. A

similar imaging geometry has been adopted for some preliminary in vitro studies [50]. The reflectance

measurement is clinically appealing, however, it also provides a very challenging tomography problem

because it is usually more ill-conditioned than in the case of the transmission measurement geometry. In

FODT, the goal is to reconstruct the spatial distribution of the fluorescence yieldηµaf
(r) (and sometimes

also the lifetimeτ(r)) in tissue using light sources at the excitation wavelengthλx and detectors filtered

at the emission wavelengthλm.

In this example, the bulk optical values were set toµax
= µam

= 0.02 cm−1 andDx = Dm = 0.03 cm,

where the subscriptsx andm represent the wavelengthsλx andλm, respectively, and the bulk fluorescence

yield was set toηµaf
= 0 cm−1. The measurements were generated with a spherical heterogeneity of

radius0.5 cm present2 cm below the center of the probe. The optical values of the heterogeneity were

µax
= 0.12 cm−1, µam

= 0.02 cm−1, Dx = Dm = 0.03 cm−1, andηµaf
= 0.05 cm−1. The size of the

imaging domain is8× 8× 4 cm3, which was discretized into33× 33× 17 = 18513 voxels, each with

an isotropic spatial resolution of0.25 cm. Additive noise was introduced based on the shot noise model

yielding an average SNR of 38.7 dB [47].

For reconstruction, we assumed a homogeneous medium withµax
= µam

= 0.02 cm−1 and Dx =

Dm = 0.03 cm set to the values of the bulk parameters. Our objective is to reconstruct the vectorx whose

elements are the fluorescence yieldηµaf
(r) at individual voxelsr. The measure vectory is then composed

of the surface light measurements at wavelengthλm. The two quantities are related by the linear forward

modelA, so thatE[y] = Ax. Using a GMRF prior model with an empirically determined regularization

parameter and a uniform-variance noise model, we computed the matrixH so thatx̂ = Hy, wherex̂ is

the MAP reconstruction. The covariance matrix of the measurementy was modeled byRy = AAt, as in

the previous example. The inverse matrixH had33×33×17 = 18513 rows and4×625 = 2500 columns,

which required a memory size of 353.1 Mbytes using double precision floats. The inverse matrix was

then transformed using the KL transform or SMT along the rows,and a wavelet transform along the

columns. The same wavelet transform was implemented as in theODT example. The transformed inverse

matrix Ȟ was quantized and encoded using a run-length coder (see Appendix E for details).
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Discussion of experimental results:Figure 10 shows the reconstructed images ofηµaf
(r) at a depth

of z = 2 cm using the compressed inverse matrix based on the KL transform and SMT. The plots of

the distortion versus rate based on the KL transform are given in Fig. 11(a). Each plot corresponds

to a different transform method for data whitening and matrix decorrelation. From the plots, we can

see simply whiteningy yields a slightly better distortion-rate performance thanthe theoretically optimal

transform, i.e. using the KL transform both for data whitening and matrix decorrelation. This might be

caused by inaccurate modeling of the measurement covariance matrix. However, both approaches achieve

much better performance than the other three methods where no data whitening was implemented. This

again emphasizes the importance of data whitening. Figure 11(b) shows the distortion-rate performance

where the SMT was used for data whitening and matrix decorrelation. A total number ofM log2 M SMT

butterflies were used to whiten the measurements and decorrelate the columns ofH. From the plot, we

can see that the SMT results in distortion-rate performance that is very close to the theoretically optimal

KL transform, but with much less computation and storage.

Table II gives a detailed comparison of non-iterative MAP with the KL transform and SMT based

compression methods as compared to iterative MAP reconstruction using conjugate gradient optimization.

For the KLT method, the KL transform is used both for data whitening and matrix decorrelation with

a single stored transform. For this example, the conjugate gradient method required over 100 iterations

to converge. The bit-rate for both the compression methods was adjusted to achieve a distortion of

approximately10%, which resulted in a compression ratio of 110:1 for the KL transform and 102:1 for

the SMT, both using the same run-length coder. The total storage includes both the storage of[Ȟ] and

the storage of the required transformTopt or T as shown explicitly in the table. Notice that the SMT

reduces the on-line computation by over a factor of 2 and reduces on-line storage by over a factor of 10,

as compared to the KLT. Using more sophisticated coding algorithms, such as SPIHT [35], can further

decrease the required storage but at the expense of increased reconstruction time due to the additional

time required for SPIHT decompression of the encoded matrix entries.

C. Discussion

From the numerical examples, we see that non-iterative MAP reconstruction can dramatically reduce

the computation and memory usage for on-line reconstruction. However, this dramatic reduction requires

the off-line pre-computation and encoding of the inverse transform. In our experiments, computation of

the inverse matrix dominated off-line computation; so oncethe inverse transform was computed, it was

easily compressed. Moreover, compression of the inverse transform then dramatically reduced storage
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Tissue

Probe

(a) (b)

Fig. 9. The measurement geometry for an FODT example. (a) A graphic depiction of the imaging geometry. (b) An illustration
of the source-detector probe where the solid circles indicate the locations of sources and the rectangular grid represents the CCD
sensor array.
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Fig. 10. The reconstructed images ofηµaf
(r) at the depth of 2 cm using different compression methods. The compression

ratios in (c) and (d) are 110:1 and 103:1, and the NRMSE’s are9.96% and10.24%, respectively.
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and computation.

The proposed non-iterative reconstruction methods are bestsuited for applications where repeated

reconstructions must be performed for different data. This could occur in clinical applications where the

scanning geometry is fixed, and a new reconstruction is performed with each new scanned data set. The

matrix source coding method might also be useful for encoding of the forward transform in iterative

iterative reconstruction, particularly if many forward iterations were required.

Once the inverse matrix was computed, the best transforms (KLT for our ODT example, and SMT

for our FODT example) resulted in large reductions in computation and storage, as compared to direct

storage of the inverse matrix. In particular, matrix sourcecoding reduced computation by 30:1 and 13:1

for the ODT and FODT problems, respectively. And it reduced storage by 174:1 and 88:1, respectively.

For these relatively small matrices, computation was ultimately dominated by the overhead required to

compute the inverse wavelet transform, but for larger matrices we would expect the computation reduction

to approximately equal storage reduction.

Generally, the computational and storage benefits of this method tend to increase with matrix size.

Recently, we have begun to investigate the use of matrix source coding for the closely related problem

of space-varying deconvolution of digital camera images. For example, a 1 mega pixel digital image

can produce an inverse matrix of size106 × 106. In this case, computational reductions of 10,000:1 are
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Fig. 11. Distortion versus rate for the FODT example. (a) Distortion versus rate for compression using the KL transforms for
data whitening and matrix decorrelation. (b) Distortion versus rate for compression using the sparse matrix transform (SMT).
M log

2
(M) SMT butterflies were used to whiten the measurements and decorrelate the columns ofH. Notice that the SMT

distortion-rate tradeoff is very close to the distortion-rate of the KL transform.
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possible [51].

VI. CONCLUSION

In this paper we presented a non-iterative MAP reconstruction approach for tomographic problems

using sparse matrix representations. Compared to conventional iterative reconstruction algorithms, our new

method offers much faster and more efficient reconstruction both in terms of computational complexity

and memory usage. This makes the new method very attractive for applications. A theory for lossy com-

pression of the inverse matrix with minimum distortion in the reconstruction was developed. Numerical

simulations in optical tomography show that compression ofthe inverse matrix can be quite high, which

On-line Computation Online Storage
Order Seconds Order Mbytes

Iterative MAP
NMI 184.6 NM 353.1

using Conjugate Grad.
Non-Iterative MAP

NM 0.38 NM 353.1
with No Compression

Non-Iterative MAP NM
c1

+ N + M2 0.08 NM
c1

+ M2 3.2 + 47.7
with KLT Compression (0.05 for Topty) ([Ȟ] + Topt)

Non-Iterative MAP NM
c2

+ N + K 0.03 NM
c2

+ K
3.5 + 0.5

with SMT Compression ([Ȟ] + T )

Off-line Computation Off-line Storage
Order Seconds Order Mbytes

Iterative MAP
NM + (M1 + M2)NL 301.8 NM 353.1

Using Conjugate Grad.
Non-Iterative MAP

NM2I 15647.2 NM 353.1
without Compression
Non-Iterative MAP

NM2I + M3 15647.2 + 2282.7
max{NM, M2} 923.5

with KLT Compression (pre-comp. + coding)
Non-Iterative MAP

NM2I + MK
15647.2 + 971.3

max{NM, M2} 372.8
with SMT Compression (pre-comp. + coding)

TABLE II
COMPARISON OF ON-LINE AND OFF-LINE COMPUTATION REQUIRED BY VARIOUS RECONSTRUCTION METHODS FOR THE

FODT EXAMPLE. RESULTS USE NUMBER OF VOXELSN = 33× 33× 17 = 18513, NUMBER OF MEASUREMENTSM = 2500
(WITH NUMBER OF SOURCESM1 = 4 AND NUMBER OF DETECTORSM2 = 625), NUMBER OF ITERATIONS OFCG I = 100,
NUMBER OF SPARSE ROTATIONSK = M log(M) = 28220, A RUN-LENGTH CODING COMPRESSION RATIOS OFc1 = 110 : 1
AND c2 = 102 : 1, FOR KLT AND SMT COMPRESSION, RESPECTIVELY, AND NUMBER OF ITERATIONS REQUIRED TO SOLVE

THE FORWARDPDEL = 12. NRMSE ≈ 10% FOR THE COMPRESSION CASES. NOTICE THAT THE NON-ITERATIVE MAP
RECONSTRUCTION REQUIRES MUCH LESS ON-LINE COMPUTATION AND MEMORY THAN THE ITERATIVE RECONSTRUCTION

METHOD. HOWEVER, IT REQUIRES GREATER OFF-LINE COMPUTATION TO ENCODE THE INVERSE TRANSFORM MATRIX.
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in turn leads to more efficient computation of the matrix-vector product required for reconstruction. To

extend our approach to more general tomography methodologies, we also addressed the problem when

the number of measurements is large by introducing the sparse matrix transform (SMT) based on rate-

distortion analysis. We demonstrated that the SMT is able to closely approximate orthonormal transforms

but with much less complexity through the use of pair-wise sparse transforms.

APPENDIX A

COMPUTATION OFH

Here we describe the method used for computing the inverse matrix H. Let hi be theith column of

H, and letei be the unit measurement vector which is 1 for entryi and zero for all other entries. Then,

hi can be computed as the reconstructed image given the measurementei.

hi = arg min
x
‖ ei −Ax ‖2Λ +xtSx

Thus, iterative methods such as the conjugate gradient (CG) method can be used to solve this problem.

Actually, it is more sensible to computẽH directly instead ofH. The ith column ofH̃ can be computed

as

h̃i = arg min
x
‖ ẽi −Ax ‖2Λ +xtSx ,

whereẽi = EΛ
1/2
y ei. It would perhaps be desirable to directly compute the sparse representatioňH, but

this computation requiresΦ which depends on the inverse matrixH.

APPENDIX B

FAST COMPUTATION OF SMT

Here we show that each butterfly of the SMT can be computed with 2 multiplies. First, we show that

for a pair-wise sparse transform matrixTk and a diagonal matrixSk, there exists another pair-wise sparse

transform matrixT̃k and diagonal matrix̃Sk such that

Tk · Sk = S̃k · T̃k . (52)

Without loss of generality, (52) can be easily verified that inthe 2D case. First assume eithers1t11 or

s2t22 is not zero, then we have




t11 t12

t21 t22



 ·





s1 0

0 s2



 =





s̃1 0

0 s̃2



 ·





1 b

a 1



 , (53)
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where






s̃1 = s1t11

s̃2 = s2t22
and







a = s1t21
s2t22

b = s2t12
s1t11

. (54)

If either s1t11 or s2t22 is zero, e.g.s1t11 = 0, then we have




t11 t12

t21 t22



 ·





s1 0

0 s2



 =





1 0

0 s2t22



 ·





0 s2t12

s1t21
s2t22

1



 . (55)

If both s1t11 ands2t22 are zero, then we have




t11 t12

t21 t22



 ·





s1 0

0 s2



 =





1 0

0 1



 ·





0 s2t12

s1t21 0



 . (56)

Starting fromS0 = I and iterating (52) withSk+1 = S̃k, we can obtain

y̌ =

(

0
∏

k=K−1

Tk

)

y = S̃K−1

(

0
∏

k=K−1

T̃k

)

y . (57)

Notice that each multiplication bỹTk requires two multiples, so the evaluation ofy̌ using the SMT

requires a total of2K + M multiplies. This implementation is similar to the fast Givens transformation

of [31].

APPENDIX C

OPTIMALITY OF Topt FOR THESMT COST FUNCTION

Here we show that the exact transformTopt in (21) is the solution to the minimization of (40). First

we prove some properties of symmetric, positive definite matrices, e.g., any covariance matrix.

Theorem 2:If R ∈ R
n×n is a symmetric, positive definite matrix, then we have

| diag(R) |≥| R | . (58)

The equality holds if and only ifR is diagonal.

Proof: We know there exists a unique low triangular matrixG ∈ R
n×n, such that

R = GGt , (59)
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which is called Cholesky factorization [31]. Therefore,| R |=| G |2=
∏n

i=1 G2
ii. Clearly, we have

Rii =
∑n

j=1 G2
ij ≥ G2

ii for i = 1, 2, . . . , n. This gives

| diag(R) |≥
n
∏

i=1

G2
ii =| R | . (60)

The equality holds if and only ifRii = G2
ii for i = 1, 2, . . . , n, which is equivalent to the fact thatR is

diagonal.

Now we show thatTopt = ΦtΛ
−

1

2

y Et minimizes the cost function (40) among all nonsigular matrices,

i.e.

Topt = arg min
T
| diag

(

(

T−1
)t

RHT−1
)

| · | diag
(

TRyT
t
)

| . (61)

Proof: Since the covariance matricesRH andRy are symmetric and definite positive,
(

T−1
)t

RHT−1

and TRyT
t are also symmetric and definite positive for any nonsigular matrix T ∈ R

n×n. Therefore,

from Theorem 2 we have

| diag
(

(

T−1
)t

RHT−1
)

| · | diag
(

TRyT
t
)

|≥|
(

T−1
)t

RHT−1 | · | TRyT
t |=| RH | · | Ry | . (62)

The equality in (62) holds if and only if both
(

T−1
)t

RHT−1 andTRyT
t are diagonal. In another words,

the cost function is minimized if and only ifRH andRy are simultaneously diagonized byT . Now, let

Topt = ΦtΛ
−

1

2

y Et. This leads to

ToptRyT
t
opt = I (63)

(

T−1
opt

)t
RHT−1

opt = ΛH̃ , (64)

whereΛH̃ is defined in (18). Therefore, both of the transformed covariance matrices ofRy andRH using

Topt are diagonal, and hence the cost function is minimized. By substituting the expression ofTopt into

the SMT cost function (40), we can also explicitly show

| diag
(

(

T−1
opt

)t
RHT−1

opt

)

| · | diag
(

ToptRyT
t
opt

)

|=| RH | · | Ry | . (65)

APPENDIX D

OPTIMAL GIVENS ROTATION

In this appendix, we find the solution to the optimization problem of (41) for a specified coordinate

index pair and the corresponding change of the cost function. Since the coordinate index pair is specified,
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we can assume all the matrices to be2× 2 without loss of generality.

From Appendix C, we know thatT ∗ minimizes the cost function (41) if and only if it simultaneously

diagonalizes bothRy andRH . To do this, letT ∗ = BΛA, and let

Ry =





σ2
y11 σy12

σy21 σ2
y22



 and RH =





σ2
h11 σh12

σh21 σ2
h22



 . (66)

A Givens rotationA = I + Θ(1, 2, θ) with θ = 1
2atan(2σy12, σ

2
y11 − σ2

y22) diagonalizesRy, i.e.

ARyA
t =





σ′2
y11 0

0 σ′2
y22



 , (67)

where

σ′2
y11 =

1

2

(

σ2
y11 + σ2

y22 +
√

(σ2
y11 − σ2

y22)
2 + 4σ2

y12

)

(68)

σ′2
y22 =

1

2

(

σ2
y11 + σ2

y22 −
√

(σ2
y11 − σ2

y22)
2 + 4σ2

y12

)

. (69)

Notice that for the special case thatσ2
y11 = σ2

y22 = 1, we can always chooseθ = π/4, which leads to

σ′2
y11 = 1 + σy12 (70)

σ′2
y22 = 1− σy12 . (71)

If we defineΛ =





1
σ′

y11

0

0 1
σ′

y22



, then this leads to

Ry′ = ΛARyA
tΛ = I (72)

RH′ = Λ−1ARHAtΛ−1 =





σ′2
h11 σ′

h12

σ′

h21 σ′2
h22



 , (73)

where

σ′2
h11 = σ′2

y11

[

1 + cos 2θ

2
σ2

h11 + σh12 sin 2θ +
1− cos 2θ

2
σ2

h22

]

(74)

σ′2
h22 = σ′2

y22

[

1− cos 2θ

2
σ2

h11 − σh12 sin 2θ +
1 + cos 2θ

2
σ2

h22

]

(75)

σ′

h12 = σ′

h21 = σ′

y11σ
′

y22

[

1

2
(σ2

h22 − σ2
h11) sin 2θ + σh12 cos 2θ

]

. (76)

Then, a Givens rotationB = I+Θ(1, 2, φ) with φ = 1
2atan(2σ′

h12, σ
′2
h11−σ′2

h22) makesBRH′Bt diagonal
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while maintainingBRy′Bt = I. For the special case thatσ2
y11 = σ2

y22 = 1, the simplified expression for

B is given in (48).

So we see that bothT ∗RyT
∗t and

(

T ∗−1
)t

RHT ∗−1 are diagonal withT ∗ = BΛA given above. Hence,

T ∗ must minimize the cost function of (41). Based on (65), we know that the ratio of the cost function

before and after the transform ofT ∗ is given as

C(T ∗, RH , Ry)

C(I, RH , Ry)
=

| RH | · | Ry |

| diag (RH) | · | diag (Ry) |
=

(

1−
σ2

y12

σ2
y11σ

2
y22

)

(

1−
σ2

h12

σ2
h11σ

2
h22

)

. (77)

APPENDIX E

Here we give the details of the run-length encoder [30] used in numerical experiments. After quan-

tization of Ȟ, the run-length encoder codes the first voxel position of eachnon-zero run along every

column, the run length and the non-zero voxel values. Specifically, for the ODT example, a 32-bit integer

is used to store the voxel position, and an 8-bit integer is used to store the run length. To identify the

column index of every run, we assign one extra bit to show weather it belongs to the same column as the

previous run. An 8-bit or 16-bit integer is used to store every quantized non-zero voxel value depending

on its magnitude, and an extra bit is assigned to label the choice. For the FODT example, the run-length

encoder is almost the same as in the ODT example except that an16-bit integer is used for storing the

first voxel position of each non-zero run.

For encoding the SMT (i.e.Tk’s), we use an 16-bit integer for storing indexik and jk, respectively,

and an 8-byte double float for each of the two non-zero off-diagonal entries.
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