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Outline

1 The image restoration problem
A blurred and noisy measurement of an unknown image.

2 MAP estimation for inverse problems
The forward model and the prior model.

3 Why the ML estimate fails
Noise amplification, the condition number, and the case A = I .

4 The GMRF prior and the Gaussian posterior
The posterior mean, the MAP estimate, and the MMSE estimate.

5 Computing the MAP estimate
The exact solution is too large, so we minimize the MAP cost.

Reading: Chapter 5.1–5.2, Foundations of Computational Imaging.
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Today’s Big Ideas

An inverse problem recovers an unknown image from imperfect
measurements, and the MAP estimate solves it by combining a
forward model of the measurement with a prior model of the image.
The maximum likelihood estimate uses no prior model, so it amplifies
the noise when it undoes the blur, and it returns the data unchanged
when there is no blur to undo.
A Gaussian Markov random field prior adds a quadratic penalty on
the image, and that penalty makes the estimate stable.
The posterior for Gaussian models is again Gaussian, so the MAP and
the MMSE estimates are equal and are computed by solving one
linear system.
The exact MAP solution requires inverting a matrix that is far too
large at image scale, so in practice we minimize the MAP cost
function f (x) by numerical optimization.

The Gaussian prior smooths across the real edges in an image. Chapter 6
replaces it with a prior that keeps them.
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The image restoration problem

Let X ∈ RN be an N-pixel image that we would like to measure, and let
Y ∈ RN be the noisy measurements given by

Y = AX +W ,

where A is a nonsingular N × N matrix and W is a vector of i.i.d.
Gaussian noise with distribution N(0, σ2I ).

sharp image X

blur

blurred AX

+ noise

measured Y

This type of problem occurs in imaging applications where Y consists of
noisy and blurred scanner measurements.
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Blur as a linear space-invariant filter

The matrix A may represent the blurring operation of a linear
space-invariant filter. In this case, the elements of Y and X are related by

Ys =
∑
r∈S

As−rXr +Ws .

sharp edge in X

∗ A

softened edge in AX

If the pixels are organized in raster order, then A is Toeplitz block
Toeplitz.

With a little generalization, Y = AX +W also represents problems in
image reconstruction such as tomographic reconstruction and
astronomical imaging.
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The MAP estimate

Using Bayes’ rule, the MAP estimate becomes

x̂MAP = argmax
x∈Ω

{
log px |y (x |y)

}
= argmax

x∈Ω

{
log py |x(y |x) + log px(x)− log py (y)

}
= argmin

x∈Ω

{
− log py |x(y |x)− log px(x)

}
.

− log py |x(y |x) + − log px(x)

forward model prior model

The forward model py |x(y |x) quantifies how the observed data, Y ,
depends on the unknown, X .

The prior model px(x) quantifies what we know about the likely
properties of the solution before any measurement is made.
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The maximum likelihood estimate inverts A

Using the model Y = AX +W , the conditional distribution of Y given X
is

py |x(y |x) =
1

(2πσ2)N/2
exp

{
− 1

2σ2
||y − Ax ||2

}
,

so the ML estimate of Chapter 2 is

x̂ML = argmax
x∈RN

log py |x(y |x) = argmin
x∈RN

||y − Ax ||2 = A−1y .

The result seems right. If A blurred the image, then apply A−1. The
estimate is simple, and it uses no prior model.

However, this ML solution has a number of problems.
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Why inverting A amplifies the noise

The singular value decomposition (SVD) of A is A = UΣV t , where U
and V are orthonormal N × N matrices and Σ = diag{σ1, · · · , σN} holds
the singular values in monotone decreasing order. Then

X̂ML = A−1Y = X + A−1W = X + VΣ−1UtW

= X + VΣ−1W̃ , W̃ ∼ N(0, σ2I ) .

singular values σi

amplification 1/σi

huge

If the small singular values are far below the noise standard deviation
(σN ≪ σ), the inversion amplifies the noise in W and renders the ML
estimate unusable.
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Inverting a blurring filter amplifies suppressed frequencies

A blurring filter often has a transfer function that is nearly zero at certain
frequencies. Inverting A then amplifies exactly those frequencies.

ω

|A(ω)|

ω

1/|A(ω)|

This amplification increases both the signal and the noise in Y , so it
produces a very noisy result.

The condition number of A is κ(A) = |σ1/σN |. The ML estimate
tends to be unstable whenever κ(A) is very large.

In that case the dynamic range of the inverse problem becomes
large, which leads to a wide array of numerical instabilities.
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MAP restoration is data fit plus a quadratic image penalty

From Bayes’ rule, evaluating log px |y (x |y) as a function of x and ignoring
any dependence on y ,

log px |y (x |y) = − 1

2σ2
||y − Ax ||2︸ ︷︷ ︸

fit the data

−1

2
x tBx︸ ︷︷ ︸

prefer plausible images

+ c(y) , (1)

where c(y) is some as yet unknown function of y .

Terms depending only on y do not affect the optimizer, so the
difficult integral py (y) need not be evaluated.

The prior term regularizes the inversion. This is the first regularized
inverse problem of the course.
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The posterior distribution

Equation (1) is a quadratic function of x , so completing the square puts it
in the standard form

log px |y (x |y) = −1

2
(x − µ(y))tR−1(x − µ(y)) + c ′(y) ,

where µ(y) and R are given by

µ(y) =
(
AtA+ σ2B

)−1
Aty ,

R =

(
1

σ2
AtA+ B

)−1

.

µ(y) is a linear function of y .

R is the conditional variance of x given y
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The MMSE and MAP estimates are equal

The MMSE estimator is the conditional mean, and the MAP estimate is
the conditional mode. The Gaussian posterior is symmetric and unimodal,
so its mean and its mode are the same point:

x̂MMSE = x̂MAP = µ(y) =
(
AtA+ σ2B

)−1
Aty .

This is always the case when all the random quantities in an
estimation problem are jointly Gaussian.

The MMSE and the MAP estimates are generally not the same when
the distributions are non-Gaussian. That difference matters, because
non-Gaussian distributions are better models for image features such
as edges.
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Computing the MAP estimate: direct inversion is
impractical

The MAP (and MMSE) estimate for Y = AX +W with a GMRF prior is

x̂ = H−1Aty , where H
△
= AtA+ σ2B. It seems our problem is solved, but

the matrix H is enormous:

1 megapixel image

N = 106 unknowns

H is 106 × 106

1012 numbers

≈ 8 terabytes

form and invert H

So we go back to first principles. Substituting py |x(y |x) and px(x) into the
MAP equation yields

x̂MAP = argmin
x∈RN

f (x) , f (x)
△
=

1

2σ2
||y − Ax ||2 + 1

2
x tBx .

We do not need the inverse. We need the minimizer of f (x).
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The limitation of the Gaussian prior

The GMRF prior has an important practical shortcoming.

Its most important shortcoming is that the GMRF does not properly
model the discontinuous edges that occur in real image data, so the
associated restorations tend to be overly smooth.

This deficiency is addressed by the non-Gaussian MRFs introduced in
Chapter 6.
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Summary

The MAP estimate splits an inverse problem into a forward model and a
prior model, x̂MAP = argminx

{
− log py |x(y |x)− log px(x)

}
, and the

example today is Y = AX +W with W ∼ N(0, σ2I ).
The ML estimate x̂ML = A−1y amplifies the noise, because the noise term in
X̂ML = X + VΣ−1W̃ is large whenever σN ≪ σ, and at A = I it returns the
data unchanged.
The GMRF prior px(x) ∝ exp{− 1

2x
tBx} adds the penalty 1

2x
tBx to the data

fit term 1
2σ2 ||y − Ax ||2.

The posterior is Gaussian and its precisions add, R−1 = 1
σ2A

tA+ B, so

x̂MAP = x̂MMSE = µ(y) =
(
AtA+ σ2B

)−1
Aty .

The closed form is impractical at image scale, since H is 106 × 106 for a one
megapixel image, so we minimize the MAP cost f (x) by numerical
optimization (next lecture).

Reading: Chapter 5.1–5.2. Next lecture: Chapter 5.3, gradient
descent optimization.
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