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ABSTRACT

With the ubiquitous use of cameras in public places such as
surveillance cameras, police body cameras, go-pros, etc., and
the demand for providing public access to the documented
videos, law enforcement authorities are faced with the challenge to redact sensitive information from videos to ensure
privacy in public. In this paper, we present and evaluate a
novel technique to integrate crowdsourcing in the process of
unconstrained face detection and selective redaction for preserving privacy in videos. Our system provides an Amazon
Mechanical Turk based interface for allowing crowd workers
to detect the location of the faces and the general content of
the video without revealing the identities. Our experiments
show that involving the crowd in this process such that they
are provided limited exposure to the contents of the video
guarantees unconstrained face detection and behavior identification using crowdsourcing while ensuring privacy.
Author Keywords

crowsourcing; image processing; video; privacy; redaction
ACM Classification Keywords

H.5.m. Information Interfaces and Presentation (e.g. HCI):
Miscellaneous

Figure 1. Selective Redaction using (a) Machine Vision (many of the
faces are missed) (b) Manually (The person annotating the video needs
to see all the faces - no privacy)

INTRODUCTION

Cameras can be found everywhere—in car dashboard video
recorders, surveillance cameras, go-pros, smart phones, and
even concealed. This pervasiveness has led to a collection of enormous visual data in form of images and videos.
Though primarily intended for apparently benign causes such
as leisure, hobby, individual or public security, these recordings have proven to be a threat to ”privacy in public” [18].
The visual information collected is often transmitted to others through social media or may be added to public records
as in the case of police body-worn cameras. The storage and
transmission of such sensitive information about individuals
that gets unintentionally attached to these recordings are often

against the subjective expectation of privacy of that individual. To honor the expectation of privacy, this information may
often be restricted from appearing on public platforms, as in
the case of police body-worn cameras, which may not allow
the use of such vital information to its full potential. For instance, the study [1] shows the positive effect of body-worn
cameras on police-public encounters. This data carries helpful information for investigating police misconduct. However, though remarkably useful, the data contains sensitive information about victims of an incident, or uninvolved citizens
present on the crime scene. Similar privacy protection challenges are faced while making surveillance camera footage
public [5, 19]. The pervasiveness of video recording technology which leads to ”the problem of privacy in public” [18]
necessitates the development of redaction tools that can allow transmission and use of the available visual data while
guaranteeing desensitization of private information present in
the video, so that the task can be assigned to (untrusted/semitrusted) crowd workers.

video that opens up a small window of information around
the click.
At the heart of our system lies the algorithm that utilizes the
information in a neighborhood of a given pixel, to limit the
amount of information available to a particular investigator of
the video as shown in Figure 1. The threshold on the amount
of information visible is set such that an entire face is never
revealed. The worker, who is shown an obfuscated video, is
allowed to choose the region of interest to make a query on.
This query is then processed to reveal as much information as
is safe to show.
To evaluate our system, we presented short clips of video
from the Hollywood Human Actions dataset (CVPR08) [15],
to the crowd workers. This dataset contains short sequences
of videos from 32 different Hollywood movies. Hence, the
dataset allows evaluation of the system on real-life unconstrained videos with annotated actions. These video clips
were blurred initially and using our system, the crowd workers could make queries and form hypothesis about the video
contents. Each crowd worker was presented three video clips
which allowed three different levels of revelation. All the
video clips used for the evaluation, were annotated manually
for the location of faces and the corresponding faces of the
actors were obtained from wikipedia and were tagged manually to the corresponding location on the video frame. These
manual annotations were used as the ground truth to evaluate
the accuracy of the judgements provided by the crowd.
Our contributions can be accounted as:
• An algorithm that ensures limited revelation of sensitive
content using pixel level information rather than using
higher level pattern recognition algorithms to provide robust performance for any video.
• A system that allows taking multiple judgments from several crowd-workers without exposing the sensitive contents
to the crowd collectively.
• A novel technique for using the inexpensive and readily
available capabilities of a crowd for pattern recognition
from sensitive data, without leveraging the privacy content
of the media.
Figure 2. Selective Redaction using crowdsourcing. Here the faces are
never revealed to any crowd-worker and yet all the faces are redacted

Through our work, we have attempted to address this problem where no sensitive information gets revealed in a video,
and at the same time, enough information becomes visible so
that the video remains useful for building a hypothesis about
its contents. We present a system that allows a reliable redaction technique using image processing and crowdsourcing to
desensitize videos which may then be released on public platforms without leveraging privacy. The system provides an
interface that presents a blurred video to a crowd-worker for
building a hypothesis about its content. The video is heavily obscured to ensure no sensitive information is revealed.
However, it also allows the workers to click anywhere on the

MOTIVATING SYSTEM VISION

In this section, we describe the envisioned system that motivated this research. Quoting from the Digital Communities
article [17] - ”Questions over Che Andre Taylors death have
been constant since Seattle police fatally shot him. Were his
hands up, as supporters say? Was he reaching for a gun, as police contend? If officers were wearing body cameras, Seattle
Mayor Ed Murray said afterward, the footage would provide
some clarity. ” However, such footages are public records,
and the government authorities are having a hard time to find
a solution to strike the balance between privacy and accountability.
Consider a case, where the video footages from a police bodyworn camera are to be analyzed and redacted. The officer,
without mutilating the footages, provides them to a system

for analysis. The system without altering the original videos
blurs them heavily and presents them to crowd-workers. The
crowd-workers, cannot see the details, however, are able to
make judgments about the contents of the video and the location of faces.
The system also provides them a tool for revealing areas. If
they are unable to form a hypothesis about a particular region
in the video, they click on the region to reveal a restricted
subset of it, however, such that a face is never shown.
The crowd-workers provide their judgments about the location of faces in the video which are then redacted from the
original videos. Also, the observations about the content of
the videos provided by the crowd are used to categorize the
videos either as benign or questionable. The officer then easily and quickly gets all the videos redacted for sensitive content and releases them to the public without leveraging the
privacy.
Through our work, we have attempted to evaluate the feasibility of such a system. Using a system like this, hours of
surveillance videos, police body camera videos, etc. can be
analyzed and redacted without a need to reveal the identities
of the subject to anyone (not even the officer or operator).
In the following section, we review prior work related to the
motivation and development of such a system.
BACKGROUND

Looking at the extensive development in the field of Pattern
Recognition and Computer Vision, a question that arises is
”Why should we use the pattern recognition abilities of humans and not machines?” An obvious solution to this problem of selective redaction is to use pattern recognition algorithms that allow detection of sensitive information such as
faces, vehicle numbers, etc. and obscure it. Recent works on
visual privacy protection such as SmartRedaction by Utility
Inc., are indeed directed towards image redaction using computer vision techniques to determine region-of-interest (ROI)
in the picture, for instance, tracking moving people, or detecting faces in live camera videos. This ROI may then be protected from being seen or entirely removed from the image
using image processing. However, even after using the stateof-art algorithms for face detection, the system still does not
guarantee a 100% redaction of faces. Evident from the ”survey on face detection in the wild: past, present and future”
by [21], even when allowing a relatively large number of false
positives, there are still around 15-20% of faces that are not
detected.
However, the task of detecting the presence of people in
videos or still images is more efficiently accomplished by humans than machines. Humans use not only faces but also
other information such as other body parts, orientation of the
body, gait of the person (in the case of videos), etc., to make
a hypothesis about the presence of a face. The study by [20]
shows that humans are not only able to detect, but also recognize famous celebrities in low-resolution images, a case
where machine recognition fails. These reliable face detection capabilities of humans can be used to get the ROI in any

given video, which may then be redacted using image processing techniques. But, this does not solve the problem completely, as this implies that the crowd-workers need to watch
the videos that contain sensitive information to make a hypothesis about the ROI. This may not always be acceptable,
especially if the task is to be delegated to untrusted crowdworkers.
The strategy we use to avoid exposure of the crowd-workers
to such private information content is to initially obfuscate
the video entirely. Standard techniques for still image obfuscation include blurring, masking, pixelating [12], scrambling [7], or permuting pixels [3]. However, these techniques
have shown limitations in securely redacting the images. For
example, face recognition works even after pixelation and
blurring [11]. There have been prior attempts to obfuscate
entire video for protecting sensitive private information by [2,
9, 13]. However, obfuscating the entire video to completely
redact sensitive information, leverages the capability of the
subject to be able to see the necessary information [16].
To provide the crowd-workers with the required information to build a hypothesis about the contents of the video,
we allow the crowd-workers to click anywhere on the video
which reveals a small window of information that can be
used to understand the substance of the video. This technique of revealing small portion of the ROI is inspired
from the online game called ”Bubbles” by Jia Deng, created
for their research ”Fine-Grained Crowdsourcing for FineGrained Recognition” [8]. The collective judgment of the
crowd about the location of the sensitive information in a
video can then be used to redact sensitive contents using any
of the image obfuscation techniques discussed earlier.
SYSTEM DESCRIPTION

The system that we have developed, provides an interface for
the crowd-workers to analyze video contents without getting
exposed to the private information content of the video and
provide with a collective judgment about the location of the
sensitive information. The system encapsulates three major
processes:
STEP 1: OBFUSCATION:

The interface contains obfuscated video clips, as shown in
Figure 4, which the user can pause, play forward or reverse.
The purpose of obfuscation is to reveal an initial estimation of
the video contents. For this, we have chosen the median filtering technique. This technique is generally used to remove
noise in Image Processing, as it re-assigns every pixel, the
median of its neighbours in a given radius. This decreases the
number of outliers in a region, making the image segmented.
However, when this filtering is applied with larger radius, it
allows segmentation of the image with less profound boundaries. This further helps build silhouettes out of the original
content, which is required to release an initial estimation of
the video content, however, restricting the details of it. This
method is described in detail in [6] for silhouette based biometric identification of humans. We use the technique described above, to allow the crowd-workers to predict the actions performed in the video using the silhouettes.

STEP 2: REVELATION:

Once the workers have made their initial judgment about the
video contents, the system allows the crowd-workers to pause
the video and reveal a particular region by clicking on it. The
heart of our system lies in the algorithm that determines the
radius of the area that gets exposed after these clicks from
the workers. In this paper, we examine two different interaction techniques to bound the amount of information visible
to the crowd-workers. Both the approaches incorporate a single algorithm to evaluate the amount of information that gets
shown around a particular point.

This radius is extremely conservative and restricts the radius
even for general objects including lamps, ball, etc. However,
it shows larger areas where the width-to-height ratio cannot
be approximated to the face width-to-height ratio. This allows obvious patterns like stripes and elongated ellipses be
revealed to the worker.
Once we know the radius of the region that is safe to be revealed, we consider two different approaches for revealing
this area. In this paper, we compare these two different interaction techniques - Keyhole and Fovea which differ in the
way the information is disclosed using the safe-to-reveal radius as shown in Figure 3. In the case of ”Keyhole”, the information within the calculated radius is displayed as it is without applying any filter. In the case of ”Fovea”, information
within only half of the originally calculated radius is revealed
as it is. From there, a median filter is applied with gradually increasing radius up to a distance equal to the initially
estimated radius.
However, if we allow revealing the regions based only on the
above criteria, the crowd-worker may click at all the points
on a face and reveal it entirely. Hence, once a small region is
opened for viewing, we constrain the allowed regions for next
clicks. The worker is not allowed to click anywhere within
a distance equal to twice the radius of the initially revealed
area. Also, the revealed region in a particular video frame
is propagated to other video frames using optical flow detection technique by [10]. If the viewing window is kept static
throughout the video, the subjects may move in and out of
this window, completely revealing their identities.
STEP 3: RECORDING JUDGMENTS:

Figure 3. Below: Original Frame; Above: Safe-to-reveal radius for two
different clicks (orange circle - click is part of face-like contour, blue
circle- click is not a part of face-like contour)

First of all, we define the method for calculating the radius
of the information revealed in this algorithm. We calculate
this based on the nearest edges to a particular pixel on the
frame. The video frame under analysis is first converted into
an edge map using Canny Edge Detection algorithm [4]. To
calculate the radius of the region that can be safely shown,
we find a set of nearest edges for the pixel under consideration by finding the nearest edge in all the directions. We then
find a set of four points belonging to the nearest edges set of
this pixel, such that these points are separated by 90 degrees
angle with reference to this pixel. Using these four points,
an estimate of the ratio of the width and length of the overall
contour is obtained. This ratio is compared with the general
human face width-to-height ratio (FWHR) [14] with an approximation of 20%. If a pixel is found to be a part of such a
contour, a restricted region is revealed to the user as shown in
Figure 3. The general rule of thumb used by artists to sketch
human faces suggests that various features of a face are onefifth of the face width. Hence, to we restrict the radius of the
region revealed to one-fifth of the approximated width of the
contour.

Multiple judgments about the contents are recorded on a single video. The information revealed by one worker is made
available to the next worker for a particular video. This restricts the second worker from clicking close to the regions
exposed by the previous worker. By this, we ensure that the
workers may not be able to reconstruct the sensitive information, by trading with each other the individual pieces of information that each one of them has. The consecutive workers
may choose to build their hypothesis about a video from already revealed information or may choose to reveal further
regions as well. Each of the workers is required to make a
judgment about the location of the sensitive region - in our
experiment, we ask to locate faces. These judgments are then
averaged out to find the best possible approximation of the
location of the sensitive information.
IMPLEMENTATION

To evaluate the above-discussed system, we developed an
interface that was presented to the crowd-workers on Amazon Mechanical Turk. Figure 4 shows one such assignment
from the HITS created for the experiment. Each assignment
in a HIT included tagging and answering questions for three
videos with three different levels of revelation techniques.
Dataset We chose 60 video clips randomly from the Hollywood dataset. These clips were restricted to three seconds.
These clips were chosen such that there was atleast one human face present in the video clip. An accompanying dataset

Figure 4. User Interface for tagging and analyzing videos through Crowd-Sourcing on AMT

of faces with created for each video. This dataset of faces
contained ten faces for each video. Out of these ten faces one
or two faces were of the people present in the video. The rest
of the faces were chosen to be of the people visually similar
to the subjects present in the video. All the faces present in
this dataset of faces were obtained from Wikipedia.
For establishing the ground truth, each of the three second
video clip was annotated manually for the location of the
faces present in the corresponding faces dataset along with
the face reference number. The videos were also annotated
for the action present in the video. These video consist one or
none of the action out of: ’Answering a phone’, ’Handshaking’, ’Hugging’, ’Kissing’, ’Sitting down’, ’Standing up’,
’Climbing up or down the stairs’, ’Getting out of/ getting in a
car’, or ’violence/ weapon’.
Experimental Setup
The experiment was started with 20 HITS, each consisting of
one assignment, which had three different movie clips blurred
using a median filter of radius 23 (as explained in the previous section). The first clip allowed no revelation; second clip
allowed revealing a small region using discrete boundaries
whereas the third clip allowed revealing regions with gradually decreasing blur. Once a particular assignment was completed by a crowd-worker, another assignment was added to
that HIT with a maximum number of assignments limited to
three per HIT. This was done to ensure no worker gets to see
the same video twice as well as to keep track of the jobs with
a particular video and a method that were completed by the
workers. The new assignment added, had the same sequence
of videos, however, a new arrangement of the methods, so that
all the combinations of videos and methods could be completed. A latin square algorithm was used for assigning jobs
(video+method) to a particular assignment.

For each presented video, the crowd-workers were asked to
watch the blurred video clip. They had to tag faces then and
match them to the person who they thought were present in
the tagged location. The interface for this is shown in Figure
4.
As can be seen from the interface, the crowd workers were
broadly asked two questions - 1) What is happening in the
video? and 2) Who is it that you are are tagging?
What is happening in the video?
This question was put forward to analyze how well could the
crowd workers understand the content of the video. They
were provided with eleven choices including ”The video is
not clear. I cannot make out the action present in the video.”
The default option selected was set to ”No Response” (not
shown on the interface) to filter out the effect of accepted and
submitted, however, unattempted assignments. The first nine
choices were selected such that any given video would have
only one of these options or none; hence, the tenth option of
” None of the above actions are present in this video.”
Who is it that you are tagging?
This question was intended for evaluating the extent to which
the system gives away information about the identities of the
people in the videos. Each video in the dataset contains a random number of subjects. Some of the clips are of a single individual carrying out a task while some have large crowds of
people. Each video clip was accompanied by a set of ten faces
which had either one or two of the faces present in the video.
The rest of the faces in the options provided were chosen to be
visually similar to the actual face present. The crowd-workers
were not informed of the number of faces from the given options that were present in the video, to decrease the possibility
of success by chance.
Interaction

The crowd-workers were asked to pause the video and select
a region on the frame where they thought there was a face
from the given options. This ”tagging” of the face which included the chosen face out of the given options, as well as the
coordinates of this face on the frame, was compared to the
ground truth annotations for the dataset. If the face matched
the actual face and the locations were within the annotated
face regions, the tagging was considered as a success; or failure otherwise.
Apart from tagging the regions for a face, the interface also
allowed the crowd-workers to pause and click anywhere on
the video to reveal a region. Each assignment, as explained
earlier, had three videos, one of them allowed revealing a circular window of information with discrete boundary, one of
them allowed revelation using a circular window with gradually decreasing blur, while the third one did not allow revealing on clicks at all. We term these three strategies as ”Filter
Only”, ”Keyhole” and ”Fovea” respectively.

videos. After several runs and feedback from the crowdworkers about the interface and their experience & understanding of the task, the instructions were improved such that
it directed them to do precisely what was desired. With the
following instructions, all the submitted tasks were of acceptable quality and none of the submissions were rejected or filtered out.

Figure 6. Instructions provided to workers for the task

Time, Cost and Incentives
Each video clip presented was of 3 seconds. On an average,
it took about a minute and a half for a crowd-worker to look
at a video clip, tag the faces and answer the question about
the contents of the video. So for three videos per assignment,
which should take about 5 minutes to complete, workers were
paid $0.75, which amounts to $9/hour. Apart from this, the
workers were provided with an incentive of gaining a bonus
of $0.10/correct tag if they correctly tagged a face. However,
if they tagged a face incorrectly, a $0.10/incorrect tag was
deducted from their bonus. These incentives were provided,
to motivate an aggressive approach to breaking the system for
revealing identities.
This experimental setup was designed to compare the judgments made by workers for each of the three cases - ”Only
Filter”, ”Keyhole” and ”Fovea” - and evaluate how good or
poor does a constrained revelation performs as compared to
just blurring of the video. This setup provided the basis to
assess the algorithms against the hypothesis that they could
indeed provide an efficient solution to the problem of conveying non-sensitive information to and concealing sensitive
information from the workers for any given video.
RESULTS AND ANALYSIS

Figure 5. Revelation of a region surrounding clicks by (a) Only Filter(above) (b) Fovea(middle) and (c) Keyhole(below)

Figure 5 shows a frame in an assignment with regions revealed using ”Keyhole” and ”Fovea” technique. It can be
seen how these two approaches provide different levels of
exposure to the underlying information present in the actual
frame, as well as the added ability it provides to a worker for
forming a hypothesis about the contents of the video.
Instructions
Figure 6 shows the instructions provided to the crowd workers for carrying out the task of tagging and analyzing the

As described in earlier sections, the expected system should
be able to reveal the actions of the subjects in the video; however, the exposed region should not show enough information
to enable recognition of identities. To evaluate and validate
the system we presented the above-described implementation
to the crowd-workers on Amazon Mechanical Turk.
Table-1 shows a subset of the data collected for 5 out of 60
video clips. Here, the outcomes for correct tags for faces and
action judged by the crowd workers for a given video and
method is either True or False, that is the outcomes are categorical. Hence, we carry out curve fitting for the collected
data using logistic regression model.
The dataset used in this experiment includes video clips from
Hollywood movies. These video clips have different recording angles, illumination, and color saturation. Hence, we in-

Figure 7. Logistic regression model of the effects of Methods- Only Filter, Keyhole and Fovea - on Correct Actions and Correct Tags. Model has been
adjusted for the effects of different videos and workers. **p < 0.01, ***p < 0.001.

video

method

1
1
1
2
2
2
3
3
3
4
4
4
5
5
5

0
1
2
0
1
2
0
1
2
0
1
2
0
1
2

correct
tags
1
1
1
1
0
1
0
1
1
0
0
1
1
1
0

correct
actions
0
0
1
1
0
1
1
1
1
1
0
1
1
1
1

Table 1. Samples From Data Collected

clude the effect of the videos for prediction as these videos
have different levels of difficulties with respect to recognizing
actions or faces. Though it was ensured that the same worker
never sees a given video twice even with different methods, a
particular worker could work on any number of videos from
the available set. These workers could have different levels
of abilities to carry out this task of recognizing faces and actions. Some workers may be remarkably good in recognizing
faces even in a heavily blurred video while some may find it
difficult even when some part of the faces was exposed. So,
we include the effect of workers as well for the curve fitting.

Performing the logistic regression for the above model, the
fitting parameters obtained are tabulated in Table-2 and Table3.
Methods
Filter Only
Keyhole
Fovea

Fitting Coefficients
0.02869
0.69938
1.32838

Table 2. Logistic Regression Fitting Coefficients For Outcome = Actions

Methods
Filter Only
Keyhole
Fovea

Fitting Coefficients
-1.379635
-0.246928
-0.049108

Table 3. Logistic Regression Fitting Coefficients For Outcome = Tags

To compare the effect of the methods on the success rate of
recognizing a correct action/ correct tag, we calculated the
Odd’s Ratio using the fitting parameters obtained above. Figure 7 compares the Odds Ratios for these methods. As can be
observed, methods Keyhole and Fovea perform significantly
better than using the only blur approach for revealing the necessary information required to form a hypothesis about the
contents of the videos. Moreover, it is observed that Fovea
performs much better than Keyhole for conveying this information.
If we look at the results obtained for the success rate of a
crowd-worker recognizing a subject present in the video, the
Odds Ratios for all the three methods are less than 1. Keyhole and Fovea have higher Odds Ratios, indicating that they
allow more information than the only blur case, as is expected. However, performing a Chi-square in R for these

three methods for the outcome - correct tags (Table-4), gives
a p − value = 0.9718, indicating that the performance of all
the three methods is almost the same for the case of concealing identities.
Df

Deviance
Resid.

2

0.057256

NULL
factor
(method)

Df
Resid.
250
248

Dev

Pr(<Chi)

273.75
273.69

0.9718

Table 4. ANOVA CHI Square Test Results For Predictor= method and
Outcome = correct tags in R

DISCUSSION

The presented technique attempts to put forth an unconventional approach of employing crowd for face identification
in videos without compromising on the privacy aspect. The
system drives its efficiency and accuracy by engaging the exceptional face identification skills of humans along with lowlevel image processing techniques by machines for analyzing
videos maintaining the privacy of subjects. However, the system needs to address several challenges before it matures into
a robust, viable solution.
Effects of Videos and Workers
For the experiment that was carried out, the dataset consisted
of videos with different levels of difficulties for recognizing
faces or action. Using the logistic regression model, these
effects were adjusted to obtain the results. However, during
the analysis, it was observed that some of the videos had more
significance than others on the success rate of a crowd-worker
getting a right face or behavior. Similarly, the abilities of
the workers to recognize the contents of the videos including
identities varies remarkably. Some of the workers had a more
prominent effect on the outcomes than the others. This effect needs to be studied further and methods to mitigate these
effects on the outcome needs to be devised.
Dataset of known faces
For the feasibility evaluation, the experimental set-up consisted of few, probably known, faces of actors and actresses,
present in the video clip. This attempted in modeling the real
world situation where a crowd-worker with his/her limited
dataset of known faces, gets to see a blurred video for analysis that happens to have a subject from his/her dataset of
known faces. The system needs to be tested for robustness
through more aggressive evaluation models. One such is using surveillance camera videos from a residential neighborhood and by restricting the participants of the study to the
residents or security authorities of the community. This assigns unequal probabilities to the dataset of known faces depending upon whether the known face is expected to be in the
neighborhood or not, how familiar is the participant with the
known face, etc.

this experiment) is chosen such that it blurs the largest possible face in the video. This causes smaller details of the
video to disappear, making it difficult to form a hypothesis
about smaller details in the video. The system expects that
the initial blur allows enough information to guide the crowdworker to the region of interest for clicking and revealing the
content necessary for forming the hypothesis. One possible
way to address this issue is by recursively employing crowdworkers to detect faces at decreasing scales. Starting from
highest possible face, the video can be heavily blurred in first
recursion. Once the faces at this scale are located, these faces
may be completely removed from the video. Then the blur
can be decreased to enable forming hypothesis at next lower
scale. However, this approach is not feasible with untrusted
crowd workers, unless a technique evolves to withstand malicious attacks from an entire crowd that may attempt to break
the system.
CONCLUSION

Through our work, we have presented a crowd-powered system for unconstrained face detection and video analysis that
ensures the privacy of the subjects found in the video. We
have designed and evaluated a novel technique of providing a
subset of a given visual information with two different variations, such that no facial identities are revealed. Through our
evaluations, we conclude that our system provides more details through revealing restricted regions, which enables the
crowd-workers to form a better hypothesis about the contents
of the video. At the same time, the system limits the revelation of facial identities, so that the workers do not have any
more information than that available through only blurring.
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