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Introduction
Anomaly-detection techniques have considerable 
promise for two difficult and critical problems in 
information security and intrusion detection: detecting 
novel attacks, and detecting masqueraders.
First work: Forrest presented and analyzed the 
effectiveness of a detection scheme aimed at enhancing 
the security of computer systems – Distinguishing 
normal behavior from other.
STIDE: Sequence Time-Delay Embedding – Designed 
for detecting abnormal behavior in processes that run 
with root privileges on Unix systems.

Introduction
STIDE operates on categorical data in the form of 
system kernel calls issued to the kernel of the host 
system by the running process. 
Curiosity: Question of the “best” detector-window length 
required in any application of the algorithm.
In the literature, a sequence length of six is referred to 
consistently though it is conceptually unclear why six is 
used.
Value of the sequence-length parameter impacts the 
performance of the detector.
Finding a solution to the “Why SIX” question helps to 
identify the strengths, weaknesses and capabilities of the 
detector.
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Problem, Approach and 
Hypothesis

Problem: Why “six” is the magic number?
Approach: Establish a framework of sequence types –
Rare, Common and Foreign. A very specific anomaly 
called a minimal foreign sequence affects the detection 
capabilities of STIDE.
Hypothesis: A detector window of at least 6 was required 
because in the Hofmeyr et al. dataset, the length of the 
smallest minimal foreign sequence present in one of the 
intrusive traces was six.

STIDE
Model of normal behavior : Training data is segmented 
into fixed - length sequences. This is done by sliding a 
detector window of length DW over the stream of training 
data.
A similarity metric is used to establish the degree of 
similarity between the test data and the model.
For each length DW sequence in the test data, the 
similarity metric establishes whether that sequence 
exists or does not exist in the normal model.
If the sequence exists in the normal database, it is 
assigned 0. Otherwise it is assigned 1. 
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STIDE (Contd…)
Detector’s final response consists of a parameter called 
“locality frame”.
The length of the locality frame is a value determining 
the length of a temporally local region over which the 
number of mismatches is summed up. 
The number of mismatches that occur within a locality 
frame is referred to as the locality-frame count (LFC). 
LFC is finally used to determine how anomalous the test 
data is.

Replicating STIDE 
Experiments

Hofmeyr et al. empirically observed that “the best 
sequence length to use would be six or slightly larger 
than six.” The similarity metric used was based on 
Hamming distances while STIDE employs a different 
metric.
Used both metrics on the same data set to show that the 
question of why a length-six sequence works best 
remains pertinent in both cases.
Data – six data sheets each containing normal and 
intrusion data. The data sets were derived from several 
different system programs.
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Replicating STIDE 
Experiments

Replicating STIDE 
Experiments

In both the metrics, it can be noticed that there was an 
absence of an anomaly signal for sequence lengths of 
less than 6 for the system calls corresponding to PID 
283 in the file sm-280.int (decode 1).
These results show that for both metrics, Hamming-
distance and STIDE, a sequence length of six or greater 
was required to detect anomalies in all intrusive traces.
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Conditional Entropy and STIDE
Lee and Xiang suggested that the conditional entropy of 
intrusion sequences could be a key factor contributing to 
the use of six-symbol sequences in the UNM sendmail
data.
They show that for probabilistically based classifiers, 
there is a relationship between the falloff in entropy and 
the appropriate window size for the classifier.
It is shown here that STIDE does not respond to 
changes in conditional entropy.

Conditional Entropy and STIDE
To show that conditional entropy does not affect STIDE, 
pairs of training and test data that differ only in terms of 
increasing irregularity is established.
This means that alphabet size, alphabet symbols and 
sample size are all kept constant while irregularity is 
calculated to increase at fixed and steady intervals.
The training data were generated from eleven transition 
matrices designed to produce the desired regularities 
(conditional relative entropy) for the output sequences 
such that the regularity indices of the sequences run, in 
increments of 0.1, from 0 to 1 inclusive.
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Conditional Entropy and STIDE

Conditional Entropy and STIDE
A transition matrix is entered at a random point using a 
random number generator. Training and test data are then 
generated using different seeds.
The data-generation process does not introduce 
anomalous sequences or symbols into the test-data 
stream.
Into each of the 11 test data sets is injected a single 
anomaly consisting of a single symbol not present in the 
training data.
STIDE achieved 100% hits and 0% false alarms 
irrespective of the conditional entropy. 
STIDE had no notion of probability and will only be affected 
by probability if some probabilistic phenomenon introduces 
anomalous sequences into the test data.
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Sequence Types and 
Hypothesis

The strength of the STIDE algorithm lies in its ability to 
detect foreign sequences – sequences not seen in its 
database of normal sequences.
The frequency of the subsequences from which STIDE’s
normal data sequences are composed is key to 
understanding why STIDE can be blind to certain 
sequences.
Definitions:
Rare sequence : Frequency < 0.5 % in the normal traces
Common sequence : Frequency > 0.5 %
Foreign sequence : Those that don’t occur in normal 
traces.

Sequence Types and 
Hypothesis
A sequence can be foreign because of:

One or more foreign symbols, i.e., symbols that are not 
contained in the alphabet set of the training data; or
A foreign order of symbols, i.e., a sequence in which 
each individual symbol within the sequence is a member 
of the training-set alphabet, but the order of the symbols 
is one that is foreign; or
Combinations of both.
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Sequence Types and 
Hypothesis
A foreign order of symbols may exist as either:

A concatenation of sequences, at least one of which is a 
foreign sequence, where each of the constituent foreign 
sequences is smaller than the foreign sequence under 
scrutiny; or
As being foreign in its own right, i.e., containing no foreign 
sequence smaller than itself; it is, in its entirety, a foreign 
sequence – Minimal Foreign Sequence.

Hypothesis: A detector-window length of at least six is 
required to detect all intrusive traces in the Hofmeyr data 
sets and that this minimal foreign sequence of length 6 
must have been composed of either rare or common 
subsequences.

Experimental Method
A detector based on Markov models was used for 
comparison in order to help illustrate that factors 
affecting STIDE may or may not affect another detector 
employing a different approach.
The Markov detector acquires its model of normal 
behavior by computing the transition probabilities 
between each fixed-length sequence of size DW, and 
the DW + 1st element following that sequence.
A transition probability is the probability that the DW + 1st

element of a sequence will follow the previous size-DW 
sequence. 
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Markov Detector
The model of normal behavior is obtained by sliding a 
detector window of size DW over the training data.
Frequency counts for each size-DW sequence and DW + 
1st element are calculated and hence the transition 
probabilities are computed and stored.
To establish the degree of similarity between the test 
data and the model of normal behavior, fixed-length 
sequences are obtained from the test data by sliding a 
detector window of size DW over the entire test-data 
stream. 

Markov Detector
The similarity metric performs a “lookup” operation that 
determines the probability that the DW + 1st element in 
the test data follows the previous size-DW sequence.
If the test sequence is found in the normal database, and 
a transition probability is found in the normal database 
between the size-DW sequence and the DW + 1st

element, then the transition probability is assigned to the 
DW + 1st element in the test data.
If not, 0 is assigned.
Final response: Deduct all transition probabilities 
assigned to each element from 1 and threshold so that 
the response metric is similar to that of STIDE.
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Generating the training data
The training data were constructed using a Markov-
model transition matrix having a conditional entropy 
value of 0.1. Such a transition matrix has the following 
characteristics:
A large proportion (98% of 1 million) of the data consists 
of a repetition of the sequence 1,2,3,4,5,6,7,8 (alphabet 
size = 8). These common sequences can be used later 
to construct test data in which there will appear no 
naturally occurring rare or foreign sequences that might 
confound the response of the detector to an injected 
anomaly. 

Generating training and test 
data

There is still a small amount of unpredictability in the 
probabilities ensuring the occurrence of rare sequences.
The test data consists of repetitions of the sequence 
1,2,3,4,5,6,7,8. Anomalies are manually injected.
An anomaly that consists of a minimal foreign sequence 
of length AS, composed of rare subsequences was 
injected into the test data stream.
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Injecting Minimal Foreign 
Sequence

Must be carefully injected so that producing additional, 
undesired, foreign sequences due to the combination of 
symbols from the injected sequence and surrounding 
symbols from the trace is avoided.
One example of a minimal foreign sequence is 5 3 6 8 5 
3 3 6 constructed entirely from size-2 rare 
subsequences.
Attention should be given to the boundary of this minimal 
foreign sequence – No spurious boundary anomalies 
must be created as side effects of injecting this 
sequence.

Injecting Minimal Foreign 
Sequence
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Injecting Minimal Foreign 
Sequence

Results
Minimal foreign sequence lengths were varied from 2 to 
9 and detector window lengths were varied from 2 to 15.
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Results
For STIDE, the detector-window length parameter must 
be greater than or equal to the length of the foreign 
sequence.
The similarity metric used by each detector significantly 
affects the detection performance. The similarity metric 
employed by STIDE appears to have a weakness that it 
cannot detect minimal foreign sequences composed of 
rare subsequences under conditions where DW < AS.
We are also able to observe the nature of the gain 
achieved in detection performance between an algorithm 
that employs conditional probabilities and one that 
employs the sequence matching scheme used by STIDE

Minimal Foreign Sequence in 
Hofmeyr Data
Filename : sm-280.int283
Start line number : 79
End line number : 84
Actual sequence : 2, 95, 6, 6, 95, 5
Translated to system calls : Fork, connect, close, close, 

connect, open.
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Discussions and Conclusions
Detector-window length < 6 did not work because of the 
presence of minimal foreign sequence of length 6.
A detector-window length of 6 is not necessarily 
appropriate for data from differing environments. Minimal 
foreign sequences can be of any size.
If the detector-window length is too short, anomalous 
sequences might be classified as normal. If its too long, 
more computing power is required.
Since the best detector-window length is dependent on 
the size of the foreign sequence, it may not be possible, 
in STIDE’s case, to determine the best detector-window 
length a priori based only on normal data.


