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Place Recognition and Self-Localization in Interior Hallways by Indoor
Mobile Robots: A Signature-Based Cascaded Filtering Framework
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Abstract— We present a robot self-localization approach that
is based on using a cascade of filters that increasingly refine a
robot’s guess regarding where it is in a hallway system. The
location refinement carried out by each stage of the cascade
compares a signature extracted from a stereo pair of camera
images taken at the current location of the robot with a database
of such signatures collected previously during a training phase.
A central question in this approach to robot localization is what
signatures to use for each stage of the cascade. An answer to this
question must recognize the special importance of the first stage
of the cascade — we refer to this as the prefiltering stage. The
signature used for prefiltering must be significantly viewpoint
invariant, while possessing sufficient locale uniqueness to yield
a set of possible locations for the robot that includes the
true location with a high probability. On the other hand, the
signature(s) used for downstream filtering in the cascade must
then prune away the inapplicable locales from the list yielded
by the prefilter. What that implies is that the downstream
filters must be increasingly viewpoint variant and locale specific.
Although the framework we propose allows for an arbitrary
number of filters to follow the prefiltering stage, the results
we present in this paper are for a two-stage cascade consisting
of a prefilter followed by one additional filter. The signatures
we use in our experiments are based on 3D-JUDOCA features
that can be extracted from stereo pairs of images. The proposed
framework for choosing the best signatures for the prefiltering
stage and the filtering stage that follows was tested in a large
indoor hallway system with a total linear length of 1539 m.
The validation results we show are based on a dataset of 6209
stereo images collected by a robot from the hallways during
its training phase. The performance evaluation presented in
this paper demonstrates that our framework can lead to high
localization accuracy with good time performance by a robot.

I. I NTRODUCTION
The fundamental problem that is of interest to us in this
paper is that of Place Recognition and Self-Localization
(PRSL) by a robot in interior hallways. Many challenges
exist in interior hallways or in indoor environments in
general that make solving the PRSL problem a hard task.
These include space layout variability, viewpoint changes,
moving objects, and variations in illumination conditions.
Obviously, these challenges also arise for outdoor mobile
robots. However, the computer vision, the data modeling,
and the scene modeling issues for the indoor and the outdoor
cases are very different and here we focus on just the former.
Fig. 1 demonstrates examples of some of the aforementioned
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challenges in the context of indoor mobile robotics. As the
reader can see, we can expect an indoor mobile robot to
encounter a high degree of similarity between different sections of a hallway system and many sections that are devoid
of visual features. Such challenges have attracted several
researchers to solving the PRSL problem in recent years [4],
[2], [5], [6], [7], [1]. Building on the research progress made
by others, our signature-based cascaded filtering framework
presented in this paper is an attempt to provide a solution to
PRSL that is effective and fast.
For a robot to localize itself successfully in a system
of indoor hallways, it needs first to recognize as to which
section of a hallway it is currently traversing and then it
needs to compute its location in the frame of reference in
which the hallways are modeled. Both the place recognition
and the eventual self-localization cannot be carried out unless
the robot has stored in its memory a model of the hallways
that is rich in both the geometry of the space involved and
the features likely to be encountered while traversing the
hallways.
Several approaches have been proposed in the literature
for creating such models. Generally speaking, the modeling
approaches that have been proposed over the years depend on
the type of the sensors on the robot. The sensors themselves
run the gamut from beacons to ultrasonic sensors, from
single-camera vision to multi-camera vision, and from laserbased distance-to-a-point measurements to full-scale ladar
imaging. The approaches based on beacons, such as WiFi
or radar [3], first construct a database of measured signal
strengths at the different locations in an indoor environment
and then carry out PRSL by comparing the recorded signals
with the signals stored in the database. For the approaches
that are based on visual images, the goal is to first construct
a point-cloud representation of the interest-point descriptors
extracted from the images [10], [19], [9] and then to carry out
PRSL by comparing the point descriptors in a query image
(which is the image recorded at the current location of the
robot) with the descriptors stored in the database. The most
popular interest-point descriptors that have been used in the
past are SIFT [12] and SURF [2]. More recent work has used
descriptors derived from 3D-JUDOCA features [1] since they
possess the highest viewpoint invariance for the sort of visual
features likely to dominate hallway scenes — right-angles
formed by the corners of doors, windows, bulletin-boards,
picture frames, etc.
Given a feature-rich geometric model of a hallway system,
there is still the issue of how to best use the features
when comparing those that are extracted from the sensory

Fig. 1: Some of the challenges in interior hallways
information collected at a given position of the robot to those
that populate the model [16]. The work of [13] presents a
global appearance based approach using invariant signatures
that are extracted from omni-directional images through
group averaging based on the classical invariance theory. The
authors compute Haar attributes from the images and then
use a histogram intersection based similarity measure for
place recognition. In another contribution [14], a histogrambased comparison of the features extracted from color imagery — simulated imagery for model construction and real
color images for self-localization — is used for solving the
problem of PRSL. The work of [18] uses the notion of
fingerprints of places for incremental and automatic topological mapping. The fingerprints consist of color patches
and vertical edges from visual information and corners from
laser scanner all extracted from the features around the robot.
A recent contribution in [1] uses the notion of signatures to
organize the visual features for the purpose of comparing the
sensory information collected at the current position of the
robot with the model. The work in [1] was a preliminary
step in the direction of using the signatures to solving the
PRSL problem. That brings us to the notion of signatures.
We consider a signature to be a summarizer of the features
that can be used to characterize a locale in the hallways.
One can obviously think of multiple ways to construct such
signatures. We are therefore faced with the following question: If it is possible to construct multiple signatures from
the sensory information that a robot is capable of collecting,
how does the robot decide as to what type of a signature (or
which subset of the different types of signatures) to use for
solving the PRSL problem?
The goal of our research is to pose the question stated
above in a cascaded filtering approach to the solution of
PRSL. The cascaded filtering approach consists of a prefilter
followed by an arbitrary number of filters. The goal of the
prefiltering stage is to yield a set of candidate locations for
the robot that includes with a high probability the robot’s
true location. And the goal of each subsequent filtering stage

is to prune away the inapplicable locations from the list of
locations returned by the prefilter. This logic places different
requirements on the signatures used for prefiltering and for
filtering, as the reader will see in the rest of this paper.
Whereas the proposed overall design allows for an arbitrary number of filtering stages to follow the prefilter in the
cascade, in the present paper we will only show results with
a two-stage cascade in which the prefilter is followed by
a single filter. Our work will show how to select the best
signature type for the prefilter and how to do the same for
the filtering stage that follows.
II. S IGNATURES AND T HEIR D ESIRABLE P ROPERTIES
FOR P REFILTERING AND F ILTERING
Given a feature-rich geometric model of a hallway system
in a large institutional building, the PRSL problem boils
down to matching the features extracted from sensory data
at the current location of the robot with all such features
populating the model. Strictly speaking, this is an exponentially complex problem — even with constraints on where the
robot may expect itself to be located at the current moment.
One way to mitigate this complexity is through the use of a
signature-based cascade of filters of different properties.
The cascade must obviously include a prefiltering stage
that compares the signature recorded at the current location
of the robot with the signatures for possibly the entire
hallway system and returns a set of candidate locations that
include the true location with a very high probability. Such a
prefilter must obviously be very fast — since it may need to
scan through a very large database of signatures. In addition
to its time performance, the prefilter must also ensure that the
number of candidate locales returned is sufficiently small so
as not to burden the downstream filtering stages excessively.
On the other hand, the downstream filters must be sufficiently
discriminative so that it rejects with a high probability all
non-applicable locale candidates returned by the prefiltering
step. Therefore, a key issue in this approach is to figure out
what signature to use for prefiltering and what to use for the

filtering stages that follows the prefilter. As mentioned in the
Introduction, the work we present in this paper involves just
a two-stage cascade. So our challenge is to choose the best
signature for the prefilter and the best signature for the filter
that follows the prefilter.
In order to address the challenge mentioned above, the
first column of Table I lists a set of criteria that can be
used to choose the best signature for the prefiltering stage
and the best signature for the filtering stage. To elaborate,
these four criteria are: (1) The time it takes to match a
“query” signature with a signature stored in the database;
(2) The degree of invariance to viewpoint changes; (3) Locale
uniqueness, which is the extent to which other locales appear
dissimilar to any specific locale with regard to a signature;
and related to the previous criterion is the additional criterion
(4) The frequency with which a signature returns the true
locale at rank 1 (i.e. at the first position) vis-a-vis all other
locales. We refer to the last criterion as the Rank-1 Precision criterion. Table I shows how the prefilter signature(s)
and the ensuing filter signature(s) should compare vis-a-vis
these four criteria. The parameter N in the time-complexity
function O(N) is a rough estimate of the number of visually
distinct locales in a hallway system. The parameter p is the
number of features that are used in the filter signature. The
notation ‘O(pn ) f or n ≈ 1’ is meant to convey the idea that
we want the time complexity of the filter signature to be
a low-order polynomial for some n. Note that localization
calculations in the filtering stage are likely to be more
complex whose time effort will depend, in general, on the
number of features used in the signature. The entries in
the second row express the fact that a signature used for
prefiltering must possess high viewpoint invariance, whereas
the signature used for filtering can get away with possessing
lower such invariance. The characterizations “Moderate” and
“High” in the last two rows are meant to merely convey
the relative sense in which those two criteria apply to the
prefiltering and the filtering signatures.
TABLE I: Desirable characteristics for prefiltering and filtering signatures
Criteria
Matching time
Viewpoint invariance
Locale Uniqueness
Rank-1 Precision

Prefiltering
< O(N)
> ±θ
Moderate
Moderate

Filtering
< O(pn ) f or n ≈ 1
< ±θ
High
High

Whereas Table I gives us the criteria for assessing the
quality of the signatures to be used for the prefiltering and
the filtering stages, it leaves open the question of how to use
the criteria in a quantitative framework for choosing the best
signatures for the two stages. We believe that the question
regarding how to use these criteria can only be answered in
an empirical setting, and that too with regard to a given class
of features extracted from the hallway images. Therefore, in
the section that follows, we first talk about 3D-JUDOCA
features and then we answer the question about how to use
the criteria of Table I for choosing the best signatures.

III. S ELECTION OF S IGNATURES
A. Signatures Derived from 3D-JUDOCA Features
The 3D-JUDOCA features are 3D junction features based
on the 2D JUDOCA junctions [8] extracted from pairs of
stereo images. As demonstrated in [1], the viewpoint invariance of 3D-JUDOCA features and the robustness with which
they can be extracted from stereo pairs of images makes them
ideal for characterizing locales in hallway images. A large
majority of visually interesting points in typical hallways
are made up of the edge junctions at the corners of doors,
windows, wall hangings, bulletin boards, display windows,
etc. The regular 2D JUDOCA operator extracts these junctions in a viewpoint invariant manner from the individual
images. Subsequently, even greater viewpoint invariance can
be achieved when the corresponding 2D JUDOCA features
from the two images of a stereo pair are combined into 3DJUDOCA features.
For the purpose of this investigation, we will consider the
following seven signatures derived from the 3D-JUDOCA
features: (i) Vertical Signature (VS); (ii) Horizontal Signature
(HS); (iii) Radial Signature (RS); (iv) VS||HS; (v) VS||RS;
(vi) HS||RS; and (vii) VS||HS||RS, where || stands for
concatenation. VS is a height-based histogram of the absolute
differences in the 3D-JUDOCA feature counts collected from
the left side and from the right side up to a certain threshold
distance beyond the current position of the robot. HS is
similar in spirit to VS, except that it is now constructed from
two histograms whose cells are along the horizontal distance
straight down the hallway, with one histogram for the left
side and the other for the right side. RS is a radial histogram
of the 3D-JUDOCA features at the current location of the
robot. It is important to mention that the robot tries to center
itself the best it can between the hallway walls and orients
itself so that it is looking straight down a hallway before
constructing these signatures. The construction of VS, HS,
and RS is illustrated in Figures 2b, 2c and 2d for the locale
depicted in Fig. 2a. At training time, the robot associates
with each signature its spatial location with respect to the
world frame based at the position and the orientation of the
robot at the beginning of the training phase.
Given the set of seven signatures as constructed above,
we need to answer the question: How exactly should the
criteria of Table I be used in order to find the best signatures
for the prefilter and for the filter? A simpleminded approach
would be to rank each signature with respect to a weighted
sum of the criteria listed in Table I, with the weighting being
different for the prefilter and the filter in order to express the
different importance of the listed criteria to prefiltering and
filtering. Since a weighted sum of the criteria would constrain
the final choice of the signatures to be linearly dependent on
the criteria, a more general approach would be to construct an
ordering criterion as a weighted sum of functions of the Table
I criteria. This can obviously be done off-line during the
training phase of the robot. After the signatures are ordered
in this manner, we can pick the top ranked signatures for
the prefilter and for the filter. And, if our goal is to select
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Fig. 2: Illustration of how the HS, VS, and RS are computed
TABLE II: The performance evaluation of the 7 signatures using the Locale Uniqueness criteria
Signature Type
Actual Signature
Binary Version

VS
75.94
55.58

HS
79.47
69.69

RS
93.94
93.88

VSkHS
93.73
93.41

VSkRS
97.06
97.05

HSkRS
96.59
96.57

VSkHSkRS
97.87
97.87

TABLE III: The weighted sum of the performance results of the 7 signatures
Matching stage
prefilter
filter

VS
72.2638
57.8547

The weighted sum percentage for each signature type
HS
RS
VSkHS
VSkRS
HSkRS
VSkHSkRS
63.9275
59.7382
72.3107
59.0074
55.5803
52.4081
54.0521
72.3357
57.4494
64.6030
67.2921
58.0977

the best subsets of signatures to use, we can rely on the fact
that the number of signatures can be expected to be small.
Therefore, one can construct the same sort of an ordered list
for every element of the power set of the set of signatures.
Subsequently, one can select the top-ranked subsets for the
prefilter and the filter.
Using the dataset described in Section IV we evaluated
the performance of the seven signatures with respect to the
criteria mentioned in Table I. For the first, the third, and
the fourth criteria in Table I, we used 20% of the dataset,
selected randomly, for testing and the remaining 80% for
training. For the second criterion — the viewpoint invariance
criterion — we used all of the dataset for training. When a

test signature histogram is compared with each of the training
signature histograms, we used the Earth Movers Distance
(EMD) metric [15] (see Section IV for a comparison of
different distance metrics for comparing histograms).
Fig. 3 and Table II show the performance evaluation results
for all of the seven signatures. Fig. 3a shows the performance
with regard to the average matching time (first criterion in
Table I). Fig. 3b shows the Rank-1 precision rate (fourth
criterion in Table I). Fig. 3c shows a similar comparison with
respect to viewpoint invariance (second criterion in Table
I). Lastly, Table II shows the Locale Uniqueness rate (third
criterion in Table I) considering the noise in signature values.
In Table III, we show a rank ordering of the seven

signatures for prefiltering and filtering. The weighting given
to the Table I criteria for prefiltering was set empirically
at (0.3, 0.4, 0.15 and 0.15) and for filtering at (0.15, 0.4,
0.15 and 0.3). For the first, the third, and fourth criteria
listed in Table I, we used the criteria values directly. For
the second criterion that deals with viewpoint invariance, to
express the more nonlinear relationship between the filtering
signatures and how they depend on viewpoint invariance,
we first translated viewpoint invariance into what may be
referred to as “viewpoint dependence” by (100% - viewpoint
invariance rate). It is this value that is shown in the weights
for filtering. Based on this table, we chose the VS||HS
signature for prefiltering and the RS signature for filtering.1
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Fig. 3: The performance evaluation of the signatures using
three of the criteria listed in Table I

IV. E XPERIMENTS WITH A T WO -S TAGE F ILTER
C ASCADE
Now that the reader knows how we select the signature
types to use for the prefiltering stage and for the filtering
stage, in this section we will present experimental support
for a signature-based two-stage filter cascade for solving the
PRSL problem.
In the training phase of the robot, the VS||HS and RS
signatures are constructed from the 3D-JUDOCA features
extracted from the stereo pairs of images recorded by the
robot at known locations in the indoor environment of
interest. After the training phase is over, the 2-stage filtering
cascade that we present in this section works in real time
to help the robot to localize itself when taken to a random
locale in the space that was used in the training phase.
For the sake of validating our 2-stage approach in a
reproducible manner, the results we present in this section
will be based on a large indoor database of 6209 pairs of
stereo images recorded by our robot with a sampling interval
of 25 cm along the hallways. This data was collected in the
hallways of three buildings at Purdue University.2 The total
length of the hallways used for the collection of this data is
1539 m. The camera images are recorded at a resolution of
640 × 480 pixels. To help the reader visualize these hallways,
the upper half of Fig. 4 shows a conjoined depiction of the
four hallways in three separate buildings. This depiction was
constructed from the data produced by a laser range sensor
(mounted near the bottom of the robot) that returns range
points at a fixed height above the floor. The lines fitted to the
range points typically fall on the walls of the hallways. The
bottom half of Fig. 4 shows a full textured 3D reconstruction
for two of the four hallways. These were produced by the
framework presented in [11].
The VS||HS and RS signatures are computed for all of
the 6209 locales based on the 3D-JUDOCA features. The
average computation time of the 3D-JUDOCA features per
locale was around one second and the average computation
1 The reader my argue that the empirically set weights for the different
criteria may be suboptimal. Choosing these weights by analyzing the
distribution of the values for the different criteria in Table I is a future
goal of our research.
2 This dataset is publicly available at https://engineering.
purdue.edu/RVL/Research/PlaceRecognition/index.
html.

Fig. 4: The top frame shows a 2D range line map of the system of interior hallways that was constructed from the 6209 laser
scans. The 6209 stereo pairs of images in this system of interior hallways are used in the evaluation of the signature-based
framework to the solution of PRSL. The lower frame shows our PowerBot robot used in acquiring all of the data and for
testing. Also shown two samples of 3D map reconstructions of some sections of the hallways
time for constructing the VS||HS and RS signatures per
locale was around 0.45 sec. This is using a 2.67 GHz PC
class machine in which the computation of the signatures is
carried out using Matlab and feature computations with C++
based code. The length of each VS||HS signature was 55 bins
— 27 bins for the height-based histogram (VS) spanning 2.7
m, which represents ceiling to floor height, 27 bins for the
width-based histogram (HS) spanning 5.4 m of the walls
visible to the robot in the stereo image and 1 bin to keep
track of the locale ID. For the RS, 64 bins were used — 60
bins that span the field-of-view of the stereo camera in 1◦
sampling interval, 1 bin to keep track of the locale ID, and 3
bins to store the position(x, y) and heading φ , in real units,
of the robot specific to the locale.
For training and testing of our proposed framework, we
randomly selected 20% of the dataset for testing (1241
locales) and the remaining 80% for training (4968 locales).3
All of our reported results are based on the above training/testing percentages selected randomly and being averaged over 50 random runs. The localization error of the
robot, the recognition rate and the average recognition time
are the performance evaluation metrics used to evaluate our
results. Specifically, for the localization error, we categorized
the position error into 20 categories each corresponding to
an increment of 1 m distance up to 20 meters and for each
category we computed the recognition rate.
Since the performance of the selected VS||HS and RS
signatures is obviously predicated on the choice of features
used in constructing them, Fig. 5 shows the performance of
3 Dividing the dataset in this manner may seem strange in the context
of validating a robot localization framework. An “ideal” method for such
validation would have the robot wander around in the hallways and have
the robot attempt self localization at random locations. Unfortunately, such
an experimental validation approach would not be reproducible. Hence the
reason for the approach outlined in this section in which a portion of
the recorded data is used for training and the rest for testing. From an
experimental viewpoint, what makes our approach work is that we have
chosen a very small interval (25 cm) between the successive locales for
recording the training data and a relatively large interval (1 m) for declaring
a test locale to be the same as a training locale.

our proposed framework, based on using the EMD distance
metric, when four different stereo triangulated feature types
are used for constructing the signatures — 3D-JUDOCA,
SIFT, BRISK, and SURF. As it is clear, when the 3DJUDOCA features were used, about 84% recognition rate
is obtained for up to 1 m localization error distance, which
is the highest rate achieved among all other features. The
computed average recognition time per test locale was around
1.5 sec for the different feature types. This rate goes up
significantly when we also use RANSAC for rejecting the
outlier signatures in both the queries and the database.
Fig. 6 demonstrates the performance of our signaturebased framework using three different distance metrics; EMD
(Earth Mover’s Distance), Battacharyya and Hamming. EMD
gives us the best performance, but with the slowest average
recognition time (1.5 sec) due to the complexity associated
with the algorithm. Whereas, Hamming provides the slowest
performance but with extremely fast average recognition time
(0.02 sec), because only XOR comparisons need to be carried
out for the computation of the distance. The Hamming metric
is applied to binary versions of the absolute values of the
histogram differences. That is, if a bin has a non-zero value,
positive or negative, it gets a 1 in the binary representation,
otherwise it gets a 0. Lastly, for the case of Battacharyya
distance, the average recognition time was 0.45 sec.
Now we want to demonstrate a comparison between the
signature-based approach proposed in this paper with purely
feature based approaches that compare a query pair of
stereo images with locale-specific pairs of stereo images
on the basis of 3D features — 3D-SIFT, 3D-SURF, 3DBRISK and 3D-JUDOCA — extracted from the images.
Correspondences between the descriptor vectors in the query
pair of stereo images and the database pair of stereo images
are established through the minimization of the Euclidean
distances between the descriptor vectors while depending
on RANSAC for outlier rejection. In what follows, we will
refer to this feature based approach as the “least-squares
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Fig. 6: The performance of the signature-based framework
Fig. 5: The performance of the signature-based framework
using different distance metrics; EMD, Battacharyya and
using different feature types in the matching algorithm
Hamming
with RANSAC” method. The descriptors associated with
the 3D-features (meaning, 3D-SIFT, 3D-SURF, 3D-BRISK
and 3D-JUDOCA) were constructed from their popular 2D
versions except for the case of 3D-JUDOCA for which the
descriptors were computed as described in [1]. We only
recorded the recognition rate for up to 1 m positional error
and 5◦ heading error bounds. We used the same experimental
setup as we mentioned earlier in this section i.e. 20% of
the dataset randomly selected for testing and the remaining
80% for training. The results are summarized in Table IV.
As shown in Table IV, both 3D-JUDOCA and 3D-SURF
provide the best results for purely feature-based localization
with a recognition rates of 96.393% and 97.07% respectively.
For feature-based localization, the average recognition time
(not including the time for computing the descriptors) per
query image turns out to be a function of the total number
and the size of the descriptors. As is clear from Table IV, the
performance of the purely feature-based approaches is, more
or less, comparable to the signature-based approach (that
incorporates least-squares with RANSAC for final selection,
as we explain in the next paragraph). However, note how
much faster the signature based localization is compared to
the feature based localization. Feature based approaches also
need to organize and index a database composed of a large
numbers of descriptors [17], [19].
To elaborate on the rows in Table IV where we mention ‘signature-based’ along with RANSAC, the idea is
to choose a small number of top-ranked locales returned
by the filter cascade and to then apply the feature-based
matching approach described in the previous paragraph for
finding the best match between the query stereo images
and the stereo images for those locales. This match can be
subject to RANSAC type of outlier rejection as mentioned
in the previous paragraph. Let nl represent the number of
the locales retained from the list returned by signaturebased matching because their match scores are above a user-

set threshold. From this list, we now choose nm locales
for feature based matching. We found experimentally that
if nm = 40 = 0.8% × nl , then the recognition rate can be
improved up to 91% with a total average recognition time of
2.31 sec. This result is demonstrated in Fig. 7 and is achieved
by using the EMD distance metric for the signature-based
initial match and by using the 3D-SURF as a base feature
for the final feature-based match (with RANSAC for outlier
rejection, as explained previously). We made several other
experiments, as shown in Fig. 7, to see if the recognition
rate can still be improved if nm is to be increased. We found
that if nm = 150 = 3% × nl then the recognition rate can be
improved up to 95.727% with a recognition time of 2.5772
sec. A more interesting finding we have found is that, if we
use the Hamming distance metric to the binarized signatures
instead of the EMD metric, as shown in Fig. 8, set nm =
3% × nl , and at the same time use the least-squares featurebased method incorporating RANSAC for final selection,
the recognition rate can be improved from 74% (Fig. 6)
up to 93.79% with a recognition time of 0.8994 sec. This
recognition time is extremely fast compared to the 2.5772 sec
— when using EMD as mentioned above — and compared
to the purely feature-based approaches listed in Table IV
with a comparable recognition rate. Therefore, in light of
these results, it seems that the signature-based two-stage filter
cascade framework is promising and has great potential in
terms of its being scalable and robust. Our signature-based
framework using the Hamming distance metric applied to
binarized signatures for creating a pool of top-ranked locale
candidates and then using feature-based matching for the
final selection has the best time performance. However, it
ranks fifth in terms of the recognition rate.
V. C ONCLUSIONS
This paper presented a signature-based cascaded filtering
framework for fast PRSL in interior hallways. We presented
a set of criteria for assessing the suitability of signatures

TABLE IV: The recognition rate and average recognition time for the randomly selected test images

Signature-Based Cascaded Filters (EMD)
Signature-Based Cascaded Filters (EMD) with
RANSAC
Signature-Based Cascaded Filters (Hamming) with
RANSAC
3D-JUDOCA with RANSAC
3D-SIFT with RANSAC
3D-SURF with RANSAC
3D-BRISK with RANSAC

Recognition rate for
up to 1 m localization
error distance
84 %
95.727 %

Average recognition
time (sec)

The signature used in
prefiltering

The signature used in
filtering

1.5
2.5772

VS||HS
VS||HS

RS
RS

93.79%
96.393%
91.8449
97.07%
94.93%

0.8994
10.1527
30.37
10.2457
8.5261

VS||HS
-

RS
-

Signature−Based Cascaded Filters (Hamming) with RANSAC

Signature−Based Cascaded Filters (EMD) with RANSAC
96

↓ 3% nl

96

↓ 2% nl

94

92

↓ 5% nl

↓ 4% nl

↓ 1% nl
↓ 0.8% n

l

90

88

↓ 2% nl
92
↓ 1% nl
90
↓ 0.8% nl
88

86

l

2.3

↓ 5% nl

84

↓ 0.5% n

86
2.25

↓ 4% nl

↓ 3% nl

94
Recognition rate for up to 1 meter localization error %

Recognition rate for up to 1 meter localization error %

98

↓ 0.5% nl
2.35

2.4

2.45
2.5
2.55
Matching Time (sec)

2.6

2.65

2.7

2.75

82

0.65

0.7

0.75
0.8
Matching Time (sec)

0.85

0.9

0.95

Fig. 7: The performance of the signature-based framework Fig. 8: The performance of the signature-based framework
with RANSAC using the EMD distance metric as a function with RANSAC using the HAMMING distance metric as a
of nm
function of nm
(or subsets thereof) for prefiltering and for filtering. In
our experimental work, we used 3D-JUDOCA features and
showed that the best signatures derived from these features
give the robot good self-localization performance.
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