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Dynamic Voltage Scaling for Multitasking Real-Time
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Abstract—Dynamic voltage and frequency scaling can save en-
ergy for real-time systems. Frequencies are generally assumed
proportional to voltages. Previous studies consider the proba-
bilistic distributions of tasks’ execution time to assist dynamic
voltage scaling in task scheduling. These studies use probability
information for intratask voltage scheduling but do not sufficiently
explore the opportunities for intertask scheduling to save more
energy. This paper presents a new approach to combine intra-
and intertask voltage scheduling for better energy savings in hard
real-time systems with uncertain task execution time. Our ap-
proach takes three steps: 1) We calculate statistically the optimal
voltage schedules for multiple concurrent tasks, using earliest
deadline first scheduling for an ideal processor that can change
the frequency continuously; 2) we then adapt the solution to a
processor with a limited range of discrete frequencies, using a
polynomial-time heuristic algorithm; and 3) finally, we improve
our solution, considering the time and energy overheads of fre-
quency switching for schedulability and energy reduction. Our
simulation shows that the new approach can save more energy
than existing solutions while meeting hard deadlines.

Index Terms—Dynamic voltage scaling (DVS), hard real time,
low energy, multitasking, probability.

I. INTRODUCTION

ENERGY consumption is an important design issue for
battery-operated systems. In these systems, the processor

is one major energy consumer. For example, a previous paper
[27] shows that the processor contributes from 15% to 52% of
the total energy consumption of a laptop computer. Dynamic
voltage scaling (DVS) is an effective technique to reduce CPU
energy. Because the voltage of a processor is generally pro-
portional to its frequency, DVS can achieve quadratic energy
savings with only linear decrease of the frequency. Various
DVS algorithms have been proposed, particularly for real-time
systems. A real-time task has a deadline that is the maximum
time within which the task must complete its execution. A real-
time scheduling algorithm can be either offline or online [6]. A
“hard” real-time system does not allow missing any deadline.
Consequently, for a task with uncertain execution time, the
scheduler must consider the worst case execution time (WCET)
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to guarantee meeting the deadline. The task’s execution time is
the execution cycles divided by the frequencies. Because the
execution time depends on the processor’s frequency and we
study frequency and voltage scaling, we use “execution cycles”
instead of execution time to express the workload of a task.

One solution to meet the deadline is to assign the processor
a single frequency that is equal to the ratio of the worst case
execution cycles (WCECs) to the allowed execution time [17].
This can be too conservative if the number of average execution
cycles is much smaller than the worst case. Alternatively, the
probability information of the number of cycles can be used
for better frequency scheduling. If a task consumes different
numbers of cycles in different execution instances, the later
cycles have lower probabilities to be consumed than the earlier
cycles. For example, suppose three execution instances of a
task consume one, two, and three million cycles, respectively.
Then, the first million cycles are consumed three times (once
per instance), the second million cycles twice, and the third
million only once. Some studies [9], [14], [25], [26] propose
to assign lower frequencies to the earlier cycles and higher
frequencies to the later cycles (called “accelerating frequency
schedule”). The high frequencies for the later cycles, in case
they are needed, guarantee the meeting of the hard deadline.
The low frequencies for the earlier cycles with higher prob-
abilities reduce the expected total energy consumption. The
probability of execution cycles can be obtained through offline
or online profiling [18], [26]. The WCEC is used to ensure that
the accelerating frequency schedule meets the deadline.

The existing studies on accelerating frequency scheduling
have two major limitations: 1) They use the probability infor-
mation for intratask scheduling and do not sufficiently explore
the opportunities for intertask scheduling to save more energy,
which determines how to allocate time for different tasks, and
2) for processors with a limited range of discrete frequencies,
the existing studies adjust the frequencies of each task individu-
ally to match the available frequencies without considering the
other tasks for coordinated adjustments.

This paper presents a new approach for inter- and intratask
scheduling in hard real-time multitasking systems with uncer-
tain workloads. This approach combines inter- and intratask
scheduling into a single optimization problem such that the
frequency schedule of each task is determined by both its own
probability distribution and the probability information from all
the other tasks. In other words, global information is used to
build frequency schedules for individual tasks. Our approach
takes three steps: 1) We calculate statistically the optimal fre-
quency schedules for multiple concurrent tasks, using earliest
deadline first (EDF) scheduling for an ideal processor that
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Fig. 1. (a) Execution cycles of task instances. (b) Execution cycles of each
instance are divided into three bins. The dashed bins are not actually used by
the task (M: million cycles).

can change the frequency continuously; 2) we then adapt the
solution to a processor with a limited range of discrete frequen-
cies, using a polynomial-time heuristic algorithm that considers
global probability information and schedulability constraints;
and 3) finally, we consider the time and energy overheads of
frequency switching for schedulability and energy reduction.
Our simulation shows that this approach can save more energy
than the existing solutions while meeting hard deadlines.

II. BACKGROUND

A. DVS for Uncertain Workloads

Experiments have shown a wide variation between the best
case and the WCETs for many applications [20], [26]. There
are two general approaches to handle uncertain workloads
with DVS. One reclaims the run-time slack produced by the
early completion of tasks. This is a reactive approach because
it reduces the frequencies after actually observing the slack
time [1], [7], [17], [29]. The other takes advantage of the
probabilistic distributions of the workloads and proactively uses
the accelerating frequency scheduling. We explore the second
approach in this paper.

Lorch and Smith [14] derive the accelerating frequency
schedules for a single task. Gruian [9] constructs accelerating
intratask schedules and allocates time to multiple tasks based on
their WCECs. Yuan and Nahrstedt [26] combine accelerating
schedules with soft real-time constraints for multimedia appli-
cations. Xu et al. [25] and Lu et al. [15] study the accelerating
scheduling in systems with discrete frequencies. These studies
use the probability information for only intratask scheduling. In
contrast, we can save more energy by combining the probability
information for scheduling. Zhang et al. [28] and Xu et al. [24]
have considered multiple tasks in a special case, where all
periodic tasks share a common period such that all the tasks
execute sequentially in each period and finish before the end
of the period. Our approach is more general, allows preemptive
tasks with different periods, and uses EDF scheduling.

B. Probability of Execution Cycles

Fig. 1(a) shows an example of a periodic task with a period of
1 s. The task has one execution instance during each period. The
four instances require one, one, two, and three million cycles,
respectively. Fig. 1(b) shows that the WCECs are divided into
three bins. For the first and second instances, only the first
bin of cycles is executed. For the third instance, only the first
two bins are executed. We can compute the probability of the

Fig. 2. CDF, P , and frequency schedule, using (a), (b), and (e) cycles and
(c), (d), and (f) bins.

bins with respect to the total number of instances. The first bin
executes in every instance; thus, its probability is 4/4 = 100%.
The second and third bins have probabilities of 2/4 = 50%
and 1/4 = 25%, respectively. Such probability information can
be obtained through profiling that records the numbers of
execution cycles for the past instances of the task. Profiling can
be performed either offline or online [18], [26].

In general, suppose a task requires at most W cycles and
the distribution of the cycles is expressed by a cumulative
distribution function (CDF) shown in Fig. 2(a). The probability
that the jth cycle is needed is P (j) = 1 − CDF(j − 1), as
shown in Fig. 2(b). Note that P is nonincreasing because CDF
is nondecreasing. Because each task may require millions of cy-
cles, the amount of distribution information can be prohibitively
large if it is recorded for each cycle. Hence, the range [0,W ] is
partitioned into M equal-sized bins. Each bin contains b cycles,
and b = �W/M�. The CDF is then a function of the bins, as
shown in Fig. 2(c). The probability that the jth bin is needed is
P (j) = 1 − CDF(j − 1), as shown in Fig. 2(d). Bins are more
general than cycles because we can choose one for b and make
M = W .

C. Accelerating Frequency Schedule

The frequency assigned to the jth bin is fj , and the execution
time for this bin is b/fj . The processor’s power is proportional
to v2f and v ∝ f ; here, v is voltage. The energy for this bin
is (v2

j fj) × b/fj ∝ bf2
j . The expected energy consumption for

this bin is proportional to the product of the energy and the
probability: bf2

j P (j). Suppose the task is released at time zero,
and the deadline is t. The optimization goal is to find a fre-
quency schedule f1, f2, . . . , fM to minimize the total expected
energy. This is formulated as follows:

minimize
∑

1≤j≤M

bf2
j P (j) (1)

subject to
∑

1≤j≤M

b

fj
≤ t. (2)
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Fig. 3. Run-time usage of the frequency schedule.

Based on earlier studies [14], [25], [26], the optimal solutions
can be obtained by assigning fj

fj =

M∑
h=1

b 3
√

P (h)

t 3
√

P (j)
. (3)

This frequency schedule is shown in Fig. 2(e) for b = 1
and in Fig. 2(f) for b � 1. Both frequency schedules are
nondecreasing because P (j) ≥ P (j + 1), and the denominator
decreases in (3).

At run time, we do not know how many execution cycles
the current task instance will consume before it finishes. The
algorithm in Fig. 3 shows how to use the frequency schedule at
run time (the current task instance is denoted as Kins). Previous
work [26] implements this algorithm, using a timer. The timer
expires in b/fj seconds, and the processor uses fj+1 if Kins has
not finished yet.

D. Contributions

This paper makes the following contributions: 1) We have de-
rived and proved the statistically optimal solution for schedul-
ing multiple concurrent tasks; 2) for a processor with a limited
range of discrete frequencies, we schedule the frequencies for
all tasks simultaneously instead of scheduling different tasks
in isolation as in previous methods; and 3) we show that the
frequency-switching overhead is important for schedulability.
This paper extends our previous studies [21], [23], and we
provide the proof for our statistically optimal solution, conduct
more comparisons between our method and the previous meth-
ods, and evaluate the sensitivity of energy savings to the number
of bins and the variation of execution cycles.

III. INTEGRATED TASK SCHEDULING

This section presents our scheduling scheme for DVS. We
first provide a motivational example to illustrate the basic
concept. Then, we present our statistically optimal solution
for concurrent tasks in hard real-time systems with uncertain
workloads. We extend the solution to processors with only
a limited range of discrete frequencies in Section III-D and
consider frequency-switching overhead in Section III-E.

A. Motivational Example

Consider two periodic tasks K1 and K2, as shown in
Fig. 4(a), starting from the same time with periods T1 = 3s
and T2 = 6s. Both tasks have WCEC of three million cycles,
which are divided into three equal-sized bins. Task K1 always
uses three million cycles (three bins); thus, the probabilities of

the three bins are all 100%. Task K2 has 90% probability to
use only one million cycles (the first bin), 5% probability to use
only two million cycles (the first two bins), and 5% probability
to use three million cycles (all three bins). The probability
that the first bin of K2 is used is 100%, the second bin 10%,
and the third bin 5%. Each task’s deadline is the same as the
task’s period. With EDF scheduling, K2 executes after K1’s
first instance. The second instance of K1 has the same deadline
as K2, and hence does not preempt K2, and executes after K2.
We consider three different methods to assign frequencies, so
that both tasks can meet their deadlines.

The first method allocates the same amount of time, which is
2 s, to the three instances because they have the same WCEC.
Within each 2 s, the optimal intratask scheduling explained in
(3) is adopted. Fig. 4(b) shows the frequencies of the schedule.
The frequency assigned to K1 is the same across the 2-s
duration because the actual number of execution cycles is the
same as the WCEC. The frequency assigned to K2 gradually
increases. This solution is the state-of-the-art probability-based
frequency scheduling for multiple tasks with EDF [26].

The second method allocates time to tasks based on their
average-case execution cycles (ACECs). The ACEC of K1 is
three million cycles, and the ACEC of K2 is 1 × 0.9 + 2 ×
0.05 + 3 × 0.05 = 1.15 million cycles. The time allocated to
each instance of K1 is 6 × 3/(3 + 1.15 + 3) = 2.52 s, and the
time allocated to the instance of K2 is 6 × 1.15/(3 + 1.15 +
3) = 0.96 s. Within the time allocated to each task instance, the
optimal intratask schedule in (3) is used, and the frequencies
are shown in Fig. 4(c). This schedule, unfortunately, consumes
1% more energy than the first method.

Our method considers the tasks’ cycle distributions simulta-
neously and combines inter- and intratask frequency schedul-
ing. As shown in Fig. 4(d), we allocate 2.3 s for K1 and 1.4 s
for K2 and save 12% more energy than the first method. This
method will be explained in Section III-C.

B. Task and System Model

We consider a set of periodic independent tasks denoted
as K1,K2, . . . ,KN . The tasks are preemptive, and they are
scheduled by using EDF policy. Task Ki has the following
parameters.

1) Ti is the period, and it has an execution instance in each
period.

2) Di is the deadline, and every execution instance must
finish before its deadline. We assume Di = Ti in this
paper. We do not assume that all tasks have the same
deadline.

3) Wi is the WCEC, i.e., the maximum number of cycles
needed by each execution instance. The range [0,Wi] is
divided into Mi bins, and the jth bin contains bij cycles.
Because equal-sized bins are used for cycle profiling,
each bin contains �Wi/Mi� cycles.

4) Pij is the probability that the jth bin of cycles is needed
in each period. For a practical processor with a finite
number of frequencies, the number of bins may exceed
the number of frequencies such that different frequencies
can be assigned to different numbers of bins.
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Fig. 4. Two periodic tasks shown in (a) can have different frequency schedules from different methods that are based on the following: (b) worst case cycles,
(c) average cycles, or (d) distribution of cycles.

The processor’s power consumption at frequency f is c0 +
c1f

α (c0, c1, and α are nonnegative constants, and α ≥ 2),
where c0 and c1f

α denote the static power and the dynamic
power, respectively. We assume that the processor consumes
only static power during idle periods and the system is never
turned off; therefore, we can ignore c0 and c1 because they do
not affect the analysis results. The power used in the analysis
is fα, and the energy per cycle is fα/f = fα−1. We first
consider an ideal processor whose frequency can be adjusted
continuously from zero to infinity. In Section III-D, we consider
a processor with a set of bounded and discrete frequencies,
which is denoted as F1, F2, . . . , Fq in ascending order.

We assume that the number of execution cycles for a given
task instance is a constant, regardless of the processor fre-
quency. This assumption is valid because cache accesses are
controlled by the processor clock. The assumption, however, is
invalid for off-chip accesses such as memory chip or IO devices.
In this paper, we assume that the execution time is inversely
proportional to the processor’s frequency. This assumption is
also adopted in many previous studies [1], [7], [9], [14], [15],
[17], [24]–[26], [29].

C. Statistically Optimal Frequency Schedule

We combine inter- and intratask scheduling such that the
probabilities of the bins from all tasks are considered to build
frequency schedules for individual tasks. The optimization
problem is to find a frequency fij for the jth (1 ≤ j ≤ Mi)
bin of task Ki (1 ≤ i ≤ N) to minimize the total expected
energy of all tasks based on the bins’ probabilities and under
the schedulability constraint of EDF. EDF can schedule a set of
tasks if the total CPU utilization is no more than one [13]. The
mathematical formulation is as follows:

minimize
N∑

i=1

Mi∑
j=1

bijf
α−1
ij

Pij

Ti
(4)

subject to
N∑

i=1

∑Mi

j=1
bij

fij

Ti
≤ 1. (5)

Equation (4) is the total expected energy consumed by all
tasks, where bijf

α−1
ij and Pij are the energy consumption and

the probability of the jth bin of task Ki, respectively. Because

Pij is with respect to the total number of periods of task Ki,
we multiply Pij with 1/Ti, which is the number of periods for
Ki in a unit of time. The probabilities of the bins of all tasks
are then with respect to a unit of time. Equation (5) guarantees
the schedulability of EDF, where

∑Mi

j=1 bij/fij is the WCET

of task Ki. Note that (5) implies that
∑Mi

j=1 bij/fij ≤ Ti and
Ti is the deadline; thus, this guarantees that all tasks meet their
deadlines. Equations (4) and (5) can be solved by basing on
Jensen’s inequality [21], and the derivation of the solution is
in Appendix. All the optimization equations in this paper are
solved with the same rationale. The minimum expected total
energy is as follows:


 N∑

i=1

∑Mi

j=1 bijP
1
α

ij

Ti




α

. (6)

The jth bin of task Ki is assigned with frequency fij

fij =

∑N
g=1

∑Mg

h=1
bghP

1
α

gh

Tg

P
1
α

ij

. (7)

The time (ti) allocated to task Ki depends on the frequency
schedule

ti =
Mi∑
j=1

bij

fij
=

∑Mi

j=1 bijP
1
α

ij∑N
g=1

∑Mg

h=1
bghP

1
α

gh

Tg

. (8)

The statistically optimal frequency schedules and the time
allocated for each task can be computed from the periods (Ti),
the bins (Mi, bij), and the bins’ probabilities (Pij). Equation
(7) indicates that the frequency for each task is accelerating be-
cause the denominator P

1/α
ij decreases as j increases. Equation

(8) with α = 3 is used by the third method in the motivational
example in Section III-A to calculate the time allocation for the
two tasks.

D. Bounded and Discrete Frequencies

Section III-C assumes continuous frequencies from zero
to infinity. However, a practical processor has a maximum
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Fig. 5. Steps to confine frequency schedules within [fmin, fmax]. (a) Compute schedules for tasks K1 and K2 for continuous frequencies. Bij means the jth

bin of cycles for task Ki. (b) Assign fmax to B13 and recompute the frequencies for the remaining bins: B11, B12, B21, B22, and B23. (c) Assign fmin to B21

and recompute the frequencies for the remaining bins: B11, B12, B22, and B23.

frequency fmax and a minimum frequency fmin. Furthermore,
the frequencies between fmin and fmax are discrete. With this
constraint, there is no efficient and optimal solution for the
problem because a previous study in [27] shows that it is NP-
hard even to find the statistically optimal frequency schedule for
a single task. This section presents a polynomial-time heuris-
tic algorithm to adjust the frequencies within fmin and fmax

based on intertask probability information and schedulability
constraints. We first assume that the frequencies are continuous
within [fmin, fmax] and then restrict the frequencies to be
discrete.

Fig. 5(a) shows the frequency schedules for two tasks K1

and K2, using continuous frequencies in (7). The frequencies of
the first bins B11 and B21 are lower than fmin. The frequency
for B13 is higher than fmax. Task K1 is allocated with time
t1, and task K2 is allocated with time t2 based on (8). We
first consider reducing the frequencies that are higher than
fmax, namely, the frequency for B13. Because we always assign
higher frequencies to the bins with lower probabilities, B13

must have a probability lower than the other bins. Decreasing
the frequency of bin B13 will prolong its execution time. Due
to schedulability constraints, at least one of the other bins has
to shorten its execution time and consequently use a higher
frequency. Because all the other bins have higher probabilities
than B13, their frequencies should be kept low to minimize
the expected energy. Hence, we decrease the frequency of B13

to fmax.
Two methods can adjust the frequencies of the other bins

to meet schedulability. The first adjusts only task K1 within
its allocated time t1. Namely, bins B11 and B12 raise their
frequencies to use less time such that the three bins of K1 still
use time t1. This method does not consider the opportunity
for intertask adjustment. The second method recomputes the
frequency schedule for all the remaining bins from both tasks.
The durations t′1 and t′2 depend on the new frequency schedules.
This is shown in Fig. 5(b). B13 is assigned with fmax, and the
frequencies of the remaining bins B11, B12, B21, B22, and B23

are adjusted.
This concept can be generalized to multiple bins whose

frequencies are higher than fmax. Let Hi denote the number
of bins that are assigned with frequencies higher than fmax

for task Ki in (7). We assign fmax to these bins and use the

following formula to calculate the frequencies of the remaining
1 ≤ j ≤ Mi − Hi bins of all tasks:

minimize
N∑

i=1

Mi−Hi∑
j=1

bijf
α−1
ij

Pij

Ti
(9)

subject to
N∑

i=1

Mi−Hi∑
j=1

bij

fij
+

Mi∑
j=Mi−Hi+1

bij

fmax

Ti
≤ 1. (10)

The minimum energy is achieved if

fij =

N∑
g=1

Mg−Hg∑
h=1

bghP
1
α

gh

Tg

P
1
α

ij


1 −

N∑
g=1

Mg∑
h=Mg−Hg+1

bgh
fmax

Tg




. (11)

If this new frequency schedule for the 1 ≤ j ≤ Mi − Hi bins
still contains frequencies higher than fmax, we assign fmax to
these bins and recursively perform the aforementioned adjust-
ment for the remaining bins, until all bins have frequencies
not greater than fmax. Because the number of remaining bins
decreases, the number of recursion steps is not more than the
total number of bins.

We next handle the bins with frequencies lower than fmin.
In Fig. 5(b), the frequency of B21 is lower than fmin. Because
we always assign lower frequencies to bins with higher prob-
abilities, B21 must have a higher probability than the other
bins. The frequency of B21 should be kept low to minimize
the expected energy. Hence, we increase the frequency of B21

to only fmin, as shown in Fig. 5(c). Because this shortens the
execution time of B21, the spare time can be assigned to the
other bins to lower their frequencies. We redistribute such spare
time to the remaining bins of all tasks by recomputing their
frequency schedules.

Let Li denote the number of bins with frequencies lower
than fmin for task Ki. We determine the frequencies for the
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Fig. 6. Pseudocode for confining the frequency schedule to the available
frequency range.

remaining Li + 1 ≤ j ≤ Mi − Hi bins, using the following:

minimize
N∑

i=1

Mi−Hi∑
j=Li+1

bijf
α−1
ij

Pij

Ti
(12)

subject to
N∑

i=1

Li∑
j=1

bij

fmin
+

Mi−Hi∑
j=Li+1

bij

fij
+

Mi∑
j=Mi−Hi+1

bij

fmax

Ti
≤ 1.

(13)

The minimum energy is achieved if

fij =

N∑
g=1

Mg−Hg∑
h=Lg+1

bghP
1
α

gh

Tg

P
1
α

ij


1 −

N∑
g=1

Lg∑
h=1

bgh
fmin

+

Mg∑
h=Mg−Hg+1

bgh
fmax

Tg




. (14)

The pseudocode for confining the frequency schedule be-
tween fmin and fmax is shown in Fig. 6. The input to the
algorithm is the statistically optimal frequency schedule in (7).

Fig. 7. (a) Two frequencies of bins f1 and f2 are between two adjacent
discrete frequencies Fa and Fb. (b) Each bin breaks into two subbins to use
Fa and Fb. (c) Two bins are redivided into another two bins to use Fa and Fb.

Lines 1 to 16 confine the schedule under fmax, and the vari-
able exceed_fmax indicates whether there exists fij > fmax.
Lines 7 to 11 assign fmax to all bins that are currently with
frequencies greater than fmax. Lines 12 to 16 recalculate the
frequencies for the remaining bins. The while loop has finite
iterations because the number of remaining bins

∑N
i Mi − Hi

decreases in each iteration. The time for the number of remain-
ing bins to decrease to zero is O(m), where m =

∑N
i=1 Mi,

and it is the total number of bins of all tasks. The computation
of the frequency schedule at line 14 takes O(m) time. The total
time is thus O(m2). Lines 17 to 32 confine the schedule above
fmin, and they take O(m2) time similarly.

After the previous procedure, all bins have frequencies be-
tween fmin and fmax. We next consider the available dis-
crete frequencies. A simple method replaces each frequency
with its two adjacent discrete frequencies [9], [11]. However,
this method can waste energy when multiple bins have their
frequencies between the same two adjacent frequencies. This
always occurs when the number of bins is larger than the
number of frequencies.

Fig. 7(a) shows an example when two bins B1 and B2

have frequencies between two adjacent discrete frequencies
Fa and Fb. Fig. 7(b) shows that each bin breaks into two
subbins to use Fa and Fb within the same execution time of
the original bins. The frequency rises and falls between Fa

and Fb, and the schedule is no longer accelerating. The early
bin B1b with higher probability uses fb, whereas the later bin
B2a with lower probability uses Fa. Alternatively, we propose
to combine the two original bins into another two bins that
use Fa and Fb within the duration of the two original bins,
as shown in Fig. 7(c). This guarantees only one frequency
switching between any two adjacent discrete frequencies, and
the early bin uses the lower frequency. There can be more
than two bins with frequencies between Fa and Fb. Let n
be the number of bins with frequencies between two adjacent
discrete frequencies Fa and Fb. Let C be the total number of
cycles of the n bins and t be their total durations with the
original frequency assignments. We need to combine the n bins
into two bins. Let x be the number of cycles assigned to the
first bin. Then C − x is the number of cycles assigned to the
second bin. The two bins should use the same duration as
the original n bins. The value of x can thus be found by solving
t = x/Fa + (C − x)/Fb.

The pseudocode handling the discrete frequencies is shown
in Fig. 8. The input to the algorithm is the frequency schedule
confined within fmin and fmax. Lines 4 to 8 find all fij between
Fk−1 and Fk, and Lines 10 to 13 restrict fij to be Fk−1 and Fk.
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Fig. 8. Pseudocode for restricting the frequency schedule to the available
discrete frequencies.

The algorithm scans through all bins sequentially and takes
O(m) time. The increments of k take O(q) time, where q is num-
ber of frequencies. Overall, the algorithm takes O(mq) time.

E. Frequency-Switching Overhead

We consider both inter- and intratask frequency switching
overheads. The intertask frequency switching occurs only dur-
ing the context switching between two tasks and, at most, once
in each context switching. Under EDF scheduling, each task
instance can preempt another task, at most, once, and each
preemption actually incurs two context switchings, i.e., from
and back to the preempted task. Let δt be the maximum time
overhead of frequency switching and dt be the maximum time
for context switching. The overhead for each task to preempt
other tasks is, at most, 2(δt + dt). The minimum time to finish
each instance of task Ki in the worst case is Wi/fmax + 2δt +
2dt, where Wi is the WCEC. With EDF scheduling, the n tasks
can be scheduled if

N∑
i=1

Wi

fmax
+ 2δt + 2dt

Ti
≤ 1. (15)

When this condition does not hold, we assign all tasks with the
uniform frequency

∑N
i=1 Wi/Ti to avoid intertask frequency

switching; otherwise, we modify the schedulability conditions
in (5), (10), and (13) to consider the intertask frequency-
switching overhead. For example, (5) is modified to be as
follows:

N∑
i=1

Mi∑
j=1

bij

fij
+ 2δt + 2dt

Ti
≤ 1. (16)

Such modifications guarantee that each task reserves time
2δt + 2dt for preemption. Reducing such overheads associated
with context switching involves modifying EDF to reduce the
number of preemptions, and it is beyond the scope of this paper.

Fig. 9. Pseudocode for handling frequency-switching overhead.

Because our method allows intratask frequency switching
between bins, the switching overhead may be very high if a
task instance contains a large number of bins. For intratask
frequency switching, there is no context switching overhead.
We consider the time overhead for meeting the deadline and the
energy overhead for energy reduction. Our algorithm handles
the overhead between every pair of frequencies sequentially
from the highest to the lowest frequencies in the schedule of
each task, as shown in Fig. 9. Let fi(j−1) and fij be a pair
of frequencies, and they are assigned to bi(j−1) and bij cycles,
respectively. With the time overhead, the frequencies of some
cycles have to increase such that the task can meet the deadline.
We raise the frequency of the later x cycles of the bi(j−1) cycles
from fi(j−1) to fij such that we obtain a spare time that is equal
to the time overhead δt, as shown in Lines 5 to 10. The value
of x can be found by solving x/(fi(j−1)) − x/fij = δt. It is
possible that the solved x is greater than or equal to bi(j−1). In
this case, no sufficient time can be obtained for δt or no cycles
are left to use fi(j−1), and we then assign fij to all bi(j−1) cycles
to remove the switching.

Next, we handle the energy overhead δe for the switching.
The energy of the bi(j−1) cycles using fi(j−1) is e, as shown in
Line 11. If using frequency fij instead, the energy of bi(j−1)

cycles is e′, as shown in Line 12. Hence, the energy is saved
by e′ − e from using fi(j−1). If such savings are less than δe,
we assign a single frequency f ′ to the bi(j−1) + bij cycles, as
shown in Lines 13 to 14. If f ′ does not match an available
frequency of the processor, we raise f ′ to the closest frequency
of the processor, as shown in Lines 15 to 18.

Because we handle overheads sequentially from the highest
to the lowest frequencies in the schedule for all tasks, this
takes additional O(mq) time. We have also shown that han-
dling bounded and discrete frequencies takes time O(m2) and
O(mq), respectively. Hence, our method overall takes O(m2 +
mq) time.
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F. Implementation Issues

The profiling of cycle distributions and the computation
of frequency schedules can be implemented either offline or
online. For an embedded system, the tasks are usually fixed,
and the cycle distributions of the tasks can be obtained through
offline profiling on their execution traces. Accordingly, our
method computes the frequency schedules offline, and there is
no computation overhead at run time. The computed schedules
can be stored in the system memory for run-time usage. At
run time, we only need to count how many cycles have been
consumed by the current task and determine whether to switch
to a higher frequency by looking up the accelerating frequency
schedule. A previous study [26] has shown the feasibility of
using accelerating frequency schedule at run time.

The profiling and scheduling can also be performed at run
time. As shown in [27], the profiling overhead is negligi-
ble (< 100 cycles per task instance). The study also shows
that the distributions of execution cycles change very slowly.
Consequently, the frequency schedules need to be recomputed
infrequently, and the incurred overhead remains small. For
schedulability, the periodic recomputation of the frequency
schedule can be treated as an extra periodic task.

There are also cases where obtaining the cycle distributions is
more difficult. For example, legacy binary-only code is difficult
to inspect and characterize. If the cycle distribution cannot
be obtained, our method can use the worst case cycles as the
workload, and the effectiveness on energy reduction is limited.

IV. EXPERIMENTAL RESULTS

This section describes the simulation setup and presents the
results comparing the energy savings from our method and the
existing solutions for both finite and continuous frequencies.
When the number of finite frequencies increases, our method
can approach the ideal case, where continuous frequencies are
available.

A. Setup

We use the frequency and voltage settings and the power of
Intel Xscale [25]. It has five voltage/frequency levels: 0.75 V/
150 MHz, 1.0 V/400 MHz, 1.3 V/600 MHz, 1.6 V/800 MHz,
and 1.8 V/1000 MHz. The five levels consume power values
of 80, 170, 400, 900, and 1600 mW, respectively. The power
includes both dynamic and static power. Because the power
consumption can be fitted with a curve of 1.55 × 10−6f3 + 60,
we assign α = 3 and c0 = 60 mW. We use the method in
[5] to calculate the switching overheads. The method assumes
that the time overhead is proportional to the voltage difference
and the energy overhead is proportional to the difference be-
tween the voltage squares. The computed overheads are shown
in Table I. For continuous frequencies, we obtain their power
and overheads by applying third-degree polynomial fitting to
the power and overheads of the discrete frequencies, respec-
tively. We assign dt = 9 µs by measuring the context-switching
time in an XScale-based platform from Accelent Systems, Inc
[22]. Our simulation uses three sets of benchmarks: synthetic,
multimedia, and stereovision.

TABLE I
OVERHEADS OF FREQUENCY SWITCHING

TABLE II
MULTIMEDIA APPLICATIONS. ∗ THOUSAND CYCLES

1) Synthetic Benchmarks: We use synthetic task sets with
distributions of Gaussian and exponential, as suggested in [25]
and [28]. Each task set has 30 tasks. We construct each task
set in three steps. The first step assigns each task with a period
that is randomly chosen uniformly between 10 ms and 1 s. The
second step chooses for each task its WCEC (W ) randomly
between 105 and 107 cycles under the constraint that the worst
case CPU utilization at 500 MHz is not more than one. The
third step determines a distribution of cycles for each task.
We use the same type of distributions for all tasks and test
the two distribution types separately. A Gaussian distribution
has two parameters: mean (µ) and standard deviation (σ). For
task Ki, µi is randomly chosen within the range (0,Wi], and
σi = Wi/6. An exponential distribution has one parameter λ
(µ = 1/λ; σ2 = 1/λ2). For each task, we choose its µi (or
1/λi) also randomly within the range (0,Wi].
2) Multimedia Applications: Multimedia tasks are often

used for evaluating real-time scheduling [14], [26], [28]. We use
four multimedia programs: mpegplay, madplay, tmndec, and
toast, as shown in Table II. All these programs except toast
have the same period, but their WCECs vary considerably.
The distributions of their cycles are obtained through offline
profiling on their execution traces. The distributions of these
programs are studied in detail in [26].
3) Stereovision Tasks: Mobile robots often perform real-

time tasks. Previous studies in [3] and [16] show that the
processor power of a mobile robot is comparable to its motion
power. We consider a robot’s stereovision system that guides
the robot’s motion in real time [4]. When the robot is exploring
an environment, it periodically takes stereo photographs and
processes them with stereo algorithms to detect or recognize the
surrounding objects. The image processing should finish before
taking the next pair of photographs. Fig. 10 shows a pair of
stereo photographs that are processed by the stereo algorithm
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Fig. 10. Stereovision algorithm [2] takes the pair of stereo images and
computes the disparity map (the rightmost figure).

[2] to produce a disparity map. The disparity is used to describe
the 2-D vectors between the positions of corresponding features
seen by the left and right cameras. It is inversely proportional to
the depth. The pixels with the same gray scale in the disparity
map are at the same depth. A robot can have multiple cameras
for the surveillance of the surrounding environment. A typical
camera has a view angle of about 45◦, and lens with wider view
angle distort the view of objects [10]. We consider a robot with
eight pairs of cameras facing the eight directions to cover the
360◦ panorama. The stereo photographs are taken every 2 s
[19] and processed by using the stereo algorithm in [2]. The
cycle distribution of the stereo algorithm is profiled by using the
stereo-vision images taken from the image database of the cities
of West Lafayette and Indianapolis in the state of Indiana [8].
4) Compared Methods: Six DVS methods are compared,

and each method allows either discrete frequencies or un-
bounded continuous frequencies.

1) Uniform (U). It sets a uniform frequency for all tasks,
and this frequency is equal to the total CPU demand∑N

i=1 Wi/Ti in the worst case.
2) Reclamation (R). It sets the frequency to

∑N
i=1 Wi/Ti

initially and then dynamically adjusts the frequency.
Upon an early completion for an instance of Ki, the Wi

in
∑N

i=1 Wi/Ti is replaced with the actual number of
execution cycles. Upon the release of the next instance
of Ki, the Wi is restored. Hence, this method essentially
“decelerates” frequencies upon early completion to save
energy. This method has been investigated in [1], [17],
and [26].

3) Reclamation-2 (R2). It splits each task into two bins of
cycles bi1 and bi2, where bi1 + bi2 = Wi, and the bin bi1

is equal to the task’s average execution cycles obtained
through run-time feedback. The bin bi2 is always assigned
with frequency fmax for guaranteeing meeting deadlines.
The bin bi1 is assigned with frequency bi1/(bi1 + sk) ×
fmax, where sk is the amount of slack available to the
task. This method considers both average execution cy-
cles and the run-time slack to reduce energy [7], [29].

4) Statistical Worst (SW). It allocates time to tasks based
on their WCEC, i.e., task Ki is allocated with time
Wi/

∑N
i=1(Wi/Ti) [26]. An accelerating frequency

schedule is then constructed for each task, using (3) for
a processor with continuous frequencies and for discrete
frequencies using the method in [25].

5) Statistical Average (SA). The only difference from SW is
that SA allocates time to tasks based on their ACECs. Let
Ai be the ACEC of task Ki; then, Ki is allocated with
time Ai/

∑N
i=1(Ai/Ti).

6) Statistical Integrated (SI). This is our method, and it com-
bines inter- and intratask scheduling for both continuous
and discrete frequencies, as explained in Section III.

B. Energy Consumption and Deadline Misses

Fig. 11(a) shows the simulation results for energy consump-
tion. The four groups of bars show the energy consumption
from the four task sets. For each set, the 12 bars represent the
energy consumed by the six methods for both continuous and
discrete frequencies. The energy of all methods is normalized
to the method UD. The bin size of each task set is equal to the
task set’s maximum WCEC divided by 20 bins. A sensitivity
analysis of the number of bins is in the next section.

Fig. 11(a) shows that UD always consumes more energy
than the other methods with bounded discrete frequencies and
UC always consumes more energy than the other methods
with unbounded continuous frequencies. The reason is that the
uniform-frequency method considers only the WCEC and is
the most conservative. SID always consumes less energy than
the other methods for bounded discrete frequencies: ranging
from 22% to 31% less than UD, 18% to 25% less than RD,
12% to 17% less than R2D, 15% to 20% less than SWD, and
11% to 15% less than SAD. SIC always consumes less energy
than the other methods for unbounded continuous frequencies:
ranging from 17% to 33% less than UC, 16% to 25% less
than RC, 10% to 20% less than R2C, 15% to 22% less than
SWC, and 9% to 18% less than SAC. SI considers the periods,
WCEC, frequency-switching overhead, and the probabilistic
distributions of all tasks to perform global adjustment for better
energy savings. The figure also shows that, for unbounded
continuous frequencies, all methods consume less energy than
for bounded discrete frequencies. UC consumes 6% to 12%
less energy than UD, RC consumes 9% to 11% less than RD,
SAC consumes 6% to 8% less than SAD, and SIC consumes
8% to 12% less than SID. This is because bounded discrete
frequencies restrict the options in the frequency schedules.

Our method SI incurs no deadline misses because schedu-
lability constraints are included in the optimization and the
frequency-switching overhead is also considered. All the other
methods have deadline misses for all four benchmarks, as
shown in Fig. 11(b). SAD incurs significant percentages of
deadline misses, ranging from 17% to 38%. SAD allocates too
little time to those tasks with small average execution cycles
but large WCEC. Fig. 11(b) shows that the other methods have
small percentages of deadline misses (less than 2%). These
misses come from the time overheads of frequency switch-
ing. Even though methods UC, RC, SWC, and SAC can use
unbounded frequencies to meet deadlines, these methods still
cause deadline misses due to ignoring time overheads and using
low frequencies for energy reduction.

We also perform the simulations without switching over-
heads. Except SAD, none has deadline misses. SAD misses
34%, 23%, 17%, and 15% deadlines for benchmarks Gaussian,
Exponential, Multimedia, and Stereovision, respectively. Ex-
cept SAD and SAC, all the methods consider the worst
case; therefore, they always meet deadlines. SAD considers
only the average case and misses deadlines. Although SAC also
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Fig. 11. (a) Energy consumption and (b) deadline miss ratios of the four task sets for different methods. The suffix “D” of each method means bounded discrete
frequencies, and the suffix “C” means unbounded continuous frequencies. The energy of all methods is normalized to the method UD as 100%. Lower bars are
better.

considers only the average case, SAC can use unbounded fre-
quencies to meet deadlines. Compared with the other methods
handling bounded discrete frequencies, SID saves 13%, 14%,
8%, and 10% more energy for the four benchmarks, respec-
tively. Compared with the other methods handling continuous
frequencies, SIC saves 15%, 17%, 9%, and 11% more energy
for the four benchmarks, respectively.

We compare our heuristic method SID with the exact solver
that exhaustively tries all possible frequency assignments for
all bins of all tasks to find the optimal assignment. Because
the frequency schedule within each task must be accelerating
in the optimal assignment, the exact solver evaluates only those
accelerating assignments. We consider two synthetic Gaussian
task sets, where one is with two tasks and the other is with three
tasks. They are constructed in the same way, as explained in
Section IV-A1. Our simulation in a 3-GHz machine shows that
the exact solver takes only 2 s for the two-task set. However, for
the three-task set, the exact solver takes 1.1 h. Method SID takes
1.2 and 1.7 s for the two task sets, respectively, and consumes
7% and 6% more energy than the exact solver for the two task
sets, respectively.

C. Sensitivity Analysis

1) Number of Bins: We vary the number of bins for each
task set in the simulation. All benchmarks show that the energy
is reduced rapidly when the number of bins increases from
one to ten. When more than 30 bins are used, the energy
consumption stabilizes. This suggests the usage of 10 to 30
for the number of bins. We use 20 bins to achieve 99% of the
maximum energy savings.

As explained in Section III-D, our method SID combines
multiple bins to use their two adjacent available frequencies,
whereas the previous method in [9] and [11] simply replaces the
frequency of each bin with its two adjacent frequencies. Fig. 12
shows the energy consumption of both methods as a function
of the number of bins. When a single bin is used, our method
uses the two available adjacent frequencies and is the same as
the other methods. As the number of bins increases, multiple
bins may share a pair of adjacent available frequencies, and our
method reduces up to 11% more energy.

Fig. 12. Energy consumption of two methods that replace frequencies with
their adjacent available frequencies: our method SID and the method in [9] and
[11]. (a) Gaussian. (b) Multimedia. (c) Stereovision.

2) Variation of Execution Cycles: We also perform sen-
sitivity analysis for the variation of cycles for the synthetic
task sets. The multimedia and stereovision task sets are real
applications, and the distributions of their cycles cannot be
changed. In Section IV-A1, we choose mean µi randomly
within the whole range (0,Wi] for synthetic tasks. This makes
the best case execution cycles (BCECs) close to zero and allows
a maximum variation of cycles. We can increase the BCEC to
limit the variation. For example, when BCEC is equal to Wi,
all task instances always use Wi, and there is no cycle variation
among the instances. Fig. 13 shows the energy consumption
of all methods as a function of the ratio BCEC/WCEC. Our
method achieves the maximum energy savings when BCEC =
0, and the savings decrease as BCEC/WCEC increases. When
BCEC/WCEC = 1, there is no cycle variation, and using a
uniform frequency achieves the minimum energy consumption.
Hence, all methods for continuous frequencies converge to UC,
and all methods for discrete frequencies converge to UD.
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Fig. 13. Energy consumption of all methods for the Gaussian task set as a
function of BCEC/WCEC. The energy is normalized to method UD as 100%.

V. CONCLUSION

This paper presents a DVS scheme for multitasking real-
time systems with uncertain execution cycles. We use the
probabilistic distributions of the execution cycles of tasks and
combine inter- and intratask frequency scheduling for better
energy savings. We consider both continuous and finite discrete
frequencies. Our evaluation shows that our method outperforms
the existing solutions for multimedia applications, stereovision
tasks, and synthetic workloads. Overall, our approach saves
more energy than the existing solutions while guaranteeing hard
deadlines.

APPENDIX

SOLUTION TO THE OPTIMIZATION PROBLEM

minimize
N∑

i=1

Mi∑
j=1

bijf
α−1
ij

Pij

Ti
(17)

subject to
N∑

i=1

∑Mi

j=1
bij

fij

Ti
≤ 1. (18)

We solve this problem in three steps for processors with
unbounded continuous frequencies.
Step 1: Prove the following lemma.
Lemma 1: Given a real continuous convex function

ϕ (ϕ > 0), positive real constants aij (i = 1, 2, . . . , N ; j =
1, 2, . . . ,Mi), and the constraint

∑N
i=1

∑Mi

j=1 aijxij = 1 (xij

is an unknown variable), then
∑N

i=1

∑Mi

j=1 aijϕ(xij) is mini-

mized if xij = 1/
∑N

g=1

∑Mg

h=1 agh.
Proof: According to Jensen’s inequality

∑N
i=1 aiϕ(xi)∑N

i=1 ai

≥ ϕ

(∑N
i=1 aixi∑N
i=1 ai

)
(19)

this can be trivially extended to the following:

N∑
i=1

Mi∑
j=1

aijϕ(xij)

N∑
i=1

Mi∑
j=1

aij

≥ ϕ




N∑
i=1

Mi∑
j=1

aijxij

N∑
i=1

Mi∑
j=1

aij


 . (20)

Under constraint
∑N

i=1

∑Mi

j=1 aijxij = 1, (20) can be
rewritten as

N∑
i=1

Mi∑
j=1

aijϕ(xij) ≥ ϕ


 1

N∑
i=1

Mi∑
j=1

aij




N∑
i=1

Mi∑
j=1

aij (21)

=⇒

N∑
i=1

Mi∑
j=1

aijϕ(xij) ≥
N∑

i=1

Mi∑
j=1

aijϕ


 1

N∑
g=1

Mg∑
h=1

agh


 . (22)

If xij = 1/
∑N

g=1

∑Mg

h=1 agh, the left-hand side is
minimized. �
Step 2: Find the solution to the following simpler problem,

and it removes the inequality in (18):

minimize
N∑

i=1

Mi∑
j=1

bijf
α−1
ij

Pij

Ti
(23)

subject to
N∑

i=1

∑Mi

j=1
bij

fij

Ti
= 1. (24)

Solution: This problem can be rewritten in the following
form to use Lemma 1:

minimize
N∑

i=1

Mi∑
j=1

bijP
1
α

ij

Ti


 1

fijP
1
α

ij




−(α−1)

(25)

subject to
N∑

i=1

Mi∑
j=1

bijP
1
α

ij

Ti


 1

fijP
1
α

ij


 = 1. (26)

Equation (26) is obtained by multiplying the left-hand side
of (24) with P

1/α
ij /P

1/α
ij .

Let aij = bijP
1/α
ij /Ti, xij = 1/(fijP

1/α
ij ), and ϕ(xij) =

x
−(α−1)
ij , where α ≥ 2; this problem is transformed to the

minimization problem in Lemma 1. According to Lemma 1,
the minimum is achieved when

xij =
1

N∑
g=1

Mg∑
h=1

agh

. (27)

We thus have the following:

1

fijP
1
α

ij

=
1

N∑
g=1

Mg∑
h=1

agh

=
1

N∑
g=1

Mg∑
h=1

bghP
1
α

gh

Tg

. (28)
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fij =

∑N
g=1

∑Mg

h=1
bghP

1
α

gh

Tg

P
1
α

ij

. (29)

Step 3: Find the solution to the problem in (17) and (18).
The solution to this problem is the same as that in step 2, i.e.,

the optimal solution must satisfy
∑N

i=1(
∑Mi

j=1 bij/fij)/Ti = 1.
Proof: Suppose there is an optimal solution such that∑N

i=1(
∑Mi

j=1 bij/fij)/Ti < 1. Then, we can construct another
solution where fij’s are all the same, except f11 is smaller such
that

∑N
i=1(

∑Mi

j=1 bij/fij)/Ti = 1. This solution makes (17)
smaller and invalidates the optimality of the original solution.
Hence, (29) is the solution to our optimization problem in (17)
and (18). �
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