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Power Measurement of Software Programs on
Computers With Multiple I/O Components
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Abstract—This paper presents a tool to measure the power
consumption of software programs running on computers with
multiple input and output (I/O) components, such as disks and
network-interface cards. The tool consists of two parts: 1) a
monitor measuring the power of hardware components of the
monitored computer and 2) a modified operating-system (OS)
kernel in the monitored computer for information of software
activities. The information is sent to the monitor for reconstruct-
ing the energy consumption of individual programs. This paper
focuses on the software problem: How do we accurately assign the
power samples to the software processes? A measurement-based
method is used to synchronize the monitor and the monitored
computer and a set of componentwise techniques to keep track
of the programs’ usage of each hardware component. Based on
our experimental evaluation and comparison with the existing
solutions, our tool raises the accuracy of energy assignment by up
to 40% for programs with short CPU time slices and up to 90% for
programs with I/O activities. This measurement tool can help the
developers to analyze the software’s energy characteristics more
accurately and locate the energy-consuming spots more efficiently.

Index Terms—Input and output (I/O), operating system (OS),
power measurement, software, synchronization.

I. INTRODUCTION

ENERGY has become increasingly important for re-
source management in modern computer systems, and

researchers have been spending extensive effort on power con-
servation [6], [8], [13], [15]. For software techniques to reduce
power consumption, it is necessary to analyze the software’s
power characteristics, locate the energy-consuming spots, and
evaluate the proposed techniques. For example, multimedia-
application developers need to characterize how the quality
levels (resolution, window size, frame rate, etc.) affect the
power consumption [9]. Compiler developers need to locate
which procedures of a program consume the most energy
[11]. Operating-system (OS) developers need to examine how
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the scheduling of concurrently running programs affects the
energy consumption [8]. All these software developers need
to measure or estimate the power consumption for running
software programs.

Two popular approaches to determine energy consumption
are simulation and measurement. Simulation can provide fine-
grained energy estimation, but a complete system simulator
[10] for estimating the software’s power is unavailable for
most computers. Alternatively, software developers can connect
external equipment, such as multimeters, to their computers
to measure the power directly [4], [7], [9], [16]. In these
measurements, external measurement equipment (called moni-
tor) is connected to a computer (called target), whose power
is being measured. The power samples are collected by the
monitor, and the information of software activities, such as the
starting time and ending time of a program, is recorded by
the target. The power samples are correlated to the activities
to determine the program’s energy consumption. The existing
measurement methods have two major problems: 1) They use
external triggers (ExtTrigs; signals) to synchronize the monitor
and the target. The synchronization inaccuracy is usually from
several to tens of milliseconds; such accuracy is insufficient for
assigning power samples to programs with short CPU usages.
2) They assign the whole computer’s power consumption to
programs only based on programs’ CPU usage even though
the programs’ input and output (I/O) activities often occur at
different times from their CPU usage (such as a write-behind
queue). These problems can lead to significant inaccuracy in
measuring the software’s power consumption.

In this paper, we present a measurement tool that includes a
set of techniques to ensure accurately assigning power samples
to programs. We propose a synchronization method specifically
aiming at the accurate energy assignment and a set of compo-
nentwise techniques for keeping track of the programs’ usage
of multiple hardware components. Based on our experimental
evaluation and comparison with the existing solutions, our tool
raises the accuracy of energy assignment by up to 90%. This
measurement tool can help software developers analyze the
software’s power characteristics more accurately and locate the
energy-consuming spots more efficiently.

II. RELATED WORK

Techniques to obtain the software’s power consumption can
be classified into three categories: simulation, measurement-
based estimation, and direct measurement. Brooks et al. [2]
present an architectural-level processor simulator (Wattch) and
use it to estimate the power consumption of software programs.

0018-9456/$25.00 © 2007 IEEE
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Fig. 1. Architecture of the measurement tool. A: Target (the whole board). B: Intel PXA250 processor. C: IBM microdrive. D: Netgear network card.
E: Wire-connection box. F: Monitor (DAQ inside).

Givargis et al. [3] simulate system-on-a-chip peripheral cores
for instruction-level power. Gurumurthi et al. [10] simulate a
complete machine to estimate the power of the software. These
simulators need substantial effort to construct and are specific
to certain hardware. For measurement-based estimation, the
most widely used concept is to associate instructions running
on the processor with their corresponding energy. Tiwari et al.
[14] propose to measure the base energy consumption of
each instruction, the interinstruction energy, and other energy
consumption due to cache misses. For better capture of the
interinstruction effects, Laopoulos et al. [12] design a special
hardware configuration to measure the processor’s power with
small voltage perturbation. These measurement-based estima-
tions can obtain the software’s power consumption on proces-
sors only. The third approach is direct measurement. Flinn
and Satyanarayanan [9] measure the whole computer’s power
with a multimeter and sample the system activities to attribute
the power consumption to different processes and procedures.
Chang et al. [7] propose an energy counter that monitors the
current drawn by a PDA (Itsy). After a certain amount of
energy has been consumed, the monitor interrupts the PDA
for recording the energy consumption and the corresponding
system activity. Our approach is also a direct measurement. The
differences are as follows: 1) The existing methods attribute
the entire computers’ power consumption to programs based
on the programs’ CPU usage only. In contrast, we propose in
measuring multiple components simultaneously and in moni-
toring the programs’ usage of multiple components separately
for accurate power attribution. 2) The existing methods use
external signals to synchronize the energy assignment, while we
use a measurement-based synchronization method (M-Sync).
For usage monitoring, Benini et al. [5] propose to monitor
the duration of idle and busy periods of multiple components
in predicting future idleness. We address the issues that have
not been investigated as follows: 1) the duration of some I/O
activities is unknown in the OS because they are handled by
hardware; 2) the overlapped activity durations from different
programs need to be differentiated; and 3) the I/O activities
need to be associated with programs. For synchronization, there
are other existing synchronization methods such as network
time protocol (NTP) [1]. These synchronization methods aim

at reducing the time difference of computers. In contrast, our
synchronization method specifically aims at accurately map-
ping power samples to software activities.

III. POWER MEASUREMENT OF SOFTWARE PROGRAMS

A. Overview

Fig. 1 shows the design and the actual hardware instrumen-
tation of our power-measurement tool. The key design consid-
erations of our tool include the following: 1) It can measure
multiple components of the target simultaneously. 2) The sam-
pling frequency should be high enough such that every activity
of each process on each hardware component can be sampled
multiple times. We use process and program interchangeably
in this paper because a process is an OS-scheduled running
instance of a program. We use activity to refer to the usage
instance of a hardware component by a process. On the CPU, an
activity is a CPU time slice for a process. On I/O components,
an activity is an I/O operation, such as a disk read and a network
transmit. 3) The activities on various components of the target
should be recorded with low perturbation. 4) It should have
a communication link between the target and the monitor for
synchronization- and transferring-activity records.

A National Instrument data-acquisition card (DAQ) is used
because it can measure 16 components simultaneously with a
sampling frequency up to 200 kHz and with 16-b precision.
This card should not be installed on the target computer because
that will impose large overhead on the target. Instead, a separate
computer is needed for running the DAQ. The computer with
the DAQ is the monitor. The target computer is an Integrated
Development Platform by Accelent Systems. Several hardware
components of the target are connected to the DAQ for power
measurement. The DAQ measures the energy consumption
(including the static power and the switching power) of each
component for a given duration. According to the data sheet
of the DAQ [17], its measurement accuracy is within 0.8%.
In the OS kernel (Linux 2.4.18) of the target, we instrument
a software-module activity recorder to obtain the information
of the programs’ activities on the various components. This
module is placed in the OS, because only the OS has detailed
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information about activities, such as the scheduling of
processes. The information is unavailable at application level.
For each activity, we record its duration (starting time and
ending time) and the process identification (PID) of its associ-
ated program. On the monitor, we use a program reconstructor
to determine the power consumption of the programs running
on the target. The reconstructor obtains the activity records
from the target through the communication link [dotted line
in Fig. 1(a)]. This link can be a serial connection or a local
network connection. If the target’s programs use a network, we
can avoid perturbation on the network card by using the serial
connection for transferring activity records. A small memory
buffer is allocated on the target to store the records. The records
are sent to the monitor when the buffer is close to full. The
records are not stored on the local disk of the target because
that perturbs the disk’s power consumption and may require a
large disk space if the measuring time is long. To assign the
collected power samples to the duration of a program activity,
the target and the monitor need to agree on a common time
reference. This is achieved with our synchronization method.

B. Synchronization

The purpose of synchronization is to correctly map power
samples on the monitor to the activities on the target. Since
the power incurred by the target activity needs to propagate
through the measurement wire to the DAQ, the propagation
delay should be considered for the power-to-activity mapping.
More specifically, the power sample mapping to the activity
should be the one collected after the propagation delay and
not the one collected exactly at the time the activity occurs.
This differs from the traditional synchronization, which finds
the event in one computer occurring exactly at the same time
as the event in another computer. To meet our goal, we use
the measurement wires for synchronization. To synchronize, the
target causes a rapid power increase in a hardware component at
time tc; the monitor observes the starting point of this increase
by sampling the component’s power. The sample corresponding
to the starting point (tc) is called the critical sample. Our
synchronization method is divided into four steps [as shown in
Fig. 2(a)].

1) The target and the monitor, through the communication
link, agree on which component to use for synchroniza-
tion. The target switches the component to the sleep state
first and then sends a sync–start message [solid arrow
in Fig. 2(a)] to the monitor.

2) Upon receiving the message, the monitor marks the cur-
rent sample (sm) and sends a sync–ready message to
the target. The monitor keeps sampling and recording the
samples.

3) The target wakes up the component; its power increases
dramatically. The target records the time (tc) when the
component starts to wake up, i.e., immediately after set-
ting the “wakeup” command to the command register of
the component. This time is obtained by calling the kernel
function do_gettimeofday with microsecond precision.

Fig. 2. Measurement-based synchronization. (a) Procedure of the synchro-
nization. (b) Detecting wake up at st. (c) Finding the critical sample sc after
filtering out the noise.

4) The target then sends a sync–done message to the
monitor, and the monitor marks the current sample (sn)
again. By scanning the recorded samples in the window
[sm, sn], the monitor discovers the critical sample sc.
The sample sc thus maps to the starting time (tc) of the
“wakeup.”

Fig. 2(b) and (c) shows how we determine the critical sample.
Before the component wakes up, the component is sleeping and
consumes little power. When the component starts to wake up,
the power increases rapidly. Whether the component is waking
up can be detected by comparing the power samples with a
predefined threshold pthr. This threshold is set higher than the
noise margin of the sleeping power. The window [sm, sn] is
scanned from left to right. Once encountering a sample st,
whose power is higher than pthr, we search back from st until
finding a sample within the noise margin. This sample is sc. We
further refine the method by filtering out the noise and searching
back from st until finding the sample with the lowest power in
a monotonically decreasing sequence. The sample found is sc.

There are three types of delay between recording tc and
collecting the critical sample: 1) the delay between setting the
command register and the component starting to execute the
command; 2) the propagation delay of the power signal from
the component to the DAQ through the measurement wires
[the dashed arrow in Fig. 2(a)]; and 3) the delay between the
arrival of the power signal and the collection of the critical
sample. The first delay is small and under microsecond level.
The third delay is, at most, the sampling interval, which is
5 µs with a sampling frequency of 200 kHz. The second delay
is not a problem since the critical sample should be the one
collected upon the arrival of the wakeup power surge, i.e., after
the propagation delay. With this delay, the critical sample (sc)
maps to the start (tc) of the wakeup activity as desired. The
inaccuracy is, thus, from the first and the third delay, which is
within a few microseconds. This inaccuracy increases if a lower
sampling frequency is chosen.
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After synchronization, since all power samples have
the measurement wire delay from the activities incurring them,
the target records program activities using tc as reference,
and the monitor determines their corresponding power samples
using sc as reference. More specifically, suppose the activity
duration is [t1, t2] relative to tc. The ith sample (relative to sc) is
determined to be mapped to this interval only if �t1/δt� ≤ i <
�t2/δt�, where δt is the DAQ’s sampling interval. We choose
the floor function (��) for both edges for symmetry.

Resynchronization is necessary because the time difference
between DAQ and the target may gradually change (due to
clock drift) after the synchronization. The frequency of re-
synchronization depends on the speed of the drift. Let t1 and
t2(t1 < t2) be two time instances at the target; s1 and s2 are
the corresponding samples at the monitor based on synchro-
nization. The drift is quantified by t2 − t1 − (s2 − s1) × δt.
Our measurement shows that the drift is about 0.1 ms every
10 min and this drift rate is almost constant. We can shift tc
by 0.1 ms every 10 min instead of frequent resynchronization.
The synchronization is repeated every 2 h for recalculating the
drift rate.

Besides the clock drift, another uncertainty of power mea-
surement is the accuracy drift due to temperature change.
According to the data sheet of the DAQ [17], its accuracy drift
rate is 0.0005%/◦C. With an increase or decrease in temperature
by 100 ◦C, the accuracy drifts only 0.05%. We, thus, ignore this
factor in our method.

C. Recording Activities on the Target

For the monitor to calculate a process’ energy consumption,
the target should record the starting and ending time (the
duration) of the activities of the process. Because different
hardware components may be serving different processes at
the same time, we have to distinguish the components. The
power consumption of each component within the duration of
a process’ activity is assigned to the process. Three typical
computer components, CPU, disk, and network card, are used
as the examples for determining the durations of activities. We
also demonstrate how to resolve the overlapped durations and
find the programs associated with the activities.
1) Duration of Activities: The OS allocates the CPU to

a process by assigning it a time quantum to use the CPU
exclusively. The process may use the whole time quantum or
just a part of it. Consequently, a process activity on the CPU is
defined as the interval between the process is switched in and
out by the CPU scheduler. This interval is called a CPU time
slice. For a disk, the OS sends it a command and receives an
interrupt from the disk when the command finishes. The target
records the time between issuing the command and the arrival
of the interrupt. For a network-interface card, a transmission
operation can be treated similarly as a disk operation.

A problem with the network interface is that the starting
times of its receiving operations are hidden in hardware layer
and not visible to the OS. Once the preamble of a packet
is detected, the network card will start the receiving opera-
tion without informing the OS. By the time an interrupt is
received by the OS, the network card has already completed

the reception, and energy has been consumed. To solve this
problem, we determine the starting time of the received packet
retrospectively. This paper shows that the size of a packet is
a good indicator of the packet-receiving duration. To calibrate
their relationship, another machine is used to send intensive
user datagram protocol (UDP) packets to the target, such
that, the packets are received back-to-back without idleness
in between. The interval between two neighboring receiving
interrupts is, then, the receiving duration of a packet. Trans-
mission control protocol (TCP) packets are not used, because
TCP may occasionally suspend the packet sending to wait for
acknowledgments and produce idleness between packets. The
packet sizes are varied to obtain the relationship between the
packet size and the packet-receiving duration. This relationship
is then used later to determine the starting times of receiving
operations.
2) Overlapping of Durations: The activity durations on the

same component may overlap. For example, a full-duplex
network card allows the OS to send packets while the card is
receiving packets. From the OS’s point of view, transmission
and reception can overlap in time. To solve this problem, we at-
tribute the energy based on the ratio of transmission and recep-
tion power. Let pt be the measured power while the card is only
continuously transmitting packets and pr be the power while the
card is only continuously receiving packets. The actual power
measured by the monitor is p. Because of the card’s idle power,
p < pt + pr. When overlapping occurs, the monitor calculates
the transmission energy as pt/(pt + pr) of the total energy
in this duration and the reception energy as pr/(pt + pr).
This approach guarantees energy conservation: The sum of the
energy consumed by all processes equal to the energy measured
by the monitor.
3) Association With Programs: Before we can attribute the

activity energy to a program, we have to find which program is
associated with a given activity. For the CPU, the PID of each
time slice can be found in the kernel-task data structure. This is
not the case for I/O components. For a disk, write operations
are buffered in memory first and periodically flushed to the
disk by the kupdated daemon. If we simply record the process
that flushes the memory buffer, the energy will be counted as
the kupdated daemon. Instead, we add the PIDs in the buffer
data structure to keep records of the original processes. For the
network, we record the ID of the process creating the socket
in the socket data structure. The association with programs
of receiving operations can be discovered when the received
packets finally reach the socket through the network-protocol
stack. To further associate the activities to the procedures of
programs, we can record the program counter in addition to the
PID. Thus, our tool can also measure the power consumption of
procedures.

IV. EXPERIMENTAL RESULTS

To evaluate our tool and compare it with existing methods,
we choose the following programs that have different work-
loads on different hardware components: 1) gzip is a compres-
sion tool, 2) madplay is a media player, 3) ftp transfers files
through a network, 4) scp performs secure copying of remote
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Fig. 3. Synchronization. (a) Evaluation methodology. (b) CDF of time errors. (c) Average accuracy of energy assignment.

files, 5) xclock shows the time of day on graphic user interface
(GUI) konqueror is a web browser, and 7) imageviewer
allows users to view images interactively. We measure the
power consumption of these programs on three components:
the CPU, the disk, and the network card. A sampling frequency
of 50 kHz is used for each component because of the DAQ’s
property—the sum of different channels’ frequencies should
not exceed the DAQ’s maximum frequency of 200 kHz. The
experimental results show that our tool improves the measure-
ment accuracy significantly and provides more information for
software power analysis.

A. Accuracy of Synchronization

We first evaluate the M-Sync. The target’s disk (IBM micro-
drive) is used to generate the power increase. The two methods
chosen to compare are the synchronization using ExtTrig and
NTP. ExtTrig is used in the existing measurement tools. The
monitor sends a signal (e.g., through a serial cable) to inform
the target after collecting a power sample, so the sample is cor-
related to the current activity of the target. NTP is a commonly
used method to synchronize the clocks of computers. With the
target’s and the monitor’s clocks synchronized, a power sample
can be correlated to the target activity occurring at the same
time the sample is collected. To compare with the two methods,
we apply all three methods and then compare the collected
power samples with the three power-to-activity mappings.

Fig. 3(a) shows an example for this evaluation methodology.
The power samples are collected for the CPU, and they contain
two peaks; one is narrower than the other. The activity records
show that (t1, t2) and (t3, t4) are two CPU time slices for
madplay. The processor is idle before t1, between t2 and
t3, and after t4. Linux switches the CPU to the idle state
upon entering the idle period, and the idle power of the CPU
(Intel PXA250) is 0.2 W. Based on this, we can determine
which power samples are corresponding to the idle period. By
manually picking the switching points (between idle and active
state) on the power curve as the “ideal mapping” to compare
the three mappings. Hereafter, we call the “ideal mapping”
as the baseline. Note that the baseline method cannot replace
the M-Sync method. First, the baseline method cannot handle
multiprocesses running concurrently on the CPU because there

is no obvious power jump when switching from one process
to another. Second, the baseline method cannot handle the I/O
components where the difference between idle power and active
power is small and the switching points among different I/O ac-
tivities are hard to distinguish. Nevertheless, since the baseline
method works for the cases where a single process is running
on the CPU, it can be used to evaluate other synchronization
methods. The accuracy of the baseline method is within tens of
microseconds due to the noise; such accuracy is sufficient for
the evaluation.

We define the time error of synchronization as the offset
between a synchronized mapping and the baseline. For exam-
ple, in Fig. 3(a), {t∗1, t∗2, t∗3, and t∗4} are the set of switching
points of the baseline, and {t1, t2, t3, and t4} are the set of
mapping points of a synchronization method. The time error is
then

∑4
i=1 |t∗i − ti|/4. The time error of synchronization leads

to inaccurate energy assignment for programs. The energy of a
program is calculated based on the power-to-activity mapping.
For example, for the baseline, the power samples between
t∗1 and t∗2 are assigned to madplay. For a synchronization
method, the power samples between t1 and t2 are assigned to
madplay. The energy inaccuracy of a program is the difference
between the energy assignment with the baseline and the energy
assignment with a synchronized mapping. The inaccuracy is
normalized by dividing it with the baseline energy assignment.
The accuracy is one minus the normalized inaccuracy.

The accuracy of synchronization is particularly critical for
mapping power samples to those programs with short CPU time
slices. Our experiments show that the average time slices for
madplay, xclock, konqueror, and imageviewer are 8, 66,
30, and 33 ms, respectively. We run 100 experiments to measure
the power of each of these programs. The experimental data
examine the time errors for each synchronization method and
the energy assignment accuracy for each program. Fig. 3(b)
shows the cumulative distribution function (CDF) of the time
errors for the three synchronization methods. The errors of our
method are much smaller than the other two methods. The
time errors of ExtTrig mainly come from the measurement
wire delay and the delay of the external signal through the
serial cable. The serial signal delay also varies due to hard-
ware handshaking. For NTP, it cannot directly synchronize the
target with the DAQ, because the DAQ has no networking
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Fig. 4. Usage monitoring. (a) Asynchronization between CPU and I/O components. (b) Quantifying the I/O asynchronization and the energy assignment.
(c) Quantified asynchronization between CPU and I/O activities. (d) Inaccuracy of CPU-based energy assignment (or the increased accuracy of our method).

function. Consequently, the target synchronizes with the mon-
itor computer using NTP, and the monitor computer then syn-
chronizes with the DAQ by recording the time when it starts
the DAQ. The first synchronization has an error up to the round
travel time, and the second synchronization has an error up to
the DAQ’s initialization time. The measurement wire delay also
contributes to NTP’s time error.

Fig. 3(c) shows the accuracy of energy assignment for the
four programs. Both NTP and ExtTrig have lower accuracy
for the programs with shorter time slices, while our method is
accurate (close to 100%) and stable for all of these programs.
The accuracy raised by our method is up to 40% (average of
21%) for these programs.

B. Effect of Usage Monitoring

To evaluate the strength of our componentwise usage mon-
itoring on those programs with I/O activities, we run exper-
iments to measure the power consumption of the programs
gzip, madplay, scp, and ftp. The method for comparison is
assigning the power of I/O components to programs based on
the programs’ CPU time slices. This approach assigns only and
all the I/O power samples during a program’s CPU time slices
to the program.

Fig. 4(a) shows a segment of our collected traces on the pro-
grams’ usage of different components. The x-axis is the elapsed
time. The different colors represent the duration of activities
for different programs. The three rows correspond to the three
components: CPU, disk, and network. This figure shows that a
program’s CPU time slices cannot cover all of the program’s

activities on I/O components. The power consumed on an I/O
component during a program’s CPU time slice may be for an-
other process or for idleness. This asynchronism between CPU
time slices and I/O activities can lead to significant inaccuracy
for CPU-based energy assignment. For example, gzip’s disk
writes (around 100 ms) are shifted into madplay’s time slices
(around 400 ms). With the CPU-based method, the standby
power (0.066 W), instead of the active power (0.60 W), of the
disk (IBM microdrive) will be assigned to gzip. Meanwhile,
madplay is assigned an extra disk power from gzip’s disk
accesses. With our tool, this wrong assignment can be avoided,
since our tool can measure each of these I/O activities and
can differentiate their association with programs. To quantify
the asynchronization for the programs, we first quantify the
asynchronization for individual I/O activities as the fraction
of the I/O activity’s duration outside the associated process’
CPU time slice. Fig. 4(b) shows an example for the quantifying
method. The x-axis is the elapsed time. Row A shows the
time slices for two processes P1 and P2, respectively. Row B
shows three I/O activities. Suppose they are all associated with
process P1. The activity I/O1 is completely within P1’s CPU
time slice, so I/O1’s asynchronism is 0%. The activity I/O2 has
a half duration beyond P1’s time slice, so I/O2’s asynchronism
is 50%. The activity I/O3 is completely beyond P1’s slice, so
its asynchronism is 100%. The asynchronization of a program
is then the average asynchronization of the program’s I/O
activities. Fig. 4(c) shows such quantified asynchronism for
different programs.

The I/O asynchronization leads to the inaccuracy of CPU-
based energy assignment. Fig. 4(b) shows that the CPU-based
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Fig. 5. Power consumption of (a) the processor, (b) the network interface, and (c) of the running scp.

method assigns the I/O power samples between t1 and t2
to process P1, while the samples corresponding to P1’s I/O
activities are actually between t′1 and t′2. To quantify the energy-
assignment inaccuracy of CPU-based method, it is sufficient to
use our method as the reference. This is because our method can
differentiate I/O activities and our synchronization (M-Sync)
is accurate (close to 100%, as shown in Section IV-A) for
assigning power samples to activities. We thus quantify the
inaccuracy of CPU-based method as the difference between
the CPU-based energy assignment and our method’s energy as-
signment. The inaccuracy is normalized by dividing it with the
latter assignment. Fig. 4(d) shows the inaccuracy of CPU-based
energy assignment for different programs. The inaccuracy is up
to 90% (average of 82%). Such inaccuracy is overcome by our
method.

C. Analysis of Power Consumption

Since our tool monitors the usage of multiple components,
we can provide per-component–per-process power informa-
tion. Such information can provide deeper insight for power
analysis of the system. For techniques focusing on reducing
a specific hardware-component’s power, our tool can tell how
different processes share the component’s power. For tech-
niques focusing on reducing a specific program’s power, our
tool can tell how the program consumes power on different
hardware components. Fig. 5(a) shows the processor’s power
consumption. The program madplay consumes almost constant
power because of a constant frame rate. With a time lapse of
180 s, gzip terminates and the power consumption drops to
zero. Almost at the same time, scp starts using more power.
Fig. 5(b) shows the power consumption of the network card of
the three programs and the idle process. This figure shows that
the network card is mostly idle and scp consumes noticeable
energy. Because gzip and madplay do not use the network,
the energy consumption is zero. For the processor, only 3%
of the energy is consumed by idleness. That indicates that
there is little room for dynamic power management (DPM),
which shuts down the processor for power reduction. Instead,
application-level power-management trading-off workload for
power should be considered. In contrast, 93% of the network-
card’s energy is consumed by idleness. This number suggests
that using DPM may substantially reduce the energy consump-

tion of the network card. Fig. 5(c) shows the power consump-
tion of the three components for running scp. Overall, scp
consumes approximately 49% of the processor’s energy, 17%
of the disk’s energy, and 6% of the network-card’s energy. This
suggests that spending more effort on optimizing the program’s
CPU workload may provide better energy savings.

The overhead of our tool mainly comes from the recording
of the programs’ activities. A 400-kB buffer is allocated in
the target’s memory and sends the data to the monitor through
a serial cable when the buffer is 90% full. To reduce the
perturbation in the target, the target’s network card and disk are
not used for sending or recording the activities. Fig. 5(a) shows
an overhead of our tool on the CPU. The overhead remains
under 1% during the running of three programs gzip, scp, and
madplay.

V. CONCLUSION

This paper presents a tool for measuring the power of soft-
ware programs. Commercial equipment is utilized to measure
multiple components simultaneously with high time resolu-
tion. We focus on solving the software problem—accurately
assigning the power samples to the programs. A measurement-
based synchronization method is presented, and it raises the
accuracy by up to 40% with respect to the existing methods. Our
componentwise energy-assignment method raises the accuracy
by up to 90% over the CPU-based energy assignment. The
overhead of our tool is less than 1%. This tool can help the de-
velopers of applications/compilers/OSs analyze the software’s
power characteristics more accurately and locate the energy-
consuming spots more efficiently.
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