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ABSTRACT
Offloading can save energy on mobile systems for computation-
intensive applications. The mobile systems send programs
and data to grid-powered servers where computation is per-
formed. Offloading, however, causes privacy concerns be-
cause sensitive data may be sent to servers. This paper in-
vestigates how to protect privacy in computation offloading.
We use steganography to hide data before sending them to
servers. This paper evaluates the tradeoff between energy
savings and privacy protection for content-based image re-
trieval with different steganographic techniques. We imple-
ment these methods on a PDA and compare their energy
consumption, performance, and effectiveness of protecting
privacy.

Categories and Subject Descriptors
H.3.3 [Information Storage and Retrieval]: Information
Search and Retrieval; C.4 [Performance of Systems]: De-
sign studies

General Terms
Algorithms, Design, Measurement, Performance

Keywords
computation offloading, privacy protection, energy saving,
image retrieval, steganography.

1. INTRODUCTION
Computation offloading migrates computation from battery-

powered mobile systems to grid-powered servers and can ex-
tend the former’s battery life [1, 2, 3, 4]. Offloading sends
data and programs to servers; hence, the servers may have
private information about the mobile users. Previous studies
focus on determining whether to offload [1, 3, 4] and what
computation to offload [2]. Some studies investigate how to
protect privacy in data outsourcing [5, 6] but no study is
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Figure 1: Two examples of steganography. (a) is
the cover image. (b), (c) are hidden in (a) and their
corresponding stego images are (d) and (e). (f) is
the difference of (d) and (e).

devoted to evaluating the energy consumption in protecting
offloaded data from mobile systems.

Encryption is commonly used when transmitting confi-
dential data through insecure channels. Encryption, unfor-
tunately, is inapplicable in computation offloading because
data are decrypted by the server and the server has complete
knowledge about the data. To protect privacy from unau-
thorized use by the server, we may adopt a different tech-
nique called steganography [7, 8, 9]. Steganography hides
data so that the server is unaware of the existence of in-
formation. Image processing is computation-intensive and
a good candidate for offloading. Figure 1 shows two exam-
ples of steganography. A cover image is used to disguise
the data image so that the data image is hard to recog-
nize. The combined image is called a stego image. Many
steganographic techniques have been proposed; Ella shows
that “blind steganalysis” is difficult [10]. In other words, a
server cannot easily detect hidden data if the server does not
know what steganographic technique is adopted. A key chal-
lenge is to allow offloaded computation to be performed on
steganographic data because the computation must remain
meaningful on stego images. Suppose we want to compare
the images in Figure 1 (b) and (c), Figure 1 (d) and (e)
are sent to the server instead. Figure 1 (f) shows the pixel-
wise difference between (d) and (e). Since the cover image
is never sent to server, the server cannot detect hidden data
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Figure 2: Offloading image computation protected
by steganography.

by subtracting the cover image from the stego images. The
difference of two stego images in (f) does not reveal the hid-
den data in (b) or (c). Even though traditional techniques
can provide high embedding capacity and stego image qual-
ity, hidden data cannot be directly processed before being
extracted from the stego images. We have to find hiding
techniques that allow processing hidden data without ex-
tracting them to protect privacy.

This paper examines the energy consumption of hiding
data through steganography for offloading image processing
from mobile systems to servers. Before images are sent to
servers, they are hidden inside a cover image. The created
stego images are then transmitted to a server for process-
ing, as shown in Figure 2. This paper describes the require-
ments of hiding techniques such that meaningful processing
can be performed on protected data. We demonstrate that
content-based image retrieval (CBIR) can benefit from of-
floading because similarities can be maintained in stego im-
ages. Different steganographic techniques protect privacy to
different degrees and also consume different amounts of en-
ergy on the mobile system. This paper evaluates different
steganographic techniques implemented on an HP iPAQ and
compares their energy consumption, retrieval performance,
and hiding quality. We believe this is the first paper consid-
ering the tradeoff of energy savings and privacy protection
for computation offloading.

2. RELATED WORK
There have been many studies on computation offloading

to save energy. Rong and Pedram [1] use stochastic mod-
els to determine whether to offload. Li et al. [2] use cost
graphs generated from program analysis to decide which
parts to offload. Wolski et al. [3] and Hong et al. [4] decide
whether to offload based on network bandwidths. Xian et
al. [11] use timeout: if a program runs longer than a thresh-
old value, the computation is offloaded. Kumar et al. [12]
consider offloading as a service and detect whether servers
perform the computation as promised. Previous studies fo-
cus on determining whether to offload and what computa-
tion to offload without protecting privacy. Content-based
image retrieval (CBIR) [13] finds images similar to a query
by extracting image features and comparing the features.
ImgSeek [14] is an open-source CBIR program; it performs
two-dimensional Haar wavelet decompositions on the images
and the coefficients with large magnitudes are used as fea-
tures. Lu et al. [15] protect privacy by extracting image
features and encrypting the features. However, extracting
features is computation-intensive and should be performed
on servers [4].

Steganography [7, 8, 9] hides data so that they are diffi-
cult to detect. Image steganography is commonly applied
in spatial or frequency domain. In the spatial domain, a
widely known algorithm embeds data in the least significant

bit (LSB) [7]. In the frequency domain, data are hidden
in the transformation coefficients. Wu et al. [8] propose a
method based on pixel value differencing (PVD) to improve
embedding capacity by hiding more data in edges and less
data in smooth regions. Most of the existing methods can
improve capacity and stego image quality. However, these
methods are inapplicable to offloading because data are hid-
den irregularly and the data must be extracted before further
processing.

Visual inspection and statistical steganalysis are often used
to detect hidden data. The invisibility of a steganography
algorithm is the first and foremost requirement [16]. If a
stego image shows artifacts, people suspect secret data are
hidden. To prevent suspicion, a stego image should have
a high peak signal-to-noise ratio (PSNR). Steganograpy of-
ten leaves “signatures” in the stego images and they can be
detected by RS steganalysis [17]. RS steganalysis classifies
all pixels of a stego image into three groups using masks M
and −M : (1) the regular group (RM and R−M ), (2) singular
group (SM and S−M ), and (3) unusable group. For an im-
age without hidden data, RM

∼= R−M and SM
∼= S−M are

satisfied. When data are hidden, the values (R−M − RM )
and (SM - S−M ) increase with the amounts of hidden data.
If such results are detected, one may suspect that the image
has hidden data.

This paper hides images before sending them to a server.
The program executed at the sever never explicitly extracts
the hidden data and all bits are treated uniformly; hence, the
server cannot easily detect the hidden data. Our methods
can save mobile systems’ energy by offloading without losing
privacy because hidden data can resist detection.

3. PRIVACY-PRESERVING COMPUTATION
OFFLOADING

As shown in Figure 2, before sending the data to the
server, the images are processed using steganography. The
stego images are sent to the server for further processing.
The adopted protection techniques must ensure the compu-
tation performed at the server remains meaningful. Mean-
while, the hidden data must be difficult for the server to
detect. This section first provides a general view of data
protection for offloading. We then characterize energy con-
sumption models for offloading and analyze the requirements
of data protection techniques. We propose a block-based
steganographic method to hide data for offloading image re-
trieval. Our method can tradeoff between energy consump-
tion and privacy protection by choosing different parameters
in data hiding.

3.1 A General Framework on Data Protecting
for Offloading

Computation offloading may save energy on mobile sys-
tems. However, before offloading computation, we must
adopt protection schemes for privacy. To protect data, dif-
ferent protection schemes can be used in different types of
programs. For example, encryption can be used for protect-
ing important data in a storage service. Watermarking can
be used to prevent unauthorized changes on spreadsheet.
Steganography can be used to protect images for image re-
trieval. A general approach integrating different protection
approaches is described in Figure 3 and the symbols are de-
fined in Table 1. Without protection, original data D are
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sent to the server directly. The result R is obtained with
program C and this result is returned to the mobile system.
With protection, original data D are first protected by pro-
tection scheme P . The protected data D′ are sent to the
server and processed by the program C′ to generate the re-
sult R′. This result R′ is returned to the mobile system and
finally the result R′′ is produced using the inverse protec-
tion P−1. To process the protected data, some modification
to the program may be required. Hence, the program C′

is possibly different from C. The final result R′′ must be
acceptable compared with R. Ideally, R′′ is the same as R.
However, due to various reasons, they may be different; as
a result, the quality of the program may be degraded when
data are protected.

Table 1: Symbols and their definitions.
D : original data C : program
R : intended result P : protection scheme
D′ : protected data δ : protection key
C′ : program using D′ R′ : result by using D′

P−1 : protection inverse R′′ : obtained result�����������	 
����� ������ �����	 
������������ �������������	� � ��� � ������������ �������� � � � �������� ���
Figure 3: (a) Offloading a program without protec-
tion. Original data D are sent to the server directly.
The result R is sent back to the mobile system. (b)
Offloading a program with protection. The data are
protected by P and D′ are sent to the server. R′ is
returned and produces the final result R′′

3.2 Energy Consumption Model
We analyze energy consumption in three scenarios: (1)

running a program without offloading, (2) offloading a pro-
gram and data without protection, and (3) offloading with
protection. Table 2 lists the symbols and their meanings.
The energy consumption at the mobile system includes three
parts: computation energy, idle energy waiting for the re-
sults from the server, and transmission energy. We use
comp(.) to denote the amount of computation and size(.)
to denote the size of transmitted data. In scenario (1), the
program is entirely performed at the mobile system. The
energy consumption is:

Pc × comp(C)

U
(1)

In scenario (2) as shown in Figure 3 (a), data D are offloaded
and the program C is performed at the server. The total
energy includes idle energy when the server runs C, and
transmission energy for sending data D and receiving R:

Pl × comp(C)

S
+ Pt × size(D + R)

B
(2)

In scenario (3) as shown in Figure 3 (b), data D are pro-
tected by P ; D′ are offloaded and C′ is performed at the

Table 2: Parameters for offloading
Pc Computation power U Speed of mobile system
Pt Network power S Speed of server
Pl Idle power B Bandwidth of network

server; R′ is returned to the mobile system and processed
by the inverse protection P−1. Hence the total energy con-
sumption includes computation energy for performing P and
P−1, idle energy when the server runs C′, and transmission
energy for sending data D′ and receiving R′:

Pc × comp(P + P−1)

U
+ Pl × comp(C′)

S
+ Pt × size(D′ + R′)

B
(3)

Offloading saves energy if (1) is larger than (3). To save en-
ergy, we have to find P and P−1 that do not require excessive
amounts of computation, and the sizes of transmitted data
D′ and R′ are small. Meanwhile, R′′ must be sufficiently
close to R.

3.3 Data Protection in Image Processing
We have to choose protection techniques P so that mean-

ingful processing can still be performed on protected data
D′. In a program C, a processing procedure can be con-
sidered as a transformation T performed on data D with
the property of Y : Y (T (D)) = true. A desirable protection
technique P on D first transforms the data D to D′. After
applying the original processing T , the same property is still
satisfied: Y (T (D′)) = true. This property does not always
hold. A simple example is intensity histogram of images. Let
P be steganographic techniques; T (D) be the histogram of
image D; T (D′) be the histogram of the steganographic im-
age D′. Figure 4 shows the histograms in one color channel
of Figure 1 (b) and (d). The histograms change substan-
tially. We can make Y as “the peak of a histogram is be-
tween 100 and 150.” Y (T (D)) is true and Y (T (D′)) is false.
This example suggests that choosing a suitable protection
technique P for a specific transformation T is non-trivial.
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Figure 4: Intensity histograms of an original image
and its stego image. The original image is Figure 1
(b) and the stego image is Figure 1 (d).

In traditional steganographic techniques, images are hid-
den in a cover image and meaningful operations may not be
directly performed on the stego images. The hidden data are
extracted from stego images before applying additional pro-
cessing. However, the offloaded program cannot explicitly
extract the hidden data at the server; otherwise, the hid-
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Figure 5: CBIR offloading flow.

den data are revealed at the server. We have to find hiding
techniques P that allow processing at the server.

3.4 Data Hiding Method
Content-based image retrieval (CBIR) converts images into

numerical representations called features. The features are
compared to find similar images. Figure 5 shows our proce-
dure for offloading CBIR: (1) Original images D are hidden
in a cover image and their stego images D′ are created. (2)
Stego images D′ are transmitted to the server. (3) Features
of the stego images are extracted at the server. (4) Fea-
tures are compared and similar images are identified. (5)
Finally, the indexes of similar images R′ are returned. This
procedure allows the mobile system to achieve results di-
rectly without performing any inverse protection P−1. The
server can access only the stego images and thus the origi-
nal images are protected. We use ImgSeek based CBIR as
the program C. ImgSeek ranks image similarities by first
finding features with large magnitudes. However, in stego
images, the features’ magnitude is dominated by the cover
image instead of the hidden images. Extracting features
based on magnitude is not effective for steganographic im-
ages any more. In our program C′, we compute the dis-
tance of features as the metric to compare two images. Let
f(D) be the features of image D. Transformation T com-
putes the similarity between two images based on distance
of their features: T (D1, D2) = |f(D1) − f(D2)|. Suppose
D1, D2 and D3 are three images. D1 and D2 are simi-
lar; D1 and D3 are dissimilar. This property Y can be
expressed as |f(D1) − f(D2)| < |f(D1) − f(D3)|, namely
T (D1, D2) < T (D1, D3). Our goal is to find a stegano-
graphic technique P such that the property can be main-
tained with following condition:

|f(D1)− f(D2)| < |f(D1)− f(D3)| ⇒
|f(D′

1)− f(D′
2)| < |f(D′

1)− f(D′
3)|. (4)

Figure 6 shows a simple and commonly used stegano-
graphic technique. Suppose one pixel has 8 bits. The stego
image is created by substituting the k LSBs of every pixel
in the cover by the k MSBs of every pixel in the data image.
The data image is approximately represented by its k MSB
planes. Let x be the value of (8−k) MSBs from cover image
and y be the value of k MSBs from data image. The value of
this pixel in the stego image is x ·2k +y. This technique uses
a cover image with the same resolution as the data image.
ImgSeek extracts features using Haar decomposition which
satisfies linear property, so the similarity of two stego images
can be expressed as:

T (D′
1, D

′
2) = |f(D′

1)− f(D′
2)|

= |[f(x · 2k + y1)]− [f(x · 2k + y2)]|
= |f(y1)− f(y2)| = T (y1, y2).

(5)

����� ���� 	�
�� ���� ����� ���� ���� ����
8-k  bits 8-k  bitsk bitsk bits

8-k  bits k bits����� ���� ���� ����
Figure 6: Hiding image by substituting k LSBs of
the cover for k MSBs of the data image.

The term f(x · 2k) is canceled because we use the same
cover image. The distance of two data images is approx-
imately represented by the distance of the k MSBs of the
pixels. The accuracy depends on k’s value. A larger k im-
proves the accuracy. When k = 8, the accuracy is 100%;
i.e. no steganography is used. However, as k increases, the
method causes serious image degradation with maximum er-
ror of one pixel up to 2k − 1.

We improve the qualities of stego images by hiding data in
one block instead of only one pixel and thus reducing errors.
The cover image is divided into non-overlapping blocks, each
with m×n pixels; both m and n are powers of 2. The k MSBs
in a pixel from the data image is partitioned into m×n parts
and each part is hidden in one pixel of the block. In order
to maintain quality, y is evenly distributed among the m×n
pixels in the block. The maximum difference among the
pixels in the same block is only one. Every pixel contributes
either b y

mn
c or d y

mn
e. For example, if y is 13 and a 2 × 2

block is used, 13 is partitioned into 13 = 4+3+3+3. Three
of the pixels are assigned value 3 and one pixel is assigned
value 4. Then, the 8 − k MSBs from the cover image are
prepended. The maximum change from the cover image is

d 2k−1
mn

e. It can be proved that hiding data in one pixel and
in one block can obtain the same coefficients, thus this block
hiding method still satisfies the requirement in Equation (5).
The proof is omitted here due to the page limit. Figure 7
shows four ways of hiding 13 with four different block sizes:
1× 2, 2× 2, 2× 4, and 4× 4.

3.5 Tradeoff between Privacy and Energy
There is a tradeoff between privacy protection and energy

consumption when we use different block sizes. A larger
block has higher hiding quality because the hidden data are
more difficult to detect. A larger cover image is needed so
more energy is consumed for creating the stego image; also,
a larger stego image is transmitted to the server and more
energy is consumed. Conversely, a smaller block consumed
less energy for hiding and transmission but the hidden data
are easier to detect.

4. EXPERIMENTAL RESULTS
We implement different hiding techniques in C# on an

HP iPAQ 6954 PDA as the mobile system and a computer
with 2GHz CPU and 3GB memory as the server. In order
to measure the power consumption on PDA, we connect a
0.25Ω resistor to its battery and use a National Instruments
data acquisition card to read the voltages at a sampling
frequency of 10 kHz. We compare the following methods:
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Figure 7: Hide value 13 in three different block sizes:
(a) 1× 2, (b) 2× 2, (b) 2× 4, and (d) 4× 4.

(A) Running CBIR entirely on the mobile system without
hiding nor offloading.

(B) Offloading CBIR to the server without hiding images.

(C) Replacing LSBs shown in Figure 6, k = 4.

(D) Using 1× 2 block shown in Figure 7(a).

(E) Using 2× 2 block shown in Figure 7(b).

(F) Using 2× 4 block shown in Figure 7(c).

(G) Using 4× 4 block shown in Figure 7(d).

(H) Replacing LSBs shown in Figure 6, k = 3.

(I) Replacing LSBs shown in Figure 6, k = 2.

(J) Pixel value differencing presented in [8].

We do not consider extracting features at mobile system
and send features to server for comparing. Extracting fea-
tures requires much more computation than comparison [4];
hence, this method provides negligible energy savings at the
mobile system. The test images are obtained from the Corel
dataset [18]. These images include 10 categories and each
category includes 100 images.

4.1 Retrieval Accuracy
The retrieval accuracy is evaluated through comparing the

precision with different numbers of returned images. Sup-
pose t images are returned. Among the t images, if r images
belong to the same category as the query image, precision is
r/t. A high precision indicates a better matching algorithm.
From every category we select 10 images as the query and
apply all methods for comparison. Figure 8 shows the re-
trieval accuracy comparison of methods (A)-(J). Precision is
calculated when the numbers of returned images are 20, 40,
60, 80, and 100. (A) and (B) represent the original imple-
mentation of CBIR; they have higher precision since data
images are processed directly. Other methods involve hid-
ing; the accuracy is reduced because of the loss of details
in the LSBs of hidden images. In (C)-(G), k = 4; they
can obtain above 80% accuracy if normalized to (A) and
(B). (C)-(G) have the same precision, because they generate
the same Haar coefficients for comparing similarity. Though
their cover images have different sizes, the retrieval results
are independent of cover images as discussed in Equation

20 40 60 80 100
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Number of returned images

P
re

c
is

io
n

A, B

C, D, E, F, G

H

I

   J

Figure 8: Retrieval accuracy comparison. A higher
curve indicates better retrieval accuracy.

(5). In (H) and (I), the accuracy is significantly lower. (J)
hides data irregularly and thus the similarity properties are
not preserved. Due to the low accuracy of (H), (I), and (J),
they will not be further considered in the following analysis.

4.2 Privacy Protection
The degree of privacy protection is evaluated using PSNR

and RS steganalysis. A higher PSNR is preferred because
such a stego image makes hidden data difficult to detect by
visual inspection. We hide every image into the same cover
through different methods. The average PSNRs of (C)-(G)
are shown in Table 3. From the table, hiding data in one
pixel (C) provides the lowest quality and hiding in one block
can improve PSNR values. PSNR values increase with the
block size from (C) to (G), because a larger block can reduce
hiding errors than a smaller block.

Table 3: Average PSNR values with different hiding
methods. Higher PSNRs are better.

Method Average PSNR (dB)
(C) 32.0
(D) 36.2
(E) 39.1
(F) 44.3
(G) 50.2

To evaluate the stego images using the RS steganalysis,
we calculate (R−M − RM ) and (SM − S−M ) with masks
M = [0 1 1 0] and −M = [0 − 1 − 1 0] for the 1000 stego
images. The results show that in our methods (R−M −RM )
and (SM - S−M ) are both in the range of (-0.1, 0.1). As
discussed in [19], RS steganalysis cannot conclude there are
hidden data in the stego images.

Considering both PSNR metric and RS analysis, the method
based on a larger block can provide a better hiding quality
and thus better privacy protection.

4.3 Energy Consumption
We compare the energy consumption in (A)-(G). (A) runs

entire image retrieval on PDA; (B) offloads the program di-
rectly without steganography; (C)-(G) offload the program
with protection by steganography. Energy consumption in
(A) is the baseline for comparison. The values of Pc, Pt,
and Pl in our measurement are about 814 mW, 1110 mW,
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Figure 9: Energy normalized to baseline for different
offloading methods. El, Et and Ec are idle energy,
transmission energy, and computation transmission
energy. A higher bar indicates more energy con-
sumption.

and 266 mW. We measure computation energy, idle energy,
and transmission energy. The results are shown in Figure 9.
The amounts of energy in (B)-(G) are normalized to (A).

In all these methods, energy consumption is less than
100% of the baseline, which means they all save energy by
offloading. (B) consumes the least amount of energy, but
it does not protect privacy. (C)-(G) consume more energy
than (b) due to data protection. In (C)-(G), the computa-
tion energy Ec accounts for the most part of total energy
consumption, because hiding data is run on PDA. The idle
energy El is nearly negligible because the server is much
faster than the PDA, resulting in short idle time. From (C)
to (G), the energy Ec, El, and Et all increase as the block
size increases. The total amount of energy consumption in-
creases from about 43% in (C) to about 98% in (D). The
method based on a larger block always results in more en-
ergy consumption.

4.4 Tradeoff Analysis
We can choose different block sizes as a tradeoff between

protecting privacy and saving energy. (A) performs CBIR
without offloading and consumes more energy than all the
other methods. However, it provides the best protection of
privacy because the images are always on the mobile sys-
tem. (B) offloads CBIR directly without data hiding and
consumes the least amount of energy, but it does not pro-
vide any protection. (C)-(G) hide images to protect pri-
vacy before offloading CBIR. They achieve different degrees
of privacy protection and consume different amounts of en-
ergy by choosing different block sizes. With a larger block,
privacy is better protected but more energy is consumed.
Conversely, hiding data in a smaller block degrades stego
image quality and increases the risk of losing privacy; it also
reduces energy consumption.

5. CONCLUSION
We present a steganographic technique to protect pri-

vacy in computation offloading for retrieving similar images.
The technique uses a block-based method to hide data and
then offloads computation to the server. We implement our
method on a PDA and the results show that our method
can tradeoff between energy savings and privacy protection
by choosing different block sizes to hide data.
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