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Analysis of Large-Scale 
Distributed Cameras 
Using the Cloud

Wenyi Chen, Anup Mohan, Yung-Hsiang Lu, and Thomas Hacker, Purdue University
Wei Tsang Ooi, National University of Singapore
Edward J. Delp, Purdue University

Gathering and processing data from distributed network cameras is 
challenging. Here, the authors propose using cloud instances to gather and 
analyze data from a large number of cameras. 

istributed sensors are deployed 
worldwide to monitor various 
human and natural phenom-
ena. These sensors (for example, 
weather stations, beach cameras, 
and seismometers) continuously 

produce many types of data that can be valuable 
for observing and understanding the world. Visual 
sensors (such as cameras) are particularly interest-
ing because they produce large volumes of data with 
varying content (see the “Network Camera Types 
and Prevalence” sidebar for some general facts). 

Visual data is driving the emergence of the 
big data era. This data can be characterized by 
its volume, velocity, and variety (the “three Vs”). 
Video streams have high velocity and volume when 
capturing high spatial resolution data at multiple 
frames per second. The same visual data can be used 
to extract various types of information and support a 

variety of observations. For example, the cameras in 
a national park could be used to observe air quality, 
snow coverage, and vegetation changes. Highway 
cameras could observe congestion and weather to 
study urban planning and sustainability. We could 
also use the data from worldwide traffi c cameras 
to compare the transportation systems in different 
countries. The availability of a large number of 
Internet-connected cameras provides unprecedented 
opportunities for researchers to observe locations 
thousands of miles away. 

Extracting useful information from distributed 
cameras presents many challenges, however. First, 
a tremendous amount of data is discarded (that is, 
not archived) because there’s no easy way to ana-
lyze it and often no clear value in storing it for post-
event analysis. Second, some network protocols 
make it diffi cult to move large quantities of data 
over long distances. TCP’s properties limit the ef-
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fective network diameters over which data can be 
effi ciently collected from cameras. Because a pack-
et’s round-trip time (RTT) can affect transmission 
rate,1 a network camera might provide only low 
frame rates for observers who are geographically 
distant, restricting the type of information that 
can be extracted. If high frame rates are needed, 
the data should be analyzed on a host closer to the 
source. Another challenge is the lack of a standard 
programming interface for retrieving data from 
different camera models. Furthermore, there are 
no effi cient and effective methods for discovering 
cameras on the Internet. One has to expend con-
siderable effort to discover cameras and retrieve 
information from heterogeneous sources. More-
over, it’s diffi cult to accommodate the wide range 
of analyses that might use the same dataset. One 
might need high frame rates to detect events (such 
as animal migration), whereas another might need 
only low frame rates to observe long-term trends 
(such as changes of leaf colors). For seasonal stud-
ies (such as observing snow coverage), having dedi-

cated computing and storage facilities that aren’t 
fully utilized year round would be uneconomical. 
Clearly, new approaches are needed to simplify the 
process of discovering and analyzing data from the 
distributed cameras.

This article proposes the solution of creating 
a global network of interconnected cameras linked 
with geographically distributed computational 
analysis cloud engines to overcome the challenges 
of network distance, a large number of cameras, 
and a tremendous amount of visual data. Our ap-
proach, Continuous Analysis of Many CAMeras 
(CAM2; https://cam2.ecn.purdue.edu), analyzes 
data from globally distributed network cameras. 
Initial results demonstrate challenges requiring 
further investigation. We believe that solutions to 
these problems could be generalized to problems 
of gathering knowledge from widely distributed 
data sources such as environmental sensors (see 
the “Distributed Network Cameras for Environ-
mental Monitoring” sidebar for some examples of 
their use). 

NETWORK CAMERAS TYPES AND PREVALENCE

his article focuses on network cameras that 
are always connected to the Internet and don’t 

change location. These network cameras continu-
ously produce data and diff er from smartphone 
cameras, which don’t continuously produce data.

Network cameras can be classifi ed into two 
types. The fi rst supports HTTP and can be con-
nected directly to the Internet. These cameras have 
Web interfaces used for confi guration. The second 
type (often called webcams) must be connected to 
a computer. The computer retrieves video from the 
camera and then posts it on the Internet. 

Camera owners have multiple ways to restrict 
accesses. For example, they can require passwords 
or specify the IP addresses that can retrieve the data. 
It’s also possible to connect cameras to closed net-
works protected by fi rewalls. 

How many cameras are currently deployed? 
One study predicts that an annual growth rate of 27 
percent between 2012 and 2017 and that 28 million 
units will be shipped by 2017.1 This prediction means 

approximately 17 million units will be shipped in 2015. 
How much data are produced by network cam-

eras and how much storage space is needed? Re-
searchers have suggested that 15 million hard disks 
per year would be suffi  cient to store the data from 
all network cameras.2 This is about 3 percent of the 
hard disks shipped each year. The actual number 
might be substantially diff erent, depending on the 
assumptions about the number of cameras, resolu-
tions, frame rates, and content.
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Distributed Network Cameras and the Cloud
Both distributed network cameras and mobile de-
vices have limited resources but need to perform 
intense computation on the data they gather. Cloud 
computing can help by offloading computation to 
resource-rich cloud instances. 

Mahadev Satyanarayanan and his colleagues 
used dynamic cloudlets for mobile devices to im-
prove network transmission delay to enhance overall 
performance.2 Their system might not work well for 
network cameras, however, because of the differ-
ences between distributed network cameras and mo-
bile devices. Mobile devices change their locations 
frequently, whereas most network cameras are sta-
tionary. In addition, Internet connectivity for mobile 
devices is highly unreliable, whereas network cam-
eras often have stable network connections. Final-
ly, mobile devices send and receive data only when 
needed, but network cameras stream data continu-
ously. For some applications, mobile devices need to 
transmit only small amounts of data (for example, 
sending calendar updates). In contrast, network 

cameras transmit large amounts of data (image and 
video). These differences require different strategies 
for choosing cloud instances and designing overall 
systems. For mobile devices, the system needs to 
cater to frequent changes, including positions, In-
ternet connectivity, and interactive user inputs. For 
network cameras, the system needs to focus on re-
trieving data efficiently from many cameras simulta-
neously and continuously. 

This article focuses on managing the perfor-
mance and cost of cloud instances and describes fac-
tors that can affect the strategies for analyzing data 
from network cameras. Our main contribution is 
providing quantitative measurements related to the 
use of cloud instances for analyzing data from many 
network cameras. These measurements can provide 
guidelines for developing systems that utilize cloud 
instances and cameras. CAM2 aims to solve the fol-
lowing problems. First, rich information in the visu-
al data means that researchers could have different 
requirements for their studies, such as frame rates, 
seasons, and durations. Some studies would require 

DISTRIBUTED NETWORK CAMERAS FOR 
ENVIRONMENTAL MONITORING 

ome researchers use cameras to study topics 
related to the environment. 
Katerina Ruzicka and colleagues use a web-

cam to monitor foam formation downstream of 
wastewater treatment facilities.1 Stefan Winkler and 
colleagues detect foam to measure water quality.2

Lonneke Goddijn-Murphy and colleagues use colors 
to evaluate water composition.3 Troy Gilmore and 
colleagues use cameras to measure water levels.4

Heng Ma and colleagues observe fish trajectories 
and infer the pH values of the water.5 Andrew Rich-
ardson and colleagues created Phenocam to study 
phenology.6 These studies demonstrate the values 
of using cameras for conducting different types of 
environmental studies.
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saving the data for post-event analysis. Other studies 
would be interested in timely analysis and responses 
(historical data isn’t useful for these studies). Sec-
ond, the true value might be the possibility of ob-
serving and comparing data from many geographi-
cally distributed sources. A researcher might want to 
compare the air quality of multiple locations as the 
smoke from a wildfire spreads. Third, the amount of 
data can be quite large. 

CAM2 can currently access more than 70,000 
cameras discovered by searching the Internet. These 
cameras are deployed by government agencies (such 
as the Department of Transportation and the Na-
tional Park Service), universities, and individuals. 
CAM2 lets users select cameras and set processing 
parameters such as time and duration. After select-
ing the cameras through CAM2’s Web interface, a 
user can upload a program for analyzing the data 
from the selected cameras. CAM2 provides an event-
driven API: when a new frame is retrieved, the up-
loaded program is invoked. This interface hides the 
cameras’ heterogeneity. CAM2 currently supports 
analysis programs written in Python using OpenCV. 
CAM2 uses cloud instances as computing engines to 
execute the analysis programs and to store results. 

The wide range of potential applications makes 
cloud computing an attractive option because re-
sources can be allocated on demand and in different 
geographical locations. Many studies have focused 
on using cloud computing to serve visual data (that 
is, images or videos as output), but few studies use 
cloud computing to analyze visual data (that is, data 
as input). One of the reasons is that multiple cloud 
instances might share the same physical resources 
and it could be difficult to guarantee minimum 
frame rates and maximum network delays. Fortu-
nately, many studies using visual data can obtain 
valuable information even at low frame rates. 

Analysis and Preliminary Results
Many questions arise when analyzing data from a large 
collection of distributed cameras. This article an-
swers some questions by showing preliminary results. 

Data Rate and Network Round-Trip Time
First, how much data can a cloud instance retrieve 
from a group of cameras? This is a complex ques-
tion because the cameras are geographically distrib-
uted and the cloud instances can also be in differ-
ent locations. For example, one cloud vendor offers 
instances in 11 locations and another offers eight. 
Another factor is the type of cloud instance. One 
vendor has 10 types of instances with different num-
bers of cores and amounts of memory, and another 

vendor has 22 types. Different types have different 
prices. To understand the effects of cloud instances’ 
physical locations on achievable data transfer rates, 
we measured data rates from the same cameras in 
the US using one type of cloud instance (four cores 
and 15 Gbytes of memory) on different continents. 
Figure 1 shows the strong relationship between the 
network RTT and the frame rates when using Mo-
tion JPEG (MJPEG). 

For H.264, although the frame rate appears to 
be stable, the video quality drops as RTT increases. 
When RTT increases, the H.264 encoder inserts 
duplicate frames to maintain the frame rate. This 
means the actual number of frames each second 
still drops when using H.264. Figure 1 includes 
measurement data using the Internet and emulation 
using the Linux command “netem” to inject delays. 
The effect of RTT on the observed MJPEG frame 
rate is due to the impact of packet RTT on achiev-
able TCP data rates over a wide area network.1,3

Building on the work of Matthew Mathis and his 
colleagues,1 Thomas Hacker and his colleagues 
showed this effect for parallel TCP streams,3 where 
for k TCP streams from one source to one destina-
tion, with maximum segment size (MSS), constant 
C, and per-stream packet loss rate pi, the effective 
aggregate TCP data rate is

TCP
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FIGURE 1. Relationship of round-trip time (RTT) and frame rate for 

Motion JPEG and H.264. For MJPEG, the frame rates decrease as RTT 

increases. For H.264, the frame rates are stable.
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As RTT increases, the aggregate TCP data rate 
decreases. RTT between the camera and the cloud in-
stance is affected by geographical distance. RTT has 
negligible effects when the interval between two frames 
is longer than the sum of RTT and transfer time. 

Popular video compression protocols used by net-
work cameras include MJPEG, MPEG-4, and H.264 
(MPEG-4 Part 10). MJPEG encodes each video frame 
independently as a JPEG image. Because it doesn’t ex-
ploit interframe redundancy in compression, MJPEG 
encoding is faster, but the compression ratio is typi-
cally below 1:20. MPEG-4 and H.264 improve on the 
compression ratio by removing redundancy across 
multiple frames, exploiting the fact that many pixels 
in the same area across consecutive frames are highly 
similar. These video formats can achieve a compres-
sion ratio of 1:50 or higher. MPEG-4 and H.264, how-
ever, create dependencies across video frames and 
are harder to compress because compression needs 
to search for similar blocks of pixels in the previous 
frames. Furthermore, an error due to packet loss in 
one frame could propagate and lead to errors in a sub-
sequent frame. Although the video decoder could use 
error concealment to fix the errors, the repair might 
still lead to distortion, especially when critical bits in 
the video stream are lost. In contrast, an error in an 
MJPEG stream is confined to a single frame.

Protocols for Video Streams
Network cameras typically use either HTTP or Real-
Time Transport Protocol (RTP) to transmit video 
streams. HTTP over TCP is commonly used because 
of its ubiquity and simplicity. A client issues an 
HTTP GET request to retrieve one or more frames 
at the URL published by the network cameras. RTP 
usually runs on top of the User Datagram Proto-
col (UDP) and provides additional application-level 
framing information on the video streams. The RTP 
header includes information such as timestamp and 
media formats that would allow the decoder to make 
better decisions about the decoding process. For in-
stance, packets containing outdated bits (identified 
by examining the timestamp) can be discarded, and 
video and audio streams can be synchronized. RTP 
has two companion protocols: 

• Real-Time Transport Control Protocol (RTCP) 
allows the server and the client to communicate 

meta-information such as network states and 
congestion levels.4 The server and client can use 
the information to perform fine-grained control 
of the streaming session (for example, to send 
lower quality video at a lower data rate if the 
network is congested). 

• Real-Time Streaming Protocol (RTSP) allows 
the client and server to establish the session and 
negotiate session parameters.5 When UDP isn’t 
supported, RTSP can interleave video streams 
within its packets, essentially sending the stream 
over TCP. 

The choice of network protocol depends on sev-
eral factors. Using TCP on a well-known port (such 
as port 80) ensures that the data passes through 
most of the network routers and firewalls. TCP 
is also reliable, ensuring that the videos are re-
ceived with no packet loss. For live video stream-
ing, however, it’s unnecessary to retransmit every 
lost packet and deliver all packets in order. Packets 
belonging to an outdated frame can be discarded. 
TCP’s congestion control might also unnecessarily 
increase end-to-end delay for live video streaming. 
Many live streaming services therefore resort to us-
ing UDP with application-level services that intelli-
gently retransmit lost packets and control the video 
sending rate.

Some network cameras let owners control how 
to reduce the data rate in the event of network con-
gestion by sending fewer frames per second, send-
ing lower resolution video, or sending lower quality 
(higher compression) video. The decision should de-
pend on the purpose. For instance, if one wants to 
count the number of people in a video, the frame 
rate is less important than visual quality because 
pedestrians move fairly slowly. To track moving ve-
hicles, the reverse is true: a high frame rate is im-
portant. Current video compression schemes are op-
timized for human vision. In applications where the 
videos are meant for computer analysis, alternative 
compression schemes optimized for machine vision 
should be considered.6 Selecting appropriate com-
pression schemes remains a research challenge.

Types of Cloud Instances
Figure 2 shows the cumulative data rates when the 
data from cameras is retrieved by cloud instances in 
different continents. Because different vendors have 
different specifications for cloud instances, creating 
identical instances among different vendors is im-
possible. For comparison, instances are chosen to be 
close in memory capacity and number of cores. The 
geographical locations of the cloud instances have 
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great impact on the data rate when retrieving video 
that’s encoded using MJPEG. 

The figure shows three phases of data retriev-
al. In the first phase, a few cameras are used and 
the data rates quickly increase as the number of 
cameras increases. This effect can be clearly seen 
in Equation 1, in which adding new TCP streams 
with RTTs that are roughly equivalent to those of 
existing streams linearly increases the aggregate 
data rate. The second phase is an inflection point 
at which gains from adding cameras are limited. 
At this point, the network bottleneck in the paths 
between the cameras and the cloud instance is 
likely becoming heavily loaded. Finally, in the third 
phase, the data rates plateau because the data rates 
reach the limit of the network paths. The addition 
of new streams doesn’t increase the overall end-to-
end data rate, since TCP aims to fairly share a con-
gested link. As the number of cameras increases 
and the network becomes overloaded, the frame 
rate per camera declines. 

What are the implications of Figures 1 and 2? 
Consider a situation in which a researcher wants to 
analyze the data from distributed cameras and re-
trieves the frames using MJPEG. If a high frame 
rate is desired, cloud instances with small RTT 
(close to the data source) must be used. This reflects 
the common wisdom in processing large volumes of 
data: “Bring code to data. Do not bring data to code.” 
If high frame rates are unnecessary, the researcher 
has the freedom of deciding the cloud instances’ lo-
cations, even though the RTT might be large. 

Why would anyone even consider bringing data 
to a cloud instance that has a large RTT? Cost. The 
prices of cloud instances of the same configuration 
at different geographical locations can vary notice-
ably. For example, a cloud vendor charges 56 cents 

per hour for an instance with eight virtual CPUs and 
30 Gbytes of memory in the US; the same configura-
tion costs 76.1 cents per hour in South America and 
81 cents per hour in East Asia.

Figure 3 further illustrates this concept. Con-
sider three cameras, C1, C2, and C3, at three differ-
ent locations. For each camera, concentric circles 
indicate the contours of RTTs and the correspond-
ing frame rates ( fr1 < fr2 < fr3). For example, within 
the range of the innermost circle, the frame rate 
would be higher than fr3. Also, consider three cloud 
instances, I1, I2, and I3, at three different locations. 
We can use any instance to retrieve data from any 
camera, but the achievable frame rate will dif-
fer. Instance I1 can retrieve data from C1 and C2

fr1

l1
l2

l3

fr2

fr3

C1

C2

C3

FIGURE 3. The geographical locations of cameras and 

cloud instances can affect frame rates. The diagram 

illustrates this effect with three network cameras, C1–

C3, three cloud instances, I1–I3, and three frame rates, 

fr3 > fr2 > fr1.
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at frame rate fr1; I2 can retrieve data from C1 and 
C3 at frame rate fr2; and I3 can retrieve data from 
C2 and C3 at frame rate fr1. Thus, to retrieve data 
from C1, C2, and C3 at frame rate fr1, two cloud 
instances, I1 and I3, are sufficient. If we want to 
retrieve data from all cameras at frame rate fr3, we 
can’t use any of the three instances. In this case, we 
need three new instances that are closer to C1, C2,
and C3 because the innermost circles don’t overlap. 
This problem can be generalized as follows: given a 
set of n cameras and their locations, find the mini-
mum number of cloud instances and their locations 
so that the data can be retrieved from these cameras 
at the desired frame rate. 

In Figures 1 and 2, the data is retrieved from 
the network cameras and discarded immediately 
without any processing. Figure 4 shows the data 
rates for background subtraction for video encoded 
using MJPEG.7 Background subtraction is a com-
monly used method to detect motion and requires 
large amounts of memory to store the scene back-
ground model and the intermediate results. The fig-
ure shows that the number of cores and the memory 
capacity of a cloud instance significantly impact the 
data rates as well as the limit in the number of cam-
eras. Notice that the data rate remains nearly con-
stant when the number of cameras increases. This 
means that the average frame rate per camera de-
creases as more cameras are added. Moreover, if a 
cloud instance has only a small amount of memo-
ry, the program stops working when the number of 
cameras is large because the cloud instance runs out 
of memory. This figure shows that for background 
subtraction, adding cores and memory would allow 
the cloud to process data from more cameras.

Analysis Programs and Data Rates
Many network cameras in CAM2 observe scenes 

with people and crowds. Figure 5 shows the data 
rate when counting the number of people in the 
scene, using the method proposed by Navneet Da-
lal and Bill Triggs8 implemented using OpenCV and 
Python. This program requires a large amount of 
memory and also has a long execution time. Com-
pared with Figure 4, Figure 5 shows much lower 
data rates, and the cloud instances can process 
the data from fewer cameras. Comparing Figures 
4 and 5, we observe that the analysis methods also 
significantly impact the data rates, which in turn 
are affected by how heavy the computation is and 
how powerful the instances are. The data rates 
for counting people are much lower than those 
for background subtraction, even though the same 
type of instances is used. The maximum num-
ber of cameras that can be processed at the same 
time is affected by the programs’ memory require-
ment. For each program, the cloud instances with 
smaller amounts of memory can process fewer cam-
eras. This means larger instances will give better 
performance. For these programs, however, high 
frame rates aren’t necessary. For example, to count 
the number of people crossing a street, one frame 
per second might be sufficient because people take 
more than a few seconds to cross a street. Thus, to 
reduce cost, we could choose smaller instances if 
the number of cameras is small. 

When choosing suitable cloud instances, the lo-
cations, the programs, the desired frame rates, and 
the number of cameras are important factors. If the 
computation is intense, large instances are usually 
better. However, if the required data rate is small 
enough, one can use smaller instances to achieve 
the same performance at a lower cost. If the number 
of cameras is large, we need to compare costs using 
several instances with less memory or one instance 
with more memory. 
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FIGURE 4. Data rate for background subtraction using five types (T1–T5) of cloud instances. Type T2 has the 

least amount of memory and runs out of memory when the data from 75 cameras is analyzed. Type T1 has the 

fewest cores and thus the lowest data rate and runs out of memory at 160 cameras.
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e envision that global network cameras will 
become a major source of information, pro-

viding new insights into the environment. To realize 
such potential, systems must be built to retrieve and 
analyze visual data from multiple cameras. These 
systems must solve many problems, such as resource 
management. Many more studies are needed to de-
velop strategies for selecting appropriate cloud in-
stances. The data presented here can serve as the 
starting point for future investigations.
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Counting people is much more computationally intense than background subtraction and the data rate is 

substantially lower.
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