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Abstract— As human-robot collaboration methodologies de-
velop robots need to adapt fast learning methods in domestic
scenarios. The paper presents a novel approach to learn
associations between the human hand gestures and the robot’s
manipulation actions. The role of the robot is to operate as an
assistant to the user. In this context we propose a supervised
learning framework to explore the gesture-action space for
human-robot collaboration scenario. The framework enables
the robot to learn the gesture-action associations on the fly
while performing the task with the user; an example of zero-shot
learning. We discuss the effect of an accurate gesture detection
in performing the task. The accuracy of the gesture detection
system directly accounts for the amount of effort put by the
user and the number of actions performed by the robot.

I. INTRODUCTION

One of the major challenges for a robot in human-robot
interaction (HRI) scenarios is to explore the large state-space
of the environment. To perform a manipulation action a robot
should be aware of the three main states: the state of the
human, the state of the objects to manipulate, and the robot’s
own state. The state of the human is the command given by
the user which in this work is a static hand gesture. The state
of an object is whether it is in the robot’s hand or not.

In this paper we propose a novel framework to learn
associations between the hand gestures and the robot actions.
Although the user sees the associations between gestures and
actions the robot actually learns associations between the state
of the system (i.e. the state of the human, the state of the
object, and the robot’s own state) and the action performed.
Initially the associations are unknown which are learnt in a
supervised zero-shot learning fashion on the fly.

We demonstrate our framework in a domestic scenario to
assemble furniture e.g. a table, as illustrated in Fig. 1. The
robot assists the user in the assembly of the table. Its objective
is to handover the table legs to the user. We define 10 ways to
handover legs. In order to evaluate the proposed framework
extensively we assemble 5 tables 20 times. It would be tedious
and practically expensive to perform such a high number of
table assemblies in a real environment. Therefore experiments
are conducted in a simulated environment.

A. Motivation and Contribution

Numerous studies [1], [2] have reported methods for robots
to learn to complete tasks more efficiently i.e. completion
in the least number of actions. Our work is motivated by
the Joint Intention Theory by Cohen et al. [3] where authors

978-1-5090-4023-0/17/$31.00 c©2017 IEEE

Fig. 1: Robin (the robot) assists the user in the assembly of
a table. The user performs gestures like ‘pointing’ and ‘give
me’ to which the robot reacts as ‘grasp object’ and ‘hand
over’, respectively.

propose a formal approach to building artificial collaborative
agents. The authors describe collaboration not only as the
commitment of members to achieve the goal but also–if
necessary–having a mutual belief about the state of the goal.

The furniture assembly task takes place in a close proximity
hence it is irrelevant to observe full-body human pose. The
gestures are performed with hand and fingers, not with body
and arm [4]. Therefore, we choose to interact using the hand
gestures since they inherently provide spatial information
of the user’s hand. For example, gestures like pointing can
be used to localize objects [4]. Moreover, the hand gestures
are comparatively natural than a computer interface. We
use gestures from the Innsbruck Multi-view Hand Gestures
(IMHG) dataset [5]. The gestures in the IMHG dataset are
closely related to the semantic content of verbal language
and were designed based on the HRI study conducted by
Jensen et al. [6].

The approach is statistically driven, in other words, every
data point is an input-output pair where the input maps to an
output. This grants the flexibility to implement the Proactive
Incremental Learning (PIL) framework. The robot receives
a feedback (positive or negative) based on the action it has
performed with respect to the state of the system. The gesture-
action associations are recorded on receiving the feedback
consequently learning the mapping between the input i.e. the
state of the system and the output i.e. the robot action.



It is a supervised learning approach, however, the training
and the testing are not the two distinct phases of the process.
Since associations are learnt on the fly both phases are
active till the system reaches the goal. It records each data
point incrementally to develop the gesture-action model. This
incremental attribute of the PIL framework provides the
freedom to the user to establish the gesture-action associations
at will. The probabilities of the associations i.e. to perform
an action given the state, are learnt as the task advances.

Recent HRI study by Jenson et al. [7] shows that people
expect robot to act proactively with the same interactional
levels as that of humans. The proactive nature of the PIL
framework addresses this aspect. The robot is able to decide
the most likely action to perform given the state of the system
after learning the associations during the task. Additionally,
the robot based on the acquired knowledge can correct the
state of the detected hand gesture if it invokes an invalid state
of the system. For example, a robot trying to grasp another
object while an object is already in its hand.

The invalid state can occur due to two main reasons: (1) a
gesture is detected with a low confidence score irrespective of
the state of the system therefore it is discarded, (2) a gesture is
misclassified and it is incompatible with the state of the system
irrespective of the confidence score. The state of the human
as understood by the robot depends on the rate of detection
of the communicative signal. During an invalid state the robot
looks at the learnt probabilities to correct the detected gesture.
The number of interactions taking place during a human-robot
collaboration task is directly proportional to the accuracy of
the hand gesture detection system. We quantitatively study
and discuss the effect of the rate of detection of gesture in
section IV.

The main contributions of this study are summarized as
1) A supervised learning approach to design a framework–

Proactive Incremental Learning (PIL) framework– to
learn associations between the hand gestures and the
robot’s manipulation action on the fly,

2) Proactively correct the misclassified gesture,
3) Study the effect of the rate of detection of the hand

gestures.

B. Related work

The human-robot interaction studies with an active human-
in-loop involvement has been presented in many instances
such as learning by imitation [8], demonstration [9], and
feedback [10]. Interactive reinforcement learning (IRL) based
approaches [1], [11] have demonstrated that human-generated
reward can be powerful and is a fast learning technique over
classic reinforcement learning.

Thomaz et al. introduced IRL which enables the user
to provide positive and negative rewards using a computer
interface in response to the manipulation action of the robot.
These rewards are a guidance input which leads the robot to
perform the desired behaviour [1]. Human-Robot Interaction
Operating System (HRI/OS) designed by Fong et al. allow
humans and robots to collaborate in joint tasks in a peer-to-
peer fashion [12]. The key feature of their system is that the

coordination takes place through a dialogue only when the
help is asked.

Lutkebohle et al. proposed a bottom-up strategy where the
robot performs an action then engages in a dialogue with the
user [13]. Their framework focusses on two objectives: (1)
What the robot has to learn, and (2) Bring attention of the
user to provide feedback based on the action. Consequently,
the robot develops associations between the verbal commands
and actions during the training phase.

A commonality among the state of the art is there are
two distinct phases for the robot viz., a learning phase and a
testing phase. To learn new associations the system needs to
be retrained which is not the case for the proposed work; an
advantage of the PIL framework. An exception among the
previous works is the approach by Grizou et al. [14] where
the robot learns to interpret voice commands while learning
a task. Their framework is based on inverse reinforcement
learning where the user instructs the robot what to do.

The proposed PIL framework is guided by similar prin-
ciples particularly the idea of feedback from the user. Like
Grizou et al.’s framework the PIL also incorporates both the
training and the testing during the task. A pertinent difference
with the PIL framework is in our work the robot explores
manipulation actions and is not specifically guided by the user
regarding which action to perform. In addition to learning
the associations on the fly these associations can be shared,
modified, and updated with new associations while performing
a new task.

II. HUMAN-ROBOT COLLABORATION SCENARIO

A. Domestic Scenario

We designed the HRI setup with ‘Robin’ (the humanoid)
which has 2 KUKA light weight robot arms, 2 Schunk hands,
and a KIT robotic head [15] in a virtual environment. We
use the left arm of the robot to interact since gestures in the
IMHG dataset are commonly performed with the right hand.

We use 6 types of hand gestures from the IMHG
dataset. These gestures are categorized based on Quek’s
taxonomy [16] as shown in Fig. 2. Let G =
{pointing,give me,grasp,release} be the set of
4 instructional gestures shown as pointing, give me, grasp
close, and grasp open, respectively, from the dataset. The
pointing gesture is used to indicate an object or a location in
the workspace. The fist gesture is used to instruct the robot
to pause. Since the setup is simulated the fist gesture is not
included in this work. Let F = {OK,¬OK} be the set of
feedback signals given by the user by performing thumb up
and thumb down gestures, respectively. The feedback is in
the form of a binary approval signal which determines how
a gesture-action association is scored.

The 5 manipulation actions known to the robot are:
open robot’s hand (open), close robot’s hand (close),
go on the top of the pointed object (object), go
towards the human hand (human), and go to the
pointed location on the table (location). Let A =
{open,close,object,human,location} be the set of
those actions. Since the state of the object mainly depends on
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Fig. 2: Taxonomy of hand gestures.

the state of the robot’s hand we define 2 states of the robot
hand. The state of the robot’s hand is considered free when
the object is not in its hand (free) and it is considered as
occupied when the object is in its hand (occupied). Let
H = {free,occupied} be the set of these states of the
robot hand.

B. Task execution

The state s of the system at the time step t consists of
three attributes given as st = 〈gt, at, ht〉, where gt ∈ G is
the detected gesture, at ∈ A is the state of the robot i.e.
the action performed by the robot in the previous step, and
ht ∈ H is the state of the robot’s hand. At each step t of the
assembly three entities are recorded: the state of the system
st, the action robot will perform at+1 ∈ A, and the feedback
signal ηt+1 ∈ F given by the user after the action.

The gesture-action associations are mainly seen from the
user’s perspective while the state-action associations is what
the robot learns. Henceforth, the state-action association
and the gesture-action association are used interchangeably.
Consider the sequence of quintuples as shown in Table I to
handover legs of the table. Each block with the solid line is a
type of a handover. For explanation purposes let us consider
that gestures are detected accurately.

Initially, Robin is at a default position with its hand open
and the four legs of the table are kept within its reachability.
First, the user points at one of the leg. The vision system
detects the hand gesture as pointing. Robin then selects
one of the random actions from A, let’s say, close i.e. close
robot’s hand. Since close was not the desired action the
user gives a feedback signal ¬OK. Similarly, ¬OK is given
to the next random action open. Finally, at step 3 when the
robot performs the action object i.e. go on the top of the
pointed object, the user gives OK.

Next, the user performs a grasp gesture to instruct the
robot to grasp the object. Since Robin has never seen this
state previously it randomly executes action open and in
return the user gives feedback as ¬OK. It then performs action
close and grasps the object to which a OK is signalled. In

Step Detected Previous robot Robot’s Action Feedback
t gesture gt action at hand ht at+1 ηt+1

1 pointing open free close ¬OK
2 open free open ¬OK
3 open free object OK
4 grasp object free open ¬OK
5 object free close OK
6 give me close occupied location ¬OK
7 close occupied human OK
8 release human occupied object ¬OK
9 human occupied open OK

10 pointing open free object OK
11 grasp object free close OK
12 pointing close occupied close ¬OK
13 close occupied human ¬OK
14 close occupied location OK
15 release location occupied open OK
16 pointing open free object OK
17 pointing object free open ¬OK
18 object free object OK
19 grasp object free close OK
20 give me close occupied human OK
21 pointing human occupied object ¬OK
22 human occupied location OK
23 release location occupied open OK

TABLE I: An example to handover legs of the table to learn
the gesture-action associations.

due time Robin would have learnt that it has to perform
the action object given the state of the robot is open,
its hand is free, and the user makes pointing gesture .
Moreover, it also enables to design a intent prediction modal
to speed up the task. For example, the user is most likely
to perform grasp after pointing, therefore, the robot is
aware that the action followed by going on the top of the
object (object) will be most likely to grasp it (close).

III. PROACTIVE INCREMENTAL LEARNING

The Proactive Incremental Learning (PIL) framework is an
example of supervised zero-shot learning. It is designed to
reach to the final state while minimizing the number of actions
performed by the robot as well as the number of gestures
shown by the user. Let’s consider the table assembling task as
described in section II-B. Let N be the number of legs which
Robin has to handover to the user. The Proactive Incremental
Learning framework consists of two modules: 1) Feedback
based gesture-action associations, and 2) Proactive gesture
correction.

A. Feedback based gesture-action associations

The goal of the system is to learn the probability of an
action at+1 to be executed by the robot given the state of
the system st i.e. P (at+1|st). Initially, the probabilities are
distributed uniformly among all the robot actions. The robot
incrementally learns the probabilities at every step when the
user gives a feedback. The feedback is received as the binary
score for the state-action association (st, at+1) as

η =

{
1, gt = OK

0, gt = ¬OK.
(1)

Let T be the 4-D table which stores the state-action associa-
tions at each step t. The score of each state-action association



is recorded in cell T(st, at+1). It is incremented based on
the feedback η as

T(st, at+1) =

{
T(st, at+1) + η, η = 1

T(st, at+1), η = 0.
(2)

During the early steps of the task the robot performs random
actions since it has not acquired any knowledge. Though
in later steps it has updated the score for the state-action
association (st, at+1) and it can compute P (at+1|st). The
probability of the action a given the state s of the system is
computed as

P (a|s) = T(s, a)
|A|∑
i=1

T(s, ai)

. (3)

If the score values in T are normalized as per the joint
probabilities then eq. 3 represents Bayes’ rule. The best action
at+1 to perform given the state of the system is selected as

a∗ = argmax
at

P (at+1|st). (4)

In the human-robot interaction studies conducted by Jensen
et al. [6], the authors observed that there is no feedback or
rarely a positive feedback if the robot performs an expected
action. Although users strongly give a negative feedback ¬OK
for an unexpected action. Therefore, in the PIL framework
we consider no feedback too as OK.

Let us consider the example as described in Table I. It can
be seen at step t = 3 the robot learns the association between
the state of the system s3 = 〈pointing,open,free〉 with
the action a4 = 〈object〉. At step t = 10 the probability
P (object|s10) has the highest probability. Consequently
the robot chooses action object to perform instead of opting
for a random selection.

In other instance at t = 17 from user’s point of view it may
seem that the robot will perform object. However, for the
robot s17 = 〈pointing,object,free〉 which has never
occurred previously. The probability of an action to perform
given the state s17 is uniformly distributed among all the
possible actions. Therefore, the probability P (object|s17)
is same as that of other actions and the robot opts to perform
a random action.

B. Proactive gesture correction

The accurate detection of the gesture is vital in learning of
the gesture-action associations. However, the gesture detection
system may misclassify due to changes in the lighting
conditions of the environment, differences in the appearance
of a gesture among users, or a low confidence score in the
detection, etc. To overcome this problem we incorporate a
gesture correction module in the PIL framework.

The PIL framework enables the robot to correct the misclas-
sified gesture based on the learnt gesture-action associations.
The user is unaware if the system has misclassified the gesture.
Though in case of misclassification if the detected gesture
invokes a state which conflicts with the physical laws or
which is redundant then the system can judge whether a
gesture correction is needed or not.

A correction step can only be active after some associations
are recorded in T. If an invalid state occurs during the task
then the PIL framework looks at the sequence T to infer the
most probably valid gesture. Let st be the invalid state of
the system and therefore no action at+1 is selected. At this
point the system checks where has the state st−1 occurred
previously in T. The corrected state s′t is most likely to be
one of the states which occurs after one of the instances of
st−1 with feedback OK.

The robot chooses s′t with the most occurrences i.e. with
the highest probability, and corrects the state of the system
st. It performs a′t+1 and it is recorded as at+1. For example,
in Table I at t = 21 the user performs poining gesture.
If it was incorrectly detected as grasp this would trigger
an invalid state. The robot cannot grasp an object when
the state of the robot hand is occupied. The system then
decides that correcting the gesture is necessary and it looks
for the gesture with highest probability which can occur
after give me. The system corrects the gesture maximizing
the probability P (s′t|st−1). The detected gesture is corrected
from grasp to release and the robot performs action
open as the most likely action.

In the case of an invalid state it is possible that the
corrected action was not the one that the user had expected.
The user always has the freedom to give a ¬OK feedback.
The robot then selects the next best action. If none of
the previously learnt actions receive a OK feedback for the
given state then the robot explores the actions which had
received ¬OK feedback. A valid state-action association can be
miscategorized as ¬OK and an invalid state-action association
can be miscategorized as OK if the gesture detection system
has a poor accuracy. An advantage of the PIL framework is
that at first it proactively decides to perform an action and
if it is not the one user desires then it enables the user to
choose the action as described in section III-A.

C. Algorithm

We initialize the number of objects N which are to be
handed over to the user. The robot is set to a default position
with its hand open and the step counter is initialized at t = 1.
The pseudo-code of the PIL framework is as described in
Alg. 1. An object is consider to be delivered to the user only
if the robot had performed either human or location in
the last step while holding the object and it performs open
as the next action.

IV. RESULTS AND DISCUSSION

A. Simulation setup

We evaluate the PIL framework in a simulated environment.
There are 4 instruction gestures, 2 feedback gestures, and
5 robot actions as described in section II-A. In this test
scene we would like to assemble 10 four-legged tables i.e.
in total the robot has to handover 40 table legs to the user.
We define 10 ways of handover out of which 3 are as shown
in Table I (step 1-9, 10-15, 16-23). In Table I user performs
14 instruction gestures to receive 3 objects. The number of
command gestures g performed by the user in each handover



Algorithm 1: Proactive Incremental Learning framework

1 Initialize N , at = open, ht = free, T = ∅, t = 1
2 while N > 0 do
3 Detect gesture gt from the set of G
4 Update st = 〈gt, at, ht〉
5 if T 6= ∅ then
6 Compute a∗ using eq. 4
7 if (st, at+1) is valid then
8 if a∗ is unique then
9 Perform action a∗

10 Update T(st, at+1) as per eq. 2

11 else
12 Learn gesture-action associations as

described in section III-A

13 else
14 Correct the state as described in section III-B

15 else
16 Learn gesture-action associations as described in

section III-A
17 if (at = human ∨ at = location) ∧ (ht =

occupied) ∧ (at+1 = open) then
18 N = N − 1
19 t = t+ 1

ranges from 4-7. For the simulated environment we fed a pre-
defined sequence of the gestures to the system to assemble
10 tables.

An important aspect in human-robot collaboration is the
accurate detection of the command signal (here gestures). To
evaluate the effect of accuracy we simulate the detection rate
d of these gestures. For example, consider the sequence in
Table I, if the detection rate of the system is d = 60% then
only 8 randomly selected gestures will be detected correctly.
It is to be noted that in order to simulate the feedback the
correct state-action associations Tc are known to the system.
A positive feedback is given only if the state-action association
(st, at+1) ∈ Tc.

B. Simulation results

The goal of the framework is to reach the final state while
minimizing the number hand gestures and the number of
robot actions. In the PIL framework the robot is proactive
which means the robot learns the associations on the fly, uses
the knowledge to perform actions, and is able to correct
the misclassified gestures. We simulate 4 detection rates
d = {40%, 60%, 80%, 100%}.

The PIL framework is compared with a 2× 2 pre-trained
experimental setup at d detection rates. The two main axes
of the pre-trained conditions are: (1) Trained at either 100%
or d detection rate, and (2) System can or cannot perform
gesture correction. The four conditions are

1) Both the training and the testing is conducted at d
detection rate. It uses the learnt probabilities to correct

the misclassified gesture.
2) The training is conducted at 100% detection rate and the

testing at d detection rate. It uses the learnt probabilities
to correct the misclassified gesture.

3) Both the training and the testing is conducted at d
detection rate. In the case of incorrect gesture detection
the user has to correct it manually i.e. to perform gesture
repeatedly until it is correctly detected.

4) The training is conducted at 100% detection rate and
the testing at d detection rate. In the case of correct
gesture detection the user has to correct it manually
i.e. to perform gesture repeatedly until it is correctly
detected.

Since the training is on the fly in the PIL framework the
comparison is done at d detection rate of the testing phase
of the above conditions.

We assemble the set of 10 tables 20 times to obtain a
statistically significant data. The comparison results of the 4
conditions with the PIL framework regarding the number of
gestures and the number of robot actions required to complete
the task are shown in Fig 3 and Fig 4, respectively. At a low
gesture detection rate the number of gestures and the number
of robot actions required for the PIL are higher with respect
to condition 1 and condition 2. Due to a low detection rate
a correct gesture-action association do not achieve highest
probability as compared to the other possible gesture-action
associations.

It is to be noted that the results include the number
of robot actions and the number of hand gestures during
the training period for conditions 1, 2, 3, and 4. The pre-
defined sequence of gestures has 10 types of handovers. To
cover all types of handovers at least twice the training of
the aforementioned 4 conditions was done by assembling 5
tables. During the training it took 222, 203, 181, 144 robot
actions and 170, 148, 126, 111 hand gestures to complete the
task at 40%, 60%, 80%, 100% detection rate, respectively. An
advantage of the PIL framework is that the user has the
freedom to change gesture-action associations at any point
in time; not possible with trained conditions.

We performed t-test on the data recorded from 20 iterations
at each detection rate to check if the data points are
significantly different from each other. The t-test is performed
on the number of gestures and the number of robot actions
required by the PIL framework and the 4 conditions. The
p-values of our data indicate that the null hypothesis can be
rejected with 5% significance level. Our simulation data is
statistically significant with p < 0.05 having a maximum at
pmax = 0.048.

V. CONCLUSION AND FUTURE WORK

We propose a supervised proactive incremental learning
framework to learn the gesture-action associations on the fly.
The learning phase in the PIL framework is active until the
system reaches its final goal. Therefore, it is independent of an
explicit training phase in comparison to previous approaches.
In a real world human-robot collaboration scenario the
communication signal is prone to changes in the environment
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Fig. 3: Number of gestures performed by the user during the
assembly of 10 tables with 4 objects.
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Fig. 4: Number of actions executed by the robot during the
assembly of 10 tables with 4 objects.

or to the sensor noise. A poor signal-to-noise ratio can lead
to misclassification of the instruction signal. This in turn
can become tedious for the user. We studied the effect of
the detection rate of the communicative signal on a table
assembly task.

While the work proposed in this paper illustrates results
of a simulated environment our next step is to test it with
the real robot. We are working on techniques as discussed
in [17] to use multiple cameras and learn the appearance
of gestures on the fly in one-shot learning fashion. The PIL
framework provides the flexibility to integrate a module for
learning new associations. Additionally, the proactive nature
will enable to design a action prediction modal. The robot
will perform an action based on learnt probabilities instead
of waiting for an instruction from the user.
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Abstract— User’s intentions may be expressed through spon-
taneous gesturing, which have been seen only a few times
or never before. Recognizing such gestures involves one shot
gesture learning. While most research has focused on the
recognition of the gestures themselves, recently new approaches
were proposed to deal with gesture perception and production
as part of the recognition problem. The framework presented in
this work focuses on learning the process that leads to gesture
generation, rather than treating the gestures as the outcomes
of a stochastic process only. This is achieved by leveraging
kinematic and cognitive aspects of human interaction. These
factors enable the artificial production of realistic gesture
samples originated from a single observation, which in turn are
used as training sets for state-of-the-art classifiers. Classification
performance is evaluated in terms of recognition accuracy and
coherency; the latter being a novel metric that determines the
level of agreement between humans and machines. Specifically,
the referred machines are robots which perform artificially
generated examples. Coherency in recognition was determined
at 93.8%, corresponding to a recognition accuracy of 89.2% for
the classifiers and 92.5% for human participants. A proof of
concept was performed towards the expansion of the proposed
one shot learning approach to adaptive learning, and the results
are presented and the implications discussed.

I. INTRODUCTION

The problem of recognizing gestures from a single ob-
servation is called One-Shot Gesture Recognition [1]. In the
considered scenario a single training observation is available
for each gesture to be recognized. The limited amount of
information provided by that single observation makes this
problem ill-posed [2]; achieving generalization in recognition
becomes even more challenging without enough resources to
mine information from. That is why pure machine learning
approaches have not yet offered a significant result compared
to state-of-the-art recognition based on multiple training
examples. For example, HMM, SVM, PCA based techniques
were applied to this challenge obtaining suboptimal perfor-
mances as reported at the ChaLearn 2011 competition [3].
Therefore, one can conclude that currently those algorithms
are not the most suitable to tackle the one-shot recognition
problem. To overcome this limitation, we resort to learn from
context. In the case of gesture production, context is given by
the entity generating the observation (e.g. human or robot).
By understanding the gist of the kinematic and psycho-
physical processes leading to the generation of that single

This work was supported by the Office of the Assistant Secretary
of Defense for Health Affairs under Award No. W81XWH-14-1-0042.
Opinions, interpretations, conclusions and recommendations are those of
the author and are not necessarily endorsed by the Department of Defense.

observation [4], a series of new artificial observations can be
generated. These artificial observations can later be used as
training examples for classical machine learning classifiers.

Yet, determining the underlying principles governing ges-
ture production is particularly challenging due to human vari-
ability in gesture performance, perception and interpretation.
In the approach presented in this paper, artificial observations
are generated based on distinctive elements (placeholders)
in the 3D gesture trajectory which are highly correlated to
neurological signatures, as was recently reported by Cabrera
et al. [5]. These placeholders are further used to propagate
and augment a dataset of gestures which all preserve the
salient characteristics of each gesture type while embedding
the variabilities in human motion within a compact represen-
tation [4]. Once the datasets are created, classifiers are trained
with the artificial observations and subsequently tested on
real gestures datasets. Two metrics are used to assess per-
formance: recognition accuracy and recognition coherency.
The first is about the percentage of observations correctly
classified over the total number of observations. The second
metric refers to the level of agreement that displayed both the
human observers and the machines. Whether a machine and
an observer agree on which gestures are recognized or not,
would indicate the level of success with which our algorithm
can mimic human performance.

We expect that once machines are trained using the
one-shot learning paradigm they would be able to interact
naturally with their users even when encountering gestures
seen only once before. During real-time interaction, gestures
will be observed again and again which suggests adopting
an adaptive learning approach (from 1-shot to N-shot). Thus,
in this paper we also present an incremental progression
of the developed framework for one-shot gesture recogni-
tion to adaptive learning. The idea of adaptive learning is
implemented by applying the same methodology of dataset
augmentation for the training examples but with different
proportions. As more real-life gestures become available
when interacting with a robot, the ratio of real over artificial
data would increase, thus acting as a form of learning from
demonstration [6] paradigm.

II. BACKGROUND

A. Relevance of gestures in communication/interaction

Gestures are a form of engaging our body into expressions
with the objective of conveying a message, completing an
action, or as a reflection of a bodily state. Humans are quite
adept at communicating effectively with gestures even when978-1-5090-4023-0/17/$31.00 c©2017 IEEE



some of the gestures are spontaneously evoked during inter-
action [7]. Communication grounding and context allows the
observers to infer the meaning of the gesture even when that
specific expression form was not seen before.

It would be beneficial to enable machines to understand
these forms of spontaneous physical expressions that have
been only seen once before. To achieve that goal, one should
consider existing mechanism of communication that include
not only the outcome and meaning of a particular gesture,
but the process involved during gesture production that are
common to different human beings. Such process involves
both cognitive and kinematic aspects.

The cognitive aspects referred are those events that occur
during the production of human gestures. Such events have
been related to improvement of memory and problem solving
[8]–[10]. Research has been conducted to relate gestures to
speech on the neurological level [11], [12], yet the cognitive
processes related to gesture production and perception have
not been considered as a source of valuable information
representative of gestures. These events (fluctuations in EEG
signals related to mu rhythms oscillations) have been linked
recently to gesture comprehension [5]. These cognitive sig-
natures related to observed gestures may be used to compress
a gesture in memory while retaining its intrinsic characteris-
tics. When a gesture is recalled, these key points associated
with the cognitive signatures are used to unfold the gesture
into a physical expression. We plan to use these key points
as a global form of gesture representation.

B. One-Shot learning in gesture recognition
One-Shot learning in gesture recognition has gained much

traction since initial works proposed for the ChaLearn ges-
ture challenges in 2011 and 2012 [13]. Results of the chal-
lenge were reported by Guyon et al. using the Levenshtein
Distance (LD) metric, where LD=0 is considered the perfect
edit distance [3], [14] and LD=1 a complete error. One
approach by Wan et al. was based in the extension of
invariant feature transform (SIFT) to spatio-temporal interest
points. In that work the training examples were clustered
with the K-Nearest Neighbors algorithm to learn a visual
codebook. Performance was reported by an LD=0.18 [15].

Histogram Oriented Gradients (HOG) have being used
to describe image based representation of gestures. DTW
was implemented as the classification method obtaining
LD=0.17 [16]. Another method relied on extended motion
History Image as the gesture descriptor. The features were
classified using Maximum Correlation Coefficient leading to
an LD=0.26 [17]. In that work dual modality inputs from
RGB and depth data were used from Kinect sensor.

Fanello et al. relied on descriptors based on 3D Histograms
of Scene Flow (3DHOF) and Global Histograms of Oriented
Gradient (GHOG) to capture high level patterns from the ges-
tures. Classification was performed using a Support Vector
Machine (SVM) using sliding window with LD=0.25 [18].

C. Adaptive learning in gesture recognition
Adaptive shot learning involves switching from 1-shot to

N-shot learning paradigms as more data becomes available.

An example of this is given by a robot that was trained
using a single observation in a fixed environment, and
sudden is relocated to a new place and needs to immediately
interact with its users. As new real data becomes available,
the robot adopts these new observations to re-train itself,
to better recognize future instances of the gestures. Thus,
gradually moving from a 1- shot learning paradigm to 2-
shot, and eventually N-shot. It is expected that as real-
data becomes available, performance would improve. This
concept is relatively new, and few examples exist in the
literature. Hasanuzzaman et al., [19] update the training set
of a robot interacting with different humans, to account
for changes in lighting and faces using multi-clustering
approaches to incorporate new visual features to the ones
already available. Pfister et. al [19] one-shot algorithm was
used to detect sections of a given gesture class within a
video reservoir. Video sections were then used as training
samples for a new classifier, with higher performance. This
approach included adaptation to human pose and hand shape
that enabled generalization to videos of different size and
resolutions; with different people and gestures performed at
different prosody and speed.

This paper will demonstrate our one-shot learning ap-
proach through a variety of experiments and also present
preliminary results on adaptive shot learning to gesture
recognition.

III. METHODOLOGY

In this section implementation details are provided. First,
we describe the gesture data set used and present the
framework for one-shot learning from one example of each
gesture class. We do this by extracting a set of salient
points within the gesture trajectory and finding a compact
representation of each gesture class. This representation is
then used to augment the number of examples of each gesture
class artificially, maintaining intrinsic characteristics of the
gestures within that class. Then the selection of classification
algorithms and the training/testing methodology is presented.
The used performance metrics are described, and finally an
extension to adaptive learning approach is presented with
preliminary results.

A. Implementation details

The data used to test the approach presented consists of the
Microsoft Research Cambridge-12 Kinect gesture data set.
It includes 6,244 instances of 12 different gestures related
to gaming commands and media player interaction. Gesture
observations for the one-shot learning problem presented
in this paper relies on a reduction of Microsoft Research
MSRC-12 dataset, that includes a lexicon of 8 gesture
classes. This reduction was due to the nature of some of the
gestures, like taking a bow or kicking, that are gestures not
related to motions of the upper limbs. The data set comprises
tracking information of 20 joints collected using Kinect pose
estimation pipeline from 30 people performing the gestures.
The subset of gestures in the lexicon, was selected to include
only gestures involving upper-limbs motion (Fig. 1).



Fig. 1. Gesture lexicon from MSRC-12

B. Formal definition of the One-Shot Learning problem
Let L describe a set or lexicon formed by N gesture

classes, Gi where L = {G1,G2, ...,Gi, ...,GN}.Each ges-
ture class is formed by the set of gestures instances gik
∈ Gi , where k = 1, ...,Mi. Where Mi is the number of
observations of gesture class i. Gesture observations are a
concatenated trajectory of 3D points with h as the total
number of sample points within an observation.

gik = {(x1, y2, z1), ..., (xh, yh, zh)} (1)

The N-shot classification paradigm involves gathering
multiple observations of each gesture class to obtain ade-
quate classifying solutions. Instead, in the case of one-shot
learning, we rely on one observation as the basis to generate
several others. Thus, gik exists only for k = 1. We resort
to create additional instances which could be used to later
train and test a variety of classification algorithms. The new
artificial instances result in an increase in dataset size from
k = 1 to k = Mi. This parameter Mi is the desired number
of instances of that class required for training. Equation (2)
is applied to a single observation gi1, and is used to extract a
set of inflection points labeled as xiq , where q = 1, ..., l and
l < h.

G̃i =
{
xi
q = (xq, yq, zq) : xi

q ∈ gik, q = 1, ..., l, l < h
}

G̃i ∈ G̃L, i = 1, . . . , N
(2)

The set of inflection points, is a compact representation
obtained using the function M (3) that maps the gesture

dimension h to a reduced dimension l by extracting the
salient points of a given gesture instance. These set of
inflection points, G̃i (3), will serve as the basis to create
artificial gesture instances, ĝik, ∈ Rh for each Gi. Then,
artificial gesture examples for G̃i are generated through the
function A (4), which maps from dimension l to gesture
dimension h (Fig. 2). Function A is described further in [4].

G̃i =M(gik), k = 1, i = 1, . . . , N ;

gik ∈ R3×h; G̃i ∈ R3×l; l < h
(3)

ĝik = A(G̃i), k = 1, . . . ,Mi; i = 1, . . . , N (4)

Fig. 2. Changes in gesture dimensionality through functions M and A

The function Ψ (5) maps gesture instances to each gesture
class using the artificial examples.

Ψ : ĝik → Gi (5)

For future instances gu the problem of one-shot learning
gesture recognition is defined in (6) as:

Max Z =W{Ψ(gu),Gi}
s.t. i ≤ N ; i ∈ Z+; Gi = Ψ(gi1); Ψ(gu) ∈ L

(6)

Where, gu are the unseen instances of an unknown class
and W is the selected metric function, for instance accuracy
or F-Score.

The motivation behind this form of gesture encoding
is to replicate the way that humans perceive gestures in
order to later decode them to generate human-like arm/hand
trajectories.

The main form of encoding relies on keeping only the
inflections points within a trajectory together with a variance
associated to that point. It can be argued that encoding using
the inflections points may not be the most effective form of
compact representation of a gesture. Yet, in a preliminary
experiment, it was found a relationship between the timing
of mu oscillations and kinematic inflection points, such that
inflection points were followed by interruptions in mu sup-
pression approximately 300 ms later. This lag is consistent
with the notion that inflection points may be utilized as place
holders involved in conscious gesture categorization. The fact
that positive correlations have been observed between abrupt
changes in motion and spikes in electroencephalographic
(EEG) signals associated with the motor cortex supports the
hypothesis of a link between inflection points in motion and
cognitive processes [5]. Therefore, these points can be used
to capture large variability within each gesture while keeping
the main traits of the gesture class.



C. Classification algorithms

Four different classification algorithms were trained using
200 artificial observations per gesture class. The perfor-
mances were evaluated using 100 testing gesture examples
from the public dataset mentioned earlier. The algorithms
selected were DTW, CRF, HMM and SVM, renowned for
their use in state-of-the-art gesture recognition approaches.
In the case of HMM and SVM, a one-vs-all scheme was
used, while CRF and DTW provide a metric of likelihood
to the predicted result after training is completed.

The DTW classification algorithm was implemented using
the Gesture Recognition Toolkit (GRT) [20], which is a C++
machine learning library specifically designed for real-time
gesture recognition.

Each HMM is comprised by five states in a left-to-right
configuration and trained using the Baum-Welch algorithm,
which has been previously shown to generate promising
results in hand gesture recognition [21].

For the SVM, each classifier in the one-vs-all scheme was
trained using the Radial Basis Function (RBF) kernel. The
library available in MATLAB was used to implement SVM.

In the case of CRF, the training examples were encoded
using the BIO scheme to determine the beginning (B), inside
(I), and outside (O) of a gesture. The CRF++ toolkit was used
to train and test this classification algorithm [22].

D. Performance metrics

The recognition accuracy metric, Acc%, is used to evaluate
the percentage of correct classification over total number of
observations. It is defined in (7) as the ratio of the number
of true estimations, Etrue, to the total number of testing
examples, Esamples. Accordingly, recognition accuracy is
equivalent to the sum of diagonal elements of a confusion
matrix divided by the sum of all elements of matrix.

Acc% =
Etrue

Esamples
× 100% (7)

Results of overall accuracy are calculated as the average
of gesture accuracy per class.

A second metric is applied to measure the level of coher-
ence between the performance of the classifiers and human
observers. Both the classifiers and the human assess gestures
performed artificially by a robot. High coherence found
between human and machine classification indicates that the
method used to generate artificial examples encompasses
variability that humans understand as being part of the same
gesture class.

The second proposed metric, coherency γ(·) indicates
the resemblance between classifiers and human observers’
recognition of gestures. The goal with this metric is to
evaluate how well the method presented can mimic human
production, perception and recognition. Coherency (8) is
defined as the intersection between the sets of agreement
indices (AIx) for both humans (MH) and machines (MM).
The intersection is measured when both machine and humans
either identify correctly a gesture or misidentify it regardless
of the class where the agents classified them.

γ =
AIxmachine ∩AIxhuman

‖AIxhuman‖
× 100% (8)

The AIx is measured as the median of a set of Boolean
values of gesture recognition, which indicate whether the
gesture was being correctly classified (1) or not (0). The
value ‖AIxhuman‖ indicates the count of elements in each
set, which is identical for humans and machines.

E. Progression of One-Shot framework to Adaptive Learning

The developed methodology for artificial generation of
gesture examples is applied to achieve adaptive learning.
Assuming the number of samples per class Mi is kept
constant throughout the process of adaptive learning, the
proportion between original samples gikO

∈ R3×h and
artificially generated examples ĝikA

∈ R3×h changes. α%
is the percentage of artificial data that needs to be generated
for each real observation. The number of samples for real and
artificial observations is given by, kO and kA, respectively.
These parameters are related through (9):

Mi = kO + kA, α =
(Mi − kO)

kOMi

1 ≤ kO ≤Mi

(9)

For example, for Mi = 200 and assuming the one-shot
learning case, we have kO = 1, kA = 199. Then α% =
99.5% of the data needs to be generated from the single
observation. If instead kO = 2 then kA = 198, but only
49.5% of the data needs to be generated for each. As the
value of kO grows, the number of artificial examples created
from each original example decreases. This notion is shown
in Fig. 3. When kO = Mi, (N-shot learning) there is no need
to generate artificial examples at all.

Fig. 3. Visual representation of the proportion of original and artificial
examples in the training set

Conversely, with fewer number of observations available,
the true observations have higher representation in the artifi-
cially generated data set. This could result in two opposing
scenarios: either increasing the performance of the trained
classifier by providing variability associated to the gesture
class, or worsen the performance of the trained classifier if
the example was an outlier within the gesture class.



IV. RESULTS

A. Recognition accuracy

In order to test recognition accuracy, a testing set com-
prised of 100 examples per class was used. The average
recognition per gesture class, as well as Acc% are shown
in table I. All the results are comparable, with highest
recognition for the SVM and lowest for CRF. It is considered
a positive result to have comparable accuracies for different
classifiers, since the method developed for one-shot learning
is agnostic of the classification method used.

TABLE I
RECOGNITION ACCURACY (%) FOR TRAINED CLASSIFIERS

Gesture HMM SVM CRF DTW
Start 92 92 85 93

Next 95 96 89 95

Goggles 93 93 87 90

WindUp 89 91 86 90

Shoot 89 91 91 91

Throw 91 92 92 90

ChangeWeapon 89 91 86 90

Tempo 88 89 93 92

Overall 90.9 91.9 89.1 91.4

B. Coherency

To test the coherency of the gestures generated using our
approach, ten participants were recruited. Each was asked to
watch a video of a person performing one labeled example
of each gesture class in the selected subset of the MSRC-
12 dataset. Next, each participant observed the Rethink
Robotics’ Baxter robot performs a total of 16 artificially
generated gesture instances, two of each gesture class, in
random order. They were then asked to assign a label to
each gesture instance performed by Baxter.

The same artificial trajectories were performed by Bax-
ter and detected using a Kinect. Using blob segmentation
and tracking the trajectories of Baxter’s end-effectors were
determined and used as testing examples for the trained
classifiers. These classifiers, in turn, predicted the labels of
all the artificial gesture instances mentioned previously.

Table II shows the recognition accuracies found for
each interaction combination: robot-human (MH) and robot-
classifiers (MM). The last two columns represent the overall
recognition for MM and MH respectively.

Using the recognition results from the previous two sce-
narios, the metric of coherency was calculated using (8).
The AIx among users and machines were calculated for each
gesture type and instance. The recognition coherence found
across the 20 lexicon sets tested was γ = 93.8%. Given that
100% is perfect coherency, the obtained value indicates a
very good coherency between humans and machines.

TABLE II
RECOGNITION ACCURACY (%) FOR DIFFERENT INTERACTION

COMBINATIONS: ROBOT-HUMAN (MH) AND ROBOT-MACHINE (MM)

Gesture
Robot-Machine (MM) Robot-

Human
(MH)HMM SVM CRF DTW ALL

Start 90 90 90 85 88.8 90

Next 95 95 90 95 93.8 100

Goggles 90 90 90 90 90 90

WindUp 85 85 80 90 87.5 100

Shoot 90 90 85 90 88.8 70

Throw 95 95 90 95 93.8 95

ChangeWeapon 85 90 85 90 85 100

Tempo 85 90 85 85 86.3 100

OVERALL 89.4 90.6 86.9 90.0 89.2 92.5

C. One-Shot to Adaptive Learning

The developed methodology for adaptive learning is
implemented using two different classification algorithms:
DTW and HMM. Ten different values of original samples are
assessed and their overall accuracy reported. The Number of
artificial samples used for training was 200.

Fig. 4 is the graphical representation of the overall accu-
racy as a function of the number of original examples used to
generate artificial examples to augment the training data set.
A reference value for the one-shot learning was included
based on the recognition accuracy of each classification
algorithm.

Fig. 4. Accuracy Recognition for adaptive learning framework as number
of original examples varies

As the number of real observations grow, there is an
increasing trend for the recognition accuracy in both clas-
sifiers used. Interestingly, when only two real samples were
provided, the recognition accuracies were below the one-shot



baseline. A possible explanation is that the observation used
was an outlier among the typical observations of that class.
This occurrence is found in the results of both classifiers,
though the HMM result for k = 2 was influenced less
lowering the baseline performance. Using an outlier that was
not well recognized, will lead to augmenting the dataset of
observations with hard to classify gesture instances. Nev-
ertheless, as more observations are added, the recognition
accuracy picks-up again and reaches 95.89% for DTW and
95.22% for HMM.

V. CONCLUSION

This paper presents the methodology and metrics as-
sociated with a framework to achieve one-shot gesture
recognition. This framework is based on the extraction of
salient points in gesture trajectories which are used as a
compact representation of each gesture class. Using this
compact representation, an augmented data set of realistic
artificial samples is generated and used to train classifiers.
Four classifiers commonly used in state-of-the-art for gesture
recognition were used to evaluate the effect of classifier on
the overall performance. Recognition accuracy was measured
for each classifier using a subset of the publicly available
data set of Microsoft Research MSRC-12. The recognition
accuracy of all classifiers showed comparable results with
an average recognition of 90%. A different metric was
used to measure the artificially generated examples in terms
of recognition coherence between humans and machines.
For this, a robotic platform was used to perform a set of
these artificial examples. The resulting coherence was 93.8%,
indicating a high level of agreement in recognition when the
recognizing agent in the interaction is changed.

Results regarding adaptive learning implementation were
shown in terms of recognition accuracy as a function of
the number of original examples included in the artificial
generation process. Two classification algorithms were used:
DTW and HMM. Recognition accuracy was computed when
only one observation was provided to generate the artificial
data sets, then two observations and so on until reaching
10 observations. It was observed that, as expected, the
performance grows with a stronger representation of real-
data within the mixed dataset.
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Abstract— The identification of facial expressions with hu-
man emotions plays a key role in non-verbal human com-
munication and has applications in several areas. In this
work, we propose a descriptor based on areas and angles of
triangles formed by the landmarks from face images. We test
these descriptors for facial expression recognition by means of
two different approaches. One is a dynamic approach where
recognition is performed by a Conditional Random Field (CRF)
classifier. The other approach is an adaptation of the k-Nearest
Neighbors classifier called Citation-kNN in which the training
examples come in the form of sets of feature vectors. An analysis
of the most discriminative landmarks for the CRF approach
is presented. We compare both methodologies, analyse their
similarities and differences. Comparisons with other state-of-
the-art techniques on the CK+ dataset are shown. Even though
both methodologies are different from each other, the descriptor
remains robust and precise in the recognition of expressions.

I. INTRODUCTION
Facial expressions have been studied due to the great

deal of applications that are required for interpreting human
communication through facial gestures, such as automatic
behavior recognition, human-computer interaction, pain as-
sessment, health-care, surveillance, deceit detection and sign
language recognition [13]. In Human Computer Interaction
(HCI), facial expressions can be used to supersede other
forms of non-verbal communication, since the expressiveness
of human faces are usually linked to an emotional state [21].

Two main approaches can be considered to expression
recognition methodologies: a static approach that processes
each image in a sequence separately [8][7], and a sequence-
based or dynamic approach where the expression evolution
can be captured, for example, by a temporal LBP feature
[23][5]. A thorough study of different methodologies can be
found at [4].

We aim at recognizing human emotions from the complete
set of the Extended Cohn-Kanade AU-Coded Facial Expres-
sion Database (CK+) [9]. This database captures several
persons performing facial expressions, including seven basic
emotions: anger, contempt, disgust, fear, happy, sadness and
surprise. Also, the database provides a set of landmarks.

In this work, a simple geometric descriptor that captures
facial expression evolution within a video sequence is intro-
duced. It is based on the angles and areas formed by the

This work has been partially supported by UBA project UBACyT
20020130200290BA, and ACyT A15T14 of UADE.

landmarks placed on the images of faces that perform an
expression. Similar geometric descriptors were proposed for
other applications and different contexts. In [2] geometric
descriptors are used for kinship verification. Angles from
triangles formed by 76 landmarks are extracted from images
as well as segment lengths and its ratios; textural properties
are also used as features. In [11] the authors propose for
age invariant face recognition the use of a set of triangles
proportion ratios to estimate the degree of similarity among
triangles. The output of the triangles similarity proportions
relationships is used to build a row feature vector for each
sample image in the dataset.

Others approaches for facial expression recognition are
on 3D data, using databases like standard BU-4DFE and
BP4D-Spontaneous dataset. For example, in [6] the authors
presented a new scheme for dynamic 3D facial expression
retrieval using descriptors that capture both topological and
geometric information of 3D face scans.

In the dynamic approach for our work, angles and areas
are captured by means of a Conditional Random Field (CRF)
[14]. In our static approach, we use the same geometric
descriptor (angles and areas) in a variant of a supervised
machine learning framework in which the descriptors are
grouped in a form of bags. By means of a distance between
bags (Hausdorff distance), an adaptation of the k-nearest
neighbor algorithm is used as a classifier, called Citation
k-NN [1].

It is also performed an analysis for selecting the most
convenient and discriminating landmarks which generates
those descriptors.

The paper is organized as follows: Section II introduces
the proposed descriptor for the dynamic approach and the
analysis for landmark selection. Section III presents the adap-
tation of our geometric descriptor to be used by the Citation
k-NN classifier. Section IV presents the experimental results
for each approach. Finally, Section V presents conclusions.

II. DYNAMIC EXPRESSION RECOGNITION

Expression recognition using temporal approaches usually
tracks the changes of landmarks spatial positions within the
images on the video sequence. This analysis, however, is
sensible to movement of the head while the expression is
occurring [22].978-1-5090-4023-0/17/$31.00 c©2017 IEEE



Fig. 1. An example of a triangle generated by 3 different landmarks. The
angle opposed to the dotted line is used as the angular descriptor.

Our descriptors, on the other hand, computes a measure
independent of the spatial position of the landmarks on the
image. They are computed from the triangles obtained by
three landmarks, inspired on the polygon mesh representa-
tion. In this way, the features measure facial transformations
by evaluating the changes on the angles and areas on the
respective triangles between consecutive frames.

A. Area and Angular Descriptors

Three landmarks (`a, `b, `c) on a 2D image define a
triangle ∆, as can be seen on Fig. 1. The geometry of ∆
can be described by its area and the internal angles. Thus,
let be:
• θ∆, the angular descriptor where `a is the landmark at

the central point, `b and `c are the extreme points of
the angle.

• α∆ is the area of triangle ∆.
The dynamic of the gesture on the video sequence can be

evaluated by analyzing the changes of the relative landmarks
positions dynamics, and then, the geometric descriptors of
triangle ∆. The change of α∆ and θ∆ in two captures
separated by T frames is computed as dκ(t) = κ(t) −
κ(t − T ), where κ = {α∆, θ∆}. This difference measures
the spatial evolution of the landmarks. Analyzing the sign
and the magnitude of dκ(t), the dynamic feature descriptor
obtains three discrete values:

fκ(t) =

 −1 if dκ(t) < −ξκ
0 if |dκ(t)| ≤ ξκ

+1 if dκ(t) > ξκ

(1)

where ξκ, for κ = {α∆, θ∆}, is a threshold that validates
angle and area changes as meaningful. The ξκ value depends
on some parameters, such as the frame rate of the sequence,
the size of the image, etc. In our experiments, setting ξθ∆ =
5o and ξα∆ = 5% of the reference area α∆(t), gives the best
results.

Fig. 2 shows a subset of landmarks and the evolution of
two angles on two different expressions. On both examples,
the angles are compared using a temporal interval of T = 5
frames. This value is closely related with the frame rate of
the sequence, and must capture the dynamic of the gesture.

If T has a low value, and the frame rate is high, the changes
on the dynamic geometric descriptors will not be noticeable.

The choice of the central point `a of each angle descriptor,
between the three landmarks, is based on that point which
maximizes the dynamics generated by the angle on all the
sequences of the learning dataset.

(a) (b)

Fig. 2. Images of a surprise expression with landmarks numbered and
the triangle ∆ = (`14, `15, `16) displayed in red lines, (a) t0 − 5 frame,
centered at angle ˆ̀15 = 45◦, (b) t0 frame, centered at angle ˆ̀15 = 96◦.
In this example, fθ∆ = 1 since dθ∆ (t0) > 51◦ > ξθ∆ , where ξθ∆ = 5◦.

B. Landmarks Selection

The set of landmarks for each capture is composed of 68
points, based on landmarks provided by the CK+ databased
we utilized in our experiments. The number of possible
triangles is calculated as N = n!/((n− k)!k!) combinations
of n = 68 items taken by k = 3 at a time. It results on more
than 50,000 different triangles, making impracticable their
implementation for online applications. It is then necessary
to select a subset of points to reduce this quantity. The criteria
consists on identifying those landmarks that best capture the
dynamics of the expressions through the sequence.

The methodology performs an exhaustive analysis on the
complete set of triangles defined by the 68 landmarks on all
the sequences: ∆ = {∆i}i=1,...,N . To select the subset from
the 68 landmarks, we create seven accumulators, one for each
expression, of length 68. Let be ∆i a triangle defined by
landmarks `1, `2, and `3. When the dynamic of the angular
descriptor fθ∆(t) for a sequence of expression e is different
to zero, the three landmarks `1, `2, and `3 receive one vote on
the accumulator corresponding to e. Based on the previous
analysis, we choose a list of landmarks which have green
color, see Fig. 3. We also incorporate reference landmarks
or pivots (marked in red) from those points which remain
stable along the expression in order to improve robustness
(some dynamics could be lost if we only choose moving
landmarks).

Fig. 3. Final selection of landmarks in red and green.



This subset of n = 18 landmarks defines the set of
triangles describing the geometrical shape of the face and
their dynamic. The length of the subset is computed as
n!/((n − k)!k!) combinations of n = 18 items taken by
k = 3 at a time, and resulting in 814 triangles.

C. Dynamic Classification using Conditional Random Fields

Facial gestures, similarly to many other applications, have
the particularity that the same expression (for example,
‘smile’) can be performed at different speeds. Therefore,
the number of frames of a video sequence capturing one
person’s expression going from neutral to smiling, will
differ from another person doing the same expression. In
[16], a comparison was made between a Support Vector
Machine (SVM) [17] and a Conditional Random Field (CRF)
[14] approaches to tackle tennis gestures recognition. SVM
approach uses a framework called local features that defines
a kernel function seeking feature similarities between test
and train samples. Coefficients weighting the differences at
the positions within the sequences are incorporated, in order
to have reliable comparisons of the gesture. CRF, on the
other hand, encodes by itself the temporal sequence of the
descriptors on the sequence, and obtains the best results on
the tennis dataset.

In our work, we employ linear-chain CRF to model the
sequential dependencies between the video frames. The ges-
ture recognition can be regarded as a multivariate prediction
problem, seeking to identify the sequence defined by (y,x),
where y = {y0, . . . , yN} are the tags of each frame, and
x = {x0, . . . ,xN} are the corresponding feature vectors.
The list of L labels {happy, sadness, . . . , fear} is also
defined; each of the tags in y corresponds to one of the these
labels. Linear-chain CRF employs a conditional distribution
p(y|x, w) based on the log-linear model and the output
variables given the observable feature vectors:

p(y|x, w) = 1
Z(x, w)

L∏
k=1

exp
(

N∑
t=1

wk φk(yt−1, yt,xt)
)

where φk are the feature functions associated to class k
evaluating the compatibility between label yt and feature
vector xt, wk are the class weights, and Z(x, w) is an
instance normalization function that ensures the distribution
p equals one.

III. MULTIPLE INSTANCE LEARNING AND
CITATION-KNN

Multiple Instance Learning (MIL) is a variant of super-
vised machine learning in which the training examples come
in the form of bags. A bag is a set of feature vectors, called
instances. Each training bag has, as in traditional supervised
learning, an assigned class label. The goal is to learn a model
capable of predicting class labels for unseen query bags.
Note how this setting considerably differs from classical
single instance supervised learning, in which training data
is organized as individual feature vectors, and a class label
is available for each vector. A variety of approaches to

the MIL task have been proposed over the years [1][15].
Every method relies on a specific assumption about the
relationship between a bag label and the instances within that
bag. Citation-kNN is presented in [19] as a way of adapting
the k-Nearest Neighbors (kNN) approach to the MIL task.
It is based on the very loose assumption that bags that are
similar according to a given distance measure are likely to
have the same class label. In the single-instance variant of
kNN, traditional distance functions such as Lp norms can be
used to compare examples. In MIL though, proper distance
functions between bags have to be used instead.

The chosen distance function in Citation-kNN is a mod-
ified version of the Hausdorff distance. Given two bags
A = {a1, . . . , aM} and B = {b1, . . . , bN}, and two integers
S and L such that 1 ≤ S ≤ M and 1 ≤ L ≤ N the
Hausdorff distance is defined as:

HSL(A,B) = max(hS(A,B), hL(B,A)) (2)

The function hF (A,B) is known as the directed Hausdorff
distance. Given bags A and B, and an integer F such that
1 ≤ F ≤ |A|, it is defined as:

hF (A,B) = F th
a∈A

min
b∈B
‖a− b‖, (3)

where ‖ · ‖ is a norm on the points of A and B and F th
a∈A

is the F -th ranked distance in the set of distances (one for
each element in A). In other words, for each point in A
the distance to its nearest neighbor in B is computed, and
the points of A are ranked according to the values of this
distance. The F -th ranked such value decides the distance
hF (A,B).

The values of S and L are usually defined indirectly
by specifying the fraction 0 ≤ K ≤ 1 of the points to
be considered. That is, given bags A and B, S and L
are respectively set as: S = max(b|A|Kc , 1) and L =
max(b|B|Kc , 1), where b·c is the floor function and | · |
denotes cardinality.

The usual kNN method for selecting the label of a query
bag based on the majority class of the closest neighbors may
not lead to good classification results in the MIL setting.
To overcome this problem, [19] incorporates the notion of
citation into the voting mechanism used to decide the label
of a query bag. The proposed approach defines the R-nearest
references of a bag A as the R nearest neighbors of A.
Moreover, it defines the C-nearest citers of A to be the
set that includes any given bag X if and only if A is one
of the C nearest neighbors of X . For binary classification,
the number of positive votes p is determined by summing
the number of positive references Rp and positive citers Cp,
i.e. p = Rp + Cp. Likewise, if the number of positive and
negative references are Rn and Cn respectively, the number
of negative votes is n = Rn + Cn. The query is predicted
positive if p > n, and negative otherwise.

A. Modified Citation-kNN

The voting procedure described in Section III was thought
for binary classification. However, a natural extension to



the multiple class scenario can be devised for citation-kNN.
Let L be the set of possible labels. For a given query bag
X , assume {r1, . . . , rnr} and {c1, . . . , cnc} are the class
labels of its nr nearest references and its nc nearest citers
respectively. In our extension, the predicted label l∗ for X is
obtained by summing the votes of citers and references as:

l∗ = arg max
l∈L

 nc∑
i=1

δ(l, ci) +
nr∑
j=1

δ(l, rj)

 (4)

where δ(a, b) = 1 if a = b and δ(a, b) = 0 otherwise.
The criteria presented in Eq. (4) assigns the same im-

portance to the vote of any citer or reference. However, it
seems reasonable to pay more attention to those neighbors
that are closer to the query bag. This can be achieved by
using weighted voting. Formally, let X be the query example,
L be the set of possible labels, and assume {R1, . . . , Rnr

}
and {C1, . . . , Cnc

} are the sets of the nr nearest references
and the nc nearest citers of X respectively. Further, let
{r1, . . . , rnr} and {c1, . . . , cnc} be the class labels of those
nearest references and citers respectively. Then, the weighted
voting approach for predicting label l∗ for X is:

l∗ = arg max
l∈L

(
nc∑
i=1

αiδ(l, ci) +
nr∑
i=1

βiδ(l, ri)
)

(5)

where αi and βi are the weights for citer Ci and reference
Ri respectively.

Clearly, the weight for a particular example should be a
decreasing function of its distance to X . In this work we
set αi = 1

H(X,Ci) and βi = 1
H(X,Ri) , where H(·) is the

Hausdorff distance described in Eq. (2); we omit the S and
L subscripts here for clarity.

B. Citation kNN on bags of time-stamped facial expression
descriptors

Our MIL approach for facial expression recognition rep-
resents descriptor sequences using bags of time-stamped
descriptors and classifies new bags using Eq. (5). We now
formalize the proposed representation and present a series of
examples that aim at gaining further insight into the Haus-
dorff distance. For clarity purposes, the original sequences
used in the examples were brought to a length of only 5
frames.

From the definition of areas and angles in Section II-
A, let xi = (θ∆i1 , s α∆i1 , . . . , θ∆ih

, s α∆ih
) be a descriptor

for each frame i, where i = 1, . . . ,M , M is the number
of frames, h the number of considered triangles, and s a
scale factor that puts into balance the influence of areas
over angles. Then, the descriptor X for each sequence of M
frames is defined as X = (x1, . . . , xM ) and its time-stamped
bag representation is the set BX = {b1, b2, . . . , bM}, where
bi = (xi, β i

M ) is the ordered pair obtained by appending
a single value to descriptor xi. The appended value β i

N
adds temporal information to the original descriptor. It is
computed by multiplying the relative temporal position of
the descriptor (i.e. the video frame at which the descriptors

is located divided by the total number of frames in the video)
by a constant β, that regulates the weight of the temporal
information. We refer to β as the frame weight and to bi as
a time-stamped descriptor.

Fig. 4 illustrates how the Hausdorff distance between
two bags of descriptors is obtained. The compared bags
correspond to the happy (top and middle) and sadness
(bottom) facial expressions. Descriptors are linked to their
nearest neighbor by arrows. Values at the beginning of
each downward solid arrow describe the Euclidean distance
from one expression to the nearest expression below it,
while values at the beginning of each upward dotted arrow
describe the Euclidean distance from one expression to the
nearest above it. Observe that each descriptor is represented
by its corresponding face with the selected 16 landmarks
marked with dots. Moreover, faces are shown in the order
they appear in the original sequence. The leftmost image of
each sequence corresponds to the neutral expression and it
evolves along the sequences ending in the expression itself,
shown in the rightmost images in Fig. 4. It can be seen that
descriptors corresponding to these neutral expressions are
relatively close to each other. This is an expected behavior,
since the neutral face is common to all the expressions.

On the other hand, when comparing sequences that contain
different expressions, the last frames for each sequence lead
to larger distances, see middle and bottom sequences in
Fig. 4. This example illustrates an important assumption
of our approach: even though two differently labeled ex-
pressions sequences may (and most probably will) contain
many similar descriptors, at least one of the sequences will
contain expressions that differentiate it from the other se-
quence. Therefore, when comparing the bag representations
of those sequences, descriptors originated in such differenti-
ating expressions will be at large distance from their nearest
neighbors in the other bag. As a consequence, the Hausdorff
Distance will be large.

Recall from Section III that the modified Hausdorff Dis-
tance can be tuned by specifying the aforementioned param-
eter 0 ≤ K ≤ 1. To illustrate the effect of this parame-
ter, Fig. 4 (top and middle) shows the directed Hausdorff
Distance between two happy bags. More precisely, if we
use the names A and B to denote the bags from the top
and the middle respectively, the figure illustrates hS(A,B)
with solid lines and hL(B,A) with dotted lines. Recall
from Section III that the value of S is determined by K
as S = max(b5Kc , 1). Note that the third expression in
A corresponds to a surprise expression (considered here as
noise). As a consequence, its associated descriptor lies far
away from every descriptor in B (distance equal to 322.13
from its nearest descriptor). Therefore, if we set K = 1
(and thus S = 5) an undesirably large Hausdorff Distance is
obtained. The desired behavior can be obtained, by letting
K = 4

5 (and thus S = 4). It might seem that reducing K is
always beneficial. However, note that setting K = 2

5 (and
thus S = 2) would ignore the three more discriminative
expressions in A. In our experiments, we decided the value
of K empirically by leave-one-subject-out cross-validation
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Fig. 4. Illustration of the Hausdorff distance between bags of face expression descriptors, corresponding to the happy (top and middle respectively)
and sadness (bottom) emotions. Considering each pair of expressions (top-middle and middle-bottom), values at the beginning of each downward solid
arrow describes the Euclidean distance from one expression to the nearest expression below it, while values at the beginning of each upward dotted arrow
describes the Euclidean distance from one expression to the nearest above it.

on the training data.

IV. EXPERIMENTS AND RESULTS

In this Section the geometric features are tested by means
of a CRF and the Citation-kNN classification methods. We
performed several experiments for evaluating the accuracy
of emotion recognition and we analyzed and compared both
methods to solve the problem. A leave-one-out subject cross
validation methodology was used to assess the performance
in the study: each sequence belonging to a subject in the
database is classified (i.e., tested) and the rest of the subjects
are used for training.

In our experiments we utilized the extended Cohn-Kanade
dataset (CK+) [9], which is one of the most widely used
resources in the development of expression recognition sys-
tems. The CK+ database, contains sequences of frames

that begin with a neutral expression (Ne) and end in one
basic emotion: anger (An), contempt (Co), disgust (Di), fear
(Fe), happiness (Ha), sadness (Sa) or surprise (Su). There
are 118 subjects that perform from one to six expressions
each, to a total of 327 sequences which are labeled as one
of the seven aforementioned expressions (but no sequence
is labeled as neutral on the database). The database also
provides 68 landmarks for each frame of each sequence.
For both classification methods (CRF and Citation-kNN) we
utilized all the subjects (118) and all of its sequences (327),
that are labeled with one of the 7 emotions provided by the
database.

In this work, CRF is implemented using the software
CRFSuite [10]. The training combines the BFGS method
and the Orthant-Wise Quasi-Newton method. CRFSuite has
the particularity that input feature vectors correspond to a



list of tags or strings. Therefore, feature vector f(t) values
on equation (1) are converted to a new feature vector xt in
the following way: 1 values get tag ‘P’ (positive), 0 values
get ‘Z’, and −1 values get tag ‘N’ (negative).

To classify a video, the feature vectors xt are evaluated
sequentially, from frame t = T to the last frame. Each
xt obtains from CRF a label indicating their corresponding
expression. The video is then classified with the expression
that obtained the greatest number of votes.

An Co Di Fe Ha Sa Su
An 93.3 0 4.4 0 2.2 0 0
Co 11.1 55.6 0 5.6 22.2 5.6 0
Di 6.8 0 89.8 0 3.4 0 0
Fe 8 0 0 60 16 12 4
Ha 1.4 0 0 0 97.1 0 1.4
Sa 14.3 0 3.6 3.6 0 71.4 7.1
Su 1.2 1.2 0 1.2 0 0 96.4

TABLE I
CONFUSION MATRIX (IN %) OF EXPRESSION RECOGNITION FOR THE

GEOMETRIC FEATURES (ANGLES ONLY) USING CRF.

Table I and II presents the confusion matrix results cor-
responding to the geometric features and the CRF classi-
fication, with only angles and with both angles and areas,
respectively. Notice that, the use of both areas and angles
increases the accuracy with respect to the use of angles
only. The overall performance of the CRF methodology is
91.19% for Table II and corresponds to the percentage of
well-classified sequences from a total of 327.

We have observed that dynamic angles tend to lose in-
formation when the motion in the sequence is small. This
usually happens on long sequences with subtle movements
where dynamic angles are unable to capture the dynamics,
turning out in miss classification. Results show that 32
sequences, within the 43 sequences wrongly classified, have
at least 50% of frames considered as static (no motion is
perceived).

An Co Di Fe Ha Sa Su
An 93.3 0 4.4 0 2.2 0 0
Co 0 72.2 0 0 22.2 5.6 0
Di 3.4 0 94.9 0 1.7 0 0
Fe 4 4 0 68 12 8 4
Ha 0 0 0 0 100 0 0
Sa 10.7 0 0 3.6 0 82.1 3.6
Su 1.2 0 0 1.2 1.2 0 96.4

TABLE II
CONFUSION MATRIX (IN %) OF EXPRESSION RECOGNITION FOR THE

GEOMETRIC FEATURES (BOTH ANGLES AND AREAS) USING CRF.

In case of Citation-kNN, the time-stamped versions of
the features are used. They are grouped into bags and the
classification process is as depicted in the previous section.
Table III shows the confusion matrix for the Citation-kNN
method. Best results were obtained for R = 8 for the R-
nearest references, C = 20 for the C-nearest citers, K = 0.9,

β = 30, and s ∈ [2.9, 3.6]. The overall performance achieved
by this method is 89.30% (well-classified sequences from a
total of 327). As with the CRF approach, including both
angles and areas increases recognition rates (table with only
angles is omitted for space purposes).

An Co Di Fe Ha Sa Su
An 84.4 0 15.6 0.0 0 0 0
Co 11.1 77.8 0 5.6 0 5.6 0
Di 3.4 0 96.6 0 0 0 0
Fe 0 8 12 44 16 16 4
Ha 0 0 0 1.4 98.6 0 0
Sa 10.7 3.6 0 10.7 0 75.0 0
Su 0 1.2 0 0 0 0 98.8

TABLE III
CONFUSION MATRIX (IN %) OF EXPRESSION RECOGNITION FOR THE

GEOMETRIC FEATURES (USING BOTH ANGLES AND AREAS) CLASSIFIED

WITH THE CITATION-KNN METHOD.

We notice that the Citation-kNN method has the advantage
over CRF method that the location of the apex frame (i.e.,
the frame where the expression itself is achieved) can be
determined automatically. As shown in Fig. 4, if we consider
the distance between apex frames we observe that it increases
considerably. On the other hand, the lowest distance between
frames from different videos is the one that corresponds to
the neutral expression from each video.

We performed an experiment to test the robustness of the
two aforementioned methods with respect to the position of
the apex in the sequence. For that, the CK+ sequences were
mirrored and appended at the end of the regular sequences
in order to build a longer sequence where the apex is at
the center (we call them extended sequences). Regular CK+
sequences were used for training and extended sequences
were used for testing, and viceversa. Also, extended se-
quences were used for training and testing. In all the cases,
a leave-one-out subject cross validation methodology was
employed. We observed that when the apex location in the
test sequences is different from the apex location in the
training sequences (for eg., one is in the middle and the
other at the end, respectively), the accuracy in the CRF
method decreases, while it remains similar for the citation-
kNN method. Also, the citation-kNN maintained the 89.3%
accuracy when the extended sequences were used for training
and testing, while the CRF dropped to 86.9%.

An Co Di Fe Ha Sa Su Avg
SPTS+CAPP [9] 75.0 84.4 94,7 65,2 100,0 68,0 96,0 83,3
CLM [3] 70,1 53,4 92,5 72,1 94,2 45,9 93,6 74,5
ITBN [20] 91,1 78,6 94,0 83,3 89,8 76,0 91,3 86,3
Cov3D [12] 94,4 100,0 95,5 90,0 96,2 70,0 100,0 92,3
HCORF [18] 93,3 70,6 98,3 69,2 97,1 79,3 100,0 86,8
VSLem [18] 97,8 88,2 96,6 96,0 98,6 87,9 100,0 95,0
our-knn 84,4 77,8 96,6 44,0 98,6 75,0 98,8 82,2
our-crf 93,3 72,2 94,9 68,0 100,0 82,1 96,4 86,7

TABLE IV
BENCHMARK OF OUR SYSTEMS WITH STATE-OF-THE-ART RESULTS.



Table IV shows at the last column the average classi-
fication rate of the seven expression of CK+ dataset. All
the methodologies are sequence based multi-class recogni-
tion systems. Some of the methods compared use different
number of folds when performing cross-validation. In [18]
tests were performed using 10 fold-cross validation, Cov3D
[12] and Interval Temporal Bayesian Network (ITBN) [20]
use 5 and 15 fold-cross validation, respectively. The Con-
strained Local Method (CLM) [3] and Lucey’s work [9] use
leave-one-out testing approach. The proposed methodology
achieves classification accuracy comparable to the state-of-
the-art supervised dynamic 2D facial expression recognition
techniques on CK+ database.

V. CONCLUSIONS

In this paper we have presented a simple geometric
descriptor for facial expression recognition based on angles
and areas of selected landmarks corresponding to strategic
locations based on motion and position. Two very differ-
ent classification methods were considered to evaluate the
proposed geometric descriptors. One method is a proba-
bilistic method for structured prediction called CRF. The
other method, is an adaptation of the k-NN approach to
the Multiple Instance Learning task. Both methods perform
similarly as seen on the confusion matrices, with the CRF
slightly superior to Citation-kNN. Nonetheless, the CRF fails
to output a classification result when there is no movement
in the sequence; this fact does not affect the behavior of
Citation-kNN. Also, Citation-kNN can automatically obtain
the expression apex frame and performs robustly when the
apex frame is located at different positions in the sequence
video.
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Abstract— Automated Facial Expression Recognition (FER)
has been a challenging task for decades. Many of the existing
works use hand-crafted features such as LBP, HOG, LPQ, and
Histogram of Optical Flow (HOF) combined with classifiers
such as Support Vector Machines for expression recognition.
These methods often require rigorous hyperparameter tuning
to achieve good results. Recently Deep Neural Networks (DNN)
have shown to outperform traditional methods in visual object
recognition. In this paper, we propose a two-part network con-
sisting of a DNN-based architecture followed by a Conditional
Random Field (CRF) module for facial expression recognition in
videos. The first part captures the spatial relation within facial
images using convolutional layers followed by three Inception-
ResNet modules and two fully-connected layers. To capture
the temporal relation between the image frames, we use linear
chain CRF in the second part of our network. We evaluate our
proposed network on three publicly available databases, viz.
CK+, MMI, and FERA. Experiments are performed in subject-
independent and cross-database manners. Our experimental
results show that cascading the deep network architecture with
the CRF module considerably increases the recognition of facial
expressions in videos and in particular it outperforms the state-
of-the-art methods in the cross-database experiments and yields
comparable results in the subject-independent experiments.

I. INTRODUCTION

Facial expression is one of the primary non-verbal com-
munication methods for expressing emotions and intentions.
Ekman et al. identified six facial expressions (viz. anger,
disgust, fear, happiness, sadness, and surprise) as basic
emotional expressions that are universal among human be-
ings [1]. Automatizing the recognition of facial expressions
has been a topic of study in the field of computer vision
for several years. Automated Facial Expression Recognition
(FER) has a wide range of applications such as human-
computer interaction, developmental psychology and data-
driven animation. Despite the efforts made in developing
FER systems, most of the existing approaches either have
poor recognition rates suitable for practical applications or
lack generalization due to the variations and subtlety of facial
expressions [2]. The FER problem becomes even harder
when we recognize expressions in videos.

Numerous computer vision and machine learning algo-
rithms have been proposed for automated facial expression
recognition. Traditional machine learning approaches such
as Support Vector Machines (SVM) and Bayesian classifiers

This work is partially supported by the NSF grants IIS-1111568 and
CNS-1427872.

perform fine on classifying facial expressions collected in
controlled environments and lab settings. However, these
traditional approaches mainly consider still images indepen-
dently and do not consider the temporal relations of the
consecutive frames in a video.

In recent years, due to the increase in the availability of
computational power, neural networks methods have become
popular in the research community. In the field of FER, we
can find many promising results obtained using Deep Neural
Networks [3, 4]. While in the traditional approaches features
were handcrafted, the DNNs have the ability to extract more
appropriate features from the training images that yield in
better visual pattern recognition systems. Therefore, it has
been concluded that the DNNs are able to extract features
that generalize well to unseen scenarios and samples.

Due to uniqueness of expressions for each person and
insufficient number of examples in available databases, one-
shot methods have received attentions in recent years [5, 6].
In these methods, information about different categories are
learned from one or very few samples. In this work, since
inputs are sequences of frames, the number of training
samples is considerably lower than frame-based approaches.
Although our method is not purely one-shot, it uses low
number of samples in the training phase which makes it is
highly generalizable and learns well even with few training
samples (Table I).

In this paper, we look at the problem of facial expres-
sion recognition as a two-step learning process. In the first
step, we model the spatial relations within the images. In
the second step, we model the temporal relations between
consecutive frames in a video sequence and try to predict the
labels of each frame while considering the labels of adjacent
frames in the sequence. We apply our experiments on three
facial expression datasets in order to recognize the six basic
expressions along with a neutral state. All of these databases
have few number of training samples especially for a DNN.
Furthermore, we examine the ability of our model in cross-
database classification tasks.

Residual connections introduced by He et al. have shown
remarkable improvement in recognition rates [7]. Inspired
by [8], we propose a residual neural network for the first
part of our network. For the second part, we use linear chain
Conditional Random Fields (CRFs) model [9]. Cascading of
the aforementioned methods is a good approach in modeling
facial expressions since it will extract both the spatial and
temporal relations of the images in the sequence.978-1-5090-4023-0/17/$31.00 c©2017 IEEE



The remainder of the paper is organized as follows: Sec-
tion II provides an overview of the related work in this field.
Section III explains the network proposed in this research.
Experimental results and their analysis are presented in
Sections IV and V. The paper is concluded in Section VI.

II. RELATED WORK

Recent approaches in the field of visual object recognition,
and automated facial expression recognition have used Deep
Neural Networks. These networks use the huge amount of
computing power provided by GPUs, and provide a learning
approach which can learn multiple levels of representation
and abstraction which allow algorithms to discover complex
patterns in the data.

Szegedy et al. [10] introduced GoogLeNet architecture
which uses a novel multi-scale approach by using multiple
classifier structures, combined with multiple sources for back
propagation. Their architecture increases both width and
depth of the network without causing significant penalties.
The architecture is composed of multiple “Inception” layers,
which applies convolution on the input feature map in
different scales, allowing the architecture to make more
complex decisions. Different variations of the Inception
layer have been proposed [11, 12]. These architectures have
shown remarkable recognition results in object recognition
tasks. Mollahosseini et al. [3] have used the traditional
Inception layer for the task of facial expression recognition
and achieved state-of-the-art results.

Residual connections were introduced by He et al. [7].
ResNets consist of many stacked “Residual Units” and each
of these units can be formulated as follows:

yl = h(xl)+F(xl ,Wl), xl+1 = f (yl) (1)

Where xl and xl+1 are input and output of the l-th unit
and F is the residual function. The main idea in ResNets
is to learn the additive residual function F with respect to
h(xl) with a choice of using identity mapping h(xl) = xl [13].
Moreover, Inception layer is combined with residual unit and
it shows that the resulting architecture accelerates the training
of Inception networks significantly [14].

Recently, due to the limited number of examples and
unique characteristics within training samples, there have
been interests on one-shot learning methods [15]–[17]. In
the field of Facial Expression Recognition, [5] proposed a
sunglasses recovery scheme based on Canny Edge Detection
and histogram matching for automatic facial expression
recognition by randomly selecting one-shot images from a
full database containing images with or without manually-
added sunglasses. In [6], a matching score calculation for
facial expressions is proposed by matching a face video to
references of emotion.

In the task of FER, in order to achieve better recognition
rates for sequence labeling, it is essential to extract the
relation of consecutive frames in a sequence. DNNs however,
are not able to extract these temporal relations effectively.
Therefore a module is needed to overcome this problem.

Several methods have been proposed for facial expression
recognition in image sequences in order to capture temporal
information of facial movements. For modeling these tem-
poral information, Hidden Markov Models have been used
frequently [18, 19]. Cohen et al. [18] proposed a HMM
multi-level classifier which combines temporal information
and applies segmentation on video sequences. They also used
a Bayesian classifier for classifying still images. In other
works Dynamic Bayesian Networks (DBN) have been used
for facial expression recognition. Zhang and Ji [20] used
DBN with a multi-sensory information fusion strategy.

In [21] it is shown that CRFs are more effective in
recognizing some of human activities like walking, running,
etc. Their results show that CRFs outperform HMMs and
even provide good results for distinguishing between subtle
motion patterns like normal walk vs. wander walk. There are
several extensions of CRFs like Latent-Dynamic Conditional
Random Fields (LD-CRFs) and Hidden Conditional Random
Fields (HCRFs) [22] which incorporate hidden states in the
CRF model. In [23] these models have been used for facial
expression recognition task.

Discriminative models are reliable tools for the task of se-
quence labeling [21, 23, 24]. These models have shown better
results in various modeling problems. Conditional Random
Fields are commonly used in Natural Language Processing
tasks like part-of-speech tagging and word recognition [9].
Researchers have used these models in the field of computer
vision as well [21, 23].

III. PROPOSED METHOD

Utilizing the Inception layer in Deep Neural Networks has
shown remarkable improvement in recognition rates [3, 10].
Also, ResNets have shown considerable results in very deep
networks [7, 13]. It looks intuitive to use the advantages of
these architectures to achieve better recognition rates in the
field of FER as well. Inspired by the architecture proposed in
[14], we propose a two-step recognition model consisting of
modified Inception-ResNet layers and Conditional Random
Fields to perform the task of sequence labeling.

A. Inception-ResNet

The first part of our proposed model consists of a DNN
which is inspired by the Inception-ResNet networks proposed
in [14]. After investigating several variations of Inception
layer, we came to the conclusion that Inception-v4 layers
achieve better recognition rates comparing to others. Figure
1 shows the DNN part of our proposed module. First, the
input images with the size 299×299×3 are fed to the “stem”
module. This module is followed by Inception-ResNet-A,
Reduction-A (reduces the grid from 35× 35 to 17× 17),
Inception-ResNet-B, Reduction-B (reduces the grid from
17× 17 to 8× 8), Inception-ResNet-C, Average Pooling,
Dropout, and two fully-connected layers respectively as it
is depicted in Figure 1. All of the convolution layers in
the network are followed by a batch normalization layer
and all of the batch normalization layers (except the ones



which are fed to element-wise summation in Inception-
ResNet modules) are followed by a ReLU [25] activation
function to avoid the vanishing gradient problem. The “V”
and “S” marked layers in Figure 1 represent “Valid” and
“Same” paddings respectively.

The proposed network was implemented using the Caffe
toolbox [26] on a Tesla K40 GPU. It takes roughly 26
hours to train 200K samples. In the training phase we used
asynchronous stochastic gradient descent with momentum of
0.9 and weight decay of 0.0001. The learning rate starts from
0.01 and is divided by 10 every 100K iterations.

B. CRF

We propose to add a CRF module to the very end of our
DNN (connected to the second Fully-connected layer) which
will help us to extract the temporal relations between the
consecutive frames. As mentioned before, CRFs have shown
remarkable results in sequence labeling. Therefore, adding
these models to a DNN and use DNN’s feature map as input
features to CRF will extract the temporal relations of the
input sequences. Thus, not only do we extract the spatial re-
lations by our DNN network, we also take temporal relations
of these sequences into account using CRFs. Our experiments
prove this fact and show remarkable improvement in the
sequence labeling task. One of the advantages of CRF
over other methods is that CRFs assign the most probable
sequence of labels given the whole input sequence which
is essential for tasks such as Facial Expression Recognition
while other methods such as Long-Short Term Memory
(LSTM) [27] units only take the previously seen frames into
account for making the decision.

We train CRF parameters using Gradient Descent method.
The main difference here is that DNNs are trained by batches
of the training set. However, in CRF the model is trained in
a one-shot manner by the entire samples in the training set
during several iterations. That makes our proposed method
to be a two-step network. In other words, after training the
DNN section of our network by batches of training set using
SGD, we feed the obtained feature map to our CRF model
and train the model on the whole training set.

In CRFs our goal is to label sequences Y1, Y2, . . . , YT
from our observation sequence X1, X2, . . . , XT where T is
the number of frames. Given above definitions, CRF model
is formulated as follows:

P(Y | X ;θ) =
1

Z(X ,θ)
exp

(
∑
k

θkFk(Y,X)

)
(2)

where,

Fk(Y,X) =
T

∑
t=1

fk(Yt−1,Yt ,X , t) (3)

Z(X ,θ) = ∑
Y

exp

(
∑
k

θkFk(Y,X)

)
(4)

Z(X ,θ) is the partition function and fk(Y(t−1),Yt ,X , t) is
either a state function sk(Yt ,X , t) or a transition function

Fig. 1. Neural network architecture of our method



Fig. 2. Sequence labeling using CRF

tk(Y(t−1),Yt ,X , t) [24]. Based on [9], we use the following
objective function for learning the weights θ * in CRF
considering the regularization term that maximizes θ ∗ =
argmax

θ

L (θ) :

L (θ) =
n

∑
t=1

logP
(

Y (j) | ψ(X (j)),θ
)
− 1

2σ2 ‖θ‖
2 (5)

where its first term is the conditional log-likelihood of the
training data. The second term is the log of a Gaussian prior
with variance σ2 , i.e., P(θ)∼ exp( 1

2σ2 ‖θ‖2) [24] and ψ(xi)
is the feature map resulted by our previously trained DNN.

Using Eq. 5, the final form of L (θ) for n training samples
regardless of the regularization term is as follows:

L (θ) =
n

∑
j=1

[
log

1

Z
(

ψ(X (j)),θ
) +∑

k
θkFk

(
Y (j),ψ(X (j))

)]
(6)

We used Broyden-Fletcher-Goldfarb-Shanno (BFGS) for
learning parameters of our models. We also observed the
suitable regularization term value during training process
which helped us enhance the recognition rate in our models.
Figure 2 shows the CRF module of our proposed method.
The resulted feature map from DNN part of our method is
gathered together as sequences of inputs for the CRF module
in order to perform the sequence labeling task.

IV. EXPERIMENTAL RESULTS

A. Face Databases

Since our method is proposed for sequential labeling
of facial expressions, we are not able to use many other
databases which include only independent unrelated images
of facial expressions such as MultiPie , SFEW , FER2013.
We evaluate our proposed method on three well-known
publicly available facial expression databases which con-
tain sequential frames: MMI [28], extended CK+ [29], and
GEMEP-FERA [30]. In this section, we briefly review the
content of these databases.

MMI: The MMI [28] database includes more than 20
subjects of both genders, ranging in age from 19 to 62, with
different ethnicities (European, Asian, or South American).
In MMI’s expression pattern, the subject’s face first starts

from the neutral state to the apex of one of the six basic
facial expressions and then returns to the neutral state again.
Subjects were instructed to display 79 series of facial ex-
pressions, six of which are prototypic emotions. We extracted
static frames from each sequence, where it resulted in 11,500
images.

CK+: The extended Cohn-Kanade database (CK+) [29]
contains 593 video sequences from 123 subjects ranging
from 18 to 30 years old; however, only 327 sequences from
118 subjects have labels. All of the sequences start with the
neutral state frame and end at the apex of one of the six
basic expressions. CK+ primarily contains frontal face poses
only. We manually labeled first few frame of each sequence
as neutral expression sequences since they are not labeled
originally.

FERA: The GEMEP-FERA database [30] is a subset of
the GEMEP corpus used as database for the FERA 2011
challenge [31]. FERA consists of sequences of 10 actors dis-
playing various expressions. There are seven subjects in the
training set and six subjects in the test set. Five expressions
are included in the database: Anger, Fear, Happiness, Relief
and Sadness.

B. Results

In the pre-processing phase, we first register the faces in
the databases using bidirectional warping facial landmarks
detected using Active Appearance Models (AAM) [32]. The
resulted transformed face is considered as the face region.
After registering the faces, we resize the images to 299×299
pixels. We tested several smaller image sizes. Although the
network converged much faster in these cases, the recogni-
tion results were not promising. We evaluated the accuracy
of our proposed method in two different sets of experiments:
subject-independent and cross-database evaluation.

In the subject-independent experiment, each database is
split into training, test, and validation sets in a strict subject
independent manner. In FERA, the training and test sets are
defined in the database release, and the results are evaluated
on the provided test set. In MMI and CK+ databases, we
consider 10 percent of the subject sequences as the test set
and another 10 percent for the validation set. We report
the results using 5-fold cross-validation technique. For each
database, we trained our proposed network separately from
scratch with aforementioned settings. Table I shows the
recognition rates achieved on each database in the subject-
independent case and compares the results with state-of-the-
art methods. In order to compare the effect of CRF module
in our network, we also provided the results of our network
while the CRF module is removed and replaced by a softmax
layer.

In the cross-database experiment, one database is used for
testing the network and the rest are used to train the network.
Because of different settings applied in each database (in
terms of lighting, pose, emotions, etc.) the cross-database
task is a much more challenging task than the subject-
independent one and the recognition rates are considerably
lower than the ones in the subject-independent case. Table



TABLE I
RECOGNITION RATES (%) IN SUBJECT-INDEPENDENT TASK

Inception- Inception-
ResNet ResNet State-of-the-arts

with CRF without CRF

CK+ 93.04 85.77
84.1 [33], 84.4 [34],
88.5 [35], 92.0 [36],
92.4 [37], 93.6 [38]

MMI 78.68 55.83
63.4 [37], 75.12 [39],
74.7 [36], 79.8 [35],
86.7 [2], 78.51 [40]

FERA 66.66 49.64 56.1 [37], 55.6 [41]

TABLE II
RECOGNITION RATES (%) IN CROSS-DATABASE TASK

Inception- Inception-
ResNet ResNet State-of-the-arts

with CRF without CRF

CK+ 73.91 64.81 47.1 [33], 56.0 [42],
61.2 [38], 64.2 [3]

MMI 68.51 52.83
51.4 [33], 50.8 [2],
36.8 [42], 66.9 [38],
55.6 [3]

FERA 53.33 47.05 39.4 [3]

II shows the recognition rate achieved on each database in
the cross-database case and it also compares the results with
other state-of-the-art methods. Like before, in “Inception-
ResNet without CRF” column, the CRF module is replaced
with a softmax in our proposed network.

We should mention that the stated methods in Table II
have not used exactly the same set of databases as ours
in the training phase. The results provided in [33] are
achieved by training models on one of the CK+, MMI, and
FEEDTUM databases and tested on the rest. The reported
result in [2] is the best result using different SVM kernels
trained on CK+ and tested on MMI database. In [42] several
experiments were performed using four classifiers (SVM,
Nearest Mean Classifier, Weighted Template Matching, and
K-nearest neighbors). The results reported in Table II are the
result of the experiments trained on MMI and Jaffe databases
and tested on CK+ (for CK+ results) and trained on the
CK+ database and evaluated on the MMI database (for MMI
results). In [38] a Multiple Kernel Learning algorithm is
used and the cross-database experiments are trained on CK+,
evaluated on MMI and vice versa. In [3] a DNN network
is proposed using traditional Inception layer. The networks
for cross-database case in this work are tested on one of
the CK+, MultiPIE, MMI, DISFA [43], FERA, SFEW, and
FER2013 while trained on the rest.

V. DISCUSSION

Tables I and II clearly show that adding CRF to our
DNN model improves the recognition result in both subject-
independent and cross-database tasks. It shows that CRF can
successfully distinguish the subtle motion patterns differ-

ences which exist between consecutive frames in a sequence.
This improvement is significant in FERA and MMI in both
subject-independent and cross-database tasks.

However, the results in subject-independent task do not
show significant improvement from other state-of-the-art
methods. FERA shows improvement compared to other
methods while CK+ and MMI have comparable results with
the state-of-the-art. The main reason is that our network
is too deep for these databases. The number of training
sequences in these databases is not large enough to be
trained properly in a very deep neural network. Therefore the
network faces overfitting problem for these small databases.
In the Cross-database task which several databases have been
combined together, it can be seen that better results have
been achieved by the network compared to the state-of-the-
art methods.

Table II shows that in cross-database case, the recognition
rate of our purposed network outperforms the state-of-the-art
methods. Our method significantly performs better than other
methods in CK+ and FERA databases. Recognition rate on
MMI is also better than other existing methods although the
gap is narrower in this case.

VI. CONCLUSION & FUTURE WORK

In this paper, we presented a network for the task of
facial expression recognition in videos. The first part of
our network is a Deep Neural Network which utilizes the
most recent proposed architectures in this field. We use
three modified Inception-ResNet modules in our network
which increase the depth and width of the network. This part
helps us to extract the spatial relations within a frame. After
training this network, we use its feature map in the second
part of the network which is a linear chain Conditional
Random Field (CRF) for sequence labeling. This part helps
us to extract the temporal relations of the frames in a
sequence.

We tested our proposed network in two different cases:
Subject-independent and Cross-database. Three well known
databases are used to evaluate the network: CK+, MMI,
and FERA. We show that incorporating a CRF module to
our network improves the recognition rate in all cases. Our
network outperforms the state-of-the-art methods in cross-
database tasks and achieves comparable results in the subject-
independent task in spite of low number of instances in
databases in this task.

In the future, we intend to evaluate the method with
different variations of CRFs such as higher order CRFs
and HCRFs in hopes of extracting better relations in the
sequences. Also, we want to evaluate different residual
connections in the network for achieving better feature maps
for facial expressions.
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Abstract — Zero shot learning (ZSL) is about being able to 
recognize gesture classes that were never seen before. This type of 
recognition involves the understanding that the presented gesture 
is a new form of expression from those observed so far, and yet 
carries embedded information universal to all the other gestures 
(also referred as context). As part of the same problem, it is 
required to determine what action/command this new gesture 
conveys, in order to react to the command autonomously. 
Research in this area may shed light to areas where ZSL occurs, 
such as spontaneous gestures. People perform gestures that may 
be new to the observer. This occurs when the gesturer is learning, 
solving a problem or acquiring a new language. The ability of 
having a machine recognizing spontaneous gesturing, in the same 
manner as humans do, would enable more fluent human-machine 
interaction. In this paper, we describe a new paradigm for ZSL 
based on adaptive learning, where it is possible to determine the 
amount of transfer learning carried out by the algorithm and how 
much knowledge is acquired from a new gesture observation. 
Another contribution is a procedure to determine what are the 
best semantic descriptors for a given command and how to use 
those as part of the ZSL approach proposed. 

I. INTRODUCTION 

Zero shot learning (ZSL) is a paradigm in learning theory 
that explores the ability of machines to recognize a certain class 
or category of objects without observing any instances during 
the training stage. In contrast to ZSL, One Shot Learning 
paradigms aims to recognize a certain class from observing only 
a single instance of it [1]. It means that the system needs to be 
able to generalize well enough to correctly categorize future 
observations of the same “thing” based on the fact that this new 
observation shares fundamental commonalities with the 
previously observed example. Classical machine learning 
approaches study this problem as a pure numerical challenge, in 
which the “better” algorithm is judged purely on better accuracy 
of classification [2]. But this trivializes the power of the 
technique in real-world applications in which the context of the 
observation is absolutely critical to efficient generalization. 
When applied to gesture recognition, zero shot gesture 
recognition is such a challenge in which teams compete to 
recognize hand/arm gestures only based on contextual 
information. 

The area of zero-shot learning was also related to transfer 
learning [3], where previously learned classes of objects are used 
to provide context for new objects [4]. Socher et al., assumed 
that their model can recognize objects even when no training 
data is available (after being trained with semantic labels) [5]. 
This is achieved by observing the distributions of words in texts 
as a semantic space for understanding what objects look like, 
and then applying a mapping the close semantic work. Romera-
Paredes, [6] conducted transfer learning from other objects that 

were shown to the algorithm hundreds of times in order to infer 
the new class.  

We build on the methods proposed by Romera-Paredes, [6] 
but with major distinctions: (i) the method proposes to 
incrementally learn the semantic descriptions of the new classes 
that have no semantic description; (ii) a parameter to determine 
the transfer learning rate; (iii) a procedure to develop the 
semantic descriptors best associated with gestures and actions. 
We believe that the proposed innovation would eventually lead 
to a comprehensive solution of zero shot learning and 
recognition. 

II. BACKGROUND 

One limitation of current gesture recognition algorithms is 
that they rely on that the gestures used in the interaction are 
known beforehand. Having domain knowledge about the gesture 
lexicons allows to train classifiers with hundreds of observations 
beforehand. This paradigm is also referred as N-shot learning. 
Nevertheless, often who the users of the interface are and what 
cultural background and personal experiences they have is not 
known, and consequently nothing is known about the domain 
knowledge.  In such scenarios, zero shot learning is required for 
gesture recognition and immediate feedback to the user. In zero 
shot learning, the meaning of the gesture can be inferred from 
contextual knowledge, without prior labeling [6], [7]. An 
example of this is present in humans, since they are quite adept 
at this form of gestural expression, especially as non-native 
speakers in a foreign land that need to communicate effectively 
with gestures. Or in dialogues between people from different 
cultures that resort to gestures “on the fly” in an impromptu 
meeting. Unsupervised zero shot learning is a similar problem 
as described, with the caveat that the category (or meaning) to 
which the observation belongs is not explicitly given. 

Zero-shot learning relies on recognizing observations that 
were not directly observed earlier, however some form of 
knowledge (in the form of context) is available. This type of 
learning paradigm refers to learning models of visual concepts 
through extracted attributes that can be recombined in unseen 
examples and provide an output label [5]. Some of the fields 
where the concept has been applied include: object recognition 
[8], [9], neural activity recognition [10], automatically 
estimating human pose [11] and recognizing human actions [12] 
from images and from videos [13]. 

Literature includes the use of semantic features [9], [14]–
[16], textual description of categories to build visual models 
[17], and manipulating visual abstract visualizations [18]. 
Previously, researchers have explored the use of synthetic data 
to aid in the training of vision algorithms. In many object 
recognition tasks, it is common to perturb the training data using 
affine warps to augment the training data [19]. In an extreme 

This work is partly supported by the Office of the Assistant Secretary of 
Defense for Health Affairs under Award No. W81XWH-14-1-0042. Opinions, 
interpretations, conclusions and recommendations are those of the author and 
are not necessarily endorsed by the Department of Defense. 

 
978-1- 5090-4023- 0/17/$31.00 ©2017 IEEE 



case, data can be augmented from a single one instance (one shot 
learning) and used to train robust classifiers. Cabrera et al. [20] 
used synthetically generated gestures’ trajectory data depicting 
humans performing gestures to train classifiers. Their method is 
agnostic to classifiers and can be applied to one-shot gesture 
recognition.  

Alternatively, the observations can be provided in the form 
of context – which may be very different from known instances. 
Then, there is tradeoff between providing information in the 
form of direct observations vs. providing the information in the 
form of context. The fewer samples provided, the more context 
needs to be given as priors. In the extreme case of zero 
observations provided, the context provided should be 
enormously large. In such context determining what context is 
relevant is a central research question. 

Computationally speaking, the classification problem 
consists about learning a mapping from input features to the 
corresponding classes. Given the training data consisting of 
input features and corresponding class labels, the objective is to 
learn a function that maps input features to the classes [21]. In 
the traditional paradigm of classification algorithms, the 
classifiers cannot recognize a new class that appeared after the 
training stage. One of the fundamental characteristics of an 
autonomous system is to recognize new inputs that are not 
present in the training data. It is not feasible to create a training 
dataset that contains all possible classes due to the lack of 
availability of enormous number of classes, and that would be a 
waste of processing time. It is evident that humans recognize the 
unseen objects by drawing similarities with the known objects 
[22]. These issues motivate the need for algorithms to classify 
and recognize a new class that might be omitted in the training 
data. For instance, in a dynamic hand gesture recognition 
problem, there are huge number of possible gestures that humans 
use in day-to-day communications. It is very expensive and 
infeasible to conduct experiments to collect the data of all the 
gestures that humans use.  

This problem of huge number of classes have been seen also 
in automatic speech recognition, decoding the mood or 
identifying the object that a person is thinking of the person by 
neural decoding, and recognizing human bodily or facial 
gestures of humans. Zero Shot Learning (ZSL) addresses and 
solves this problem of recognizing an untrained class by just 
looking at the semantic description of the class. In general, ZSL 
adopts the indirect relationship between the input features of the 
objects and the class value. The intermediate layer of ZSL 
consists the attribute descriptions of the class. Consider the 
gesture recognition example where input features are the 
grayscale or depth image of the hand gestures. Semantic 
descriptors of the gestures are number of hands, shape of hand, 
trajectory of hand, etc. Examples of classes are, signaling to 
move forward / backward, rotate leftward / rightward, grasping 
an object, etc. We can establish a link between these features and 
the semantic descriptors, which in turn, are associated to gestural 
commands. 

Inherently, the Zero Shot Learning is achieved in two stages: 
training and inference stages. There are multiple ways in which 
the both the stages are formulated. Method 1: A weight matrix 
is learned in the training stage that maps the input features to the 

attributes (semantic descriptors). In the inference stage, another 
weight matrix is learned that maps the predicted attributes to the 
class values given the attributes of all the classes. Contrasting 
the Method 1, Method 2 proposed by [6] involves the 
computation of only one weight matrix which is learned in the 
training stage. In the inference stage, the class is determined by 
utilizing the previously computed weight matrix.  

However, the underlying basic assumption in EZSL [6] is 
that the ground truth semantic description of the new classes is 
known during testing stage. This assumption greatly limits the 
generalization of ZSL paradigm. There is a need to consider the 
fact that there are huge number of classes with an unknown 
semantic description. This paper elaborates on how to recognize 
a new class with an unknown semantic description by combining 
the incremental learning paradigm with zero shot learning. This 
approach is inspired by the way humans recognizes objects 
without having any knowledge about them. When humans look 
at an unknown object, neurological changes in the human brain 
leads to see this object as new [22]. Any subsequent new objects 
that share similar characteristics to the recently learnt object, 
facilitate recognition. The accuracy at which the new object is 
recognized greatly depends on the number of previously seen 
instances. This paper discusses in detail the modified 
Embarrassingly Simple Zero Shot Learning (EZSL) algorithm 
[6] and presents the derivations of the closed form expressions 
for training EZSL. Further, this paper analyzes the effects of the 
underlying assumptions that are considered to make ZSL 
problem tractable.  

III. METHODOLOGY 

A. Problem Definition 
The notations and the terminology used by [6] are used in this 
paper. Let  be the number of classes at training stage,  be the 
number of attributes in the description of a class,  be the 
number of training instances, ∈ [0,1] ×  be the signature of 
all the training classes, ∈ ℝ ×  be the training input, ∈−1,1 ×  be the ground truth labels (class value) of the 
training instances. If (2,3) = 1 then second instance of  
belongs to third class. The ESZSL framework allows an 
instance to belong to several classes at the same time. It means 
that the multiple columns of a row of  can be equal to one. By 
using 	 	 , the ground truth attributes of all the training 
classes can be found out. The optimization problem [6] is 
described as follows: ( )	 		 	 ∈ 	ℝ ×  : = | − | + 	 | | + 	 | | + 	 | | 				(1) = | − | + 	 | |+ 	 | | + 	 | | 					(2) 
Where,  is the error function, , 	 	  are constants, and  
is the weight matrix that maps input features to the output class 
labels.  

The matrix differentiation properties are used to derive the 
gradients of error function and to obtain the analytical solution. 



The comprehensive proof of obtaining analytical solution to the 
minimization problem given in Eq. in the Appendix.  

The terms in the Eq. 2 are evaluated individually (see 
Appendix) to obtain Eq. 3 - 6.  | − | 	= 2( + ) (3) | | 	= 2	 	( ) (4) | | 	= 2	 	( ) (5) | | 	= 2	 ( ) (6) 
The gradient of optimization function is that is given below in 
Eq. 7 is useful to obtain approximate solution using iterative 
algorithms. ( )2	 	= − + + 	 + 	 	+ 	= 0																																								(7) 
Now, if = , we can obtain the closed form expression of  in 
terms of , 	 	  as follows: = ( + ) 	 ( + )  (8) 
It can be easily proved that the analytical solution of the 
optimization problem doesn’t exist when ≠ . Hence, there is 
a need for iterative paradigms like conjugate gradient descent to 
minimize the function. The update for ( + 1)th iteration in the 
gradient descent algorithm is given below.  is the learning rate.  = − ∗ (− + + + + )
B. Predicitng the Class of New Observations 
The objective of the training stage is to find the optimum value 
of the weight matrix ( ) given the training dataset and the 
semantic description of the classes present in the training stage.  
For a new instance , the predicted attributes are given by = ( ). Now the confidence ( ( ̅	| )	)	 that 

 corresponds to class ( ̅) with ground truth attributes ( ̅) 
is given below. ̅ is the new class that is omitted in the training 
dataset. Note that , , ̅ are the column vectors and  is 
a two-dimensional matrix. ( ̅	| ) = 	 ̅   ⇒ 	 ( ̅	| ) = 	 	 ̅									(10) 
Compute the confidence for all classes	 . The input instance 

 is mapped to the class with the maximum confidence. By 
this way, a new input instance can be mapped to one of the 
classes that are omitted from the training dataset.  

C. Critique and Modifications 

The basic limitation of ESZSL for attributed based learning 
paradigms is that the semantic description of the new test class 

should be given during the testing stage to recognize the class. 
It limits the generalization of ZSL paradigm. This limitation can 
be addressed by combining the incremental learning paradigm 
with zero shot learning. The idea is that, given a trained ESZSL, 
the maximum confidence will be quite low for a new class with 
an unknown semantic description. This gives a clear clue that 
the current class is a new class that has no semantic description. 
The trained ESZSL can be used to obtain the semantic 
description of the new class. Incrementally, when the new class 
is seen again, the semantic description is updated and the 
accuracy of the semantic description of this class depends on 
the number of instances that the algorithm encountered. 

Let the hamming distance ( ) between the predicted semantic 
description of 	test instance and the 	ground truth semantic 
description be the measure of recognition error. The class that 
has lowest hamming distance is considered the predicted class. 
Let = 	 	∀ ,  be the measure of recognition range. 
Given a trained ZSL classifier with a recognition range of . 
Let ℎ be the minimum hamming distance of predicted semantic 
description of an instance of a class with an unknown semantic 
description and the ground truth semantic description of all 
classes. It is assumed that ℎ ≫  for the instances of classes 
with unknown semantic description. When |ℎ − | >  where 
 is some threshold, the current instance is considered the 

feature vector of a new class. And the semantic description of 
this class is considered to be the output of ESZSL. Hence, the 
idea is to incrementally determine the semantic description of 
classes with unknown semantic description.  

Let  be the optimal weight matrix obtained by solving the 
optimization problem. Let the  be the test feature vector.  Let ̅ is the total number of distinct classes including training and 
testing classes. Let ̅ ∈ [0,1] ×  be the signature of all the 
classes, where = ̅. Let  be semantic learning rate. 

Adaptive Zero Shot Learning Algorithm 
 = ( ) 	 ̅ = 	 	 	 	 ̅, ℎ 	 ∈ [1, ̅	] 	ℎ = ℎ 	 	 	 	 	 ̅  	ℎ 	 = 	ℎ 	∀  (| − ℎ 	| > ):

 	 	 	 ̅	 	 	  : 
 = 	( ) 	 ℎ ℎ	ℎ 	 	  

 ( > )̅: 
  ̅ = 	 ̅ + (1 − )  

  ̅ = ( ̅ ) 
 : 
 ℎ 	 	 	 . 

Further, the ESZSL algorithm chose a linear classifier and a 
parametric assumption, = . These assumptions are crucial 
for obtaining the closed form expressions. However, there 



might be some datasets of gestures which are quite complex and 
the accuracy obtained from the linear predictor might be 
surprisingly low (15%) as in the case of aPascal/aYahoo dataset 
(aPY) [6]. In this context, it is appropriate to claim that the 
parametric assumptions lead to the sub-optimal solutions. 
These assumptions can be relaxed by employing the iterative 
algorithms to solve the optimization problem. We expect the 
accuracy to increase in the case of gesture recognition given that 
all the gestures share the same context: performed by humans 
parallel to camera, dynamic, one or two hands, and bodily 
movements. 

IV. ZSL FOR GESTURE RECOGNITION 

Let  be the command space in which each point is a distinct 
command and  be the gesture space in which each point is a 
unique hand gesture. Let ∈   i.e. = , , … ,  
where ∈  be the  commands or actions that are relevant to 
a particular application (the context). For instance, consider the  
medical image manipulation scenario that requires commands 
like opening an image, zooming, panning, contrast adjustment, 
etc [23].  The context is determined greatly by the specific task 
in which gestures will be used. Therefore, the first step in this 
procedure is to determine the typical actions/commands within 
the task of interest. This is also referred as the domain 
knowledge as is usually conducted with a panel of experts. This 
appears at Layer 4 (highest layer) in the Figure 1.  

Form the scientific literature it is noted that navigation and 
manipulation commands are often assigned to iconic gestures. 
Iconic gestures are a class of gestures that resemble the actual 
command i.e. the gesture and its meaning are directly related. 
The iconicity in the gestures is related to the representative 
features of a command, depict the spatial relationships in the 
gesture, or illustrate a definite action. For instance, moving the 
hands away from each other is iconic to the zoom due to spatial 
correspondence between the action and the gesture. Though 
there is no quantitative measure of iconicity, the extent of 
iconicity that is present in the gesture determines how 
intuitively the gesture maps to a command. This paper focuses 
on mapping the commands to iconic gestures.  

Let : →  be the relation that maps commands to hand 
gestures. Note that there is no definite one to one mapping from 
the command space to gesture space i.e. each command might 
correspond to many gestures and vice versa. For instance, 
consider the zoom out command in medical imaging scenario. 
The gestures like moving the hand leftwards, moving the hands 
inwards or moving the hands away from each other can be 
mapped to the zoom out command. Considering the iconicity in 
the gestures, moving hands away from each other is more 
representative for zoom out command. The standard datasets 
for gesture recognition are used to identify the iconic gestures 
that can best represent the semantic meaning present in the 
commands. 

 
Figure 1. Flow chart of Zero Shot Learning 

Let ℎ: → 	be the one to one mapping from commands to 
hand gestures. Note that the strict iconic constraints on the 
relation  gives a function ℎ that maps the commands to unique 
gestures.  For example, Table 1 shows the relevant commands 
to the medical imaging application. Once the iconic gestures 
corresponding to the commands are identified, the next step is 
to identify the semantic descriptors that best explain the chosen 
gestures depicted in Figure 2.  

These commands are associated, in turn, to set of semantic 
descriptors as depicted in Layer 3 in Figure 1. Semantic 
description of a gesture lexicon is the high-level information 
which uniquely identifies a command when combined properly. 
Let = , , … , 	be the list of high level semantic 
descriptors ( 	 	 ℎ 	 ) specific to a lexicon as shown in 
Table 2. For instance, flow, number of hands, number of 
fingers, shape of trajectory and direction of trajectory are the 
high level semantic descriptors. In general, the variables  are 
categorical i.e. they can take more than two values contrasting 
to the binary variable which has only two levels. 

TABLE I 

 LIST OF ACTIONS/COMMANDS IN MEDICAL IMAGING SCENARIO 

Commands (c) 

1 Open layout 11 Zoom in 

2 Close window 12 Zoom out 

3 Navigate down 13 Rotate clockwise 

4 Navigate left 14 Rotate counter 
clockwise

5 Navigate right 15 Pointer up 

6 Navigate up 16 Pointer down 

7 Pan down 17 Pointer left 

8 Pan left 18 Pointer right 

9 Pan right 19 Increase contrast 

10 Pan up 20 Decrease contrast 

 



 

Let = , , … , 	be the list of low-level semantic 
descriptors (M	 	 ℎ 	 ) specific to a lexicon. For instance, 
the low level semantic descriptors are flow in, flow out, straight 
line trajectory, rectangular trajectory as given in Table 2. In 
general, the low-level descriptors are binary. A value of “1” 
indicates association, while “0” indicates no relation. For hand 
gesture recognition, the semantic descriptors for the chosen 
lexicon is presented in Table 2. Let = , , … ,  be the 
ground truth semantic description of command . Note that the 

 is the vector of zeroes and ones.  

Table 3 depicts an example semantic description matrix 
consisting of high level and low level semantic descriptors and 
their corresponding values. It will be assumed through the paper 
that this information is provided by the designer initially for 
only a few gestures in the lexicon. The new mappings will be 
discovered gradually through the adaptation process of the 
algorithm. 

 
Figure 2. Iconic representation of commands in medical imaging 

TABLE II 

SEMANTIC DESCRIPTORS FOR COMMANDS IN MEDICAL IMAGING 

Semantic 
Desc. 

High level Semantic 
Descriptors 

Low level semantic 
descriptors 

1 Number of fingers 0, 1, 2, 3, 4, 5 

2 Palmar or dorsal facing Palmar, dorsal 

3 Average direction 
0, 45, 90, 135, 180, 
225, 270, 315 (°) 

3 Flow Inwards, outwards 

5 Static shape of hand Finite values 

6 Shape of trajectory 
Straight line, circle, 

rectangle 

7 Direction of trajectory 
Clockwise, Anti-

clockwise 

8 Dynamic state of hand Rest, motion 

TABLE III 

AN EXAMPLE SEMANTIC DESCRIPTION MATRIX 

 
 
Layer 1 in Figure 1 contains the raw color and depth videos 
obtained from Microsoft Kinect. These videos are preprocessed 
by filtering, background removal, converting into binary image, 
etc. The processed videos are utilized to compute optical flow, 
histogram of gradients, GIST features and SURF features as 
shown in Layer 2 of Figure 1. The mapping of pixel level 
features to commands in layer 4 is achieved by using ESZSL 
algorithm combined with the suggested modifications. This 
model is expected to eventually compute the semantic 
description of the unknown gestures and thereby recognize 
them. The future work includes the implementation of ESZSL 
and the incremental learning approach on hand gestures.  

V. CONCLUSIONS 

This paper suggests a new methodology that combines the 
zero shot learning with incremental learning approaches to 
realize the true sense of zero shot recognition, in which there is 
no prior knowledge about the semantic description. The ESZSL 
methodology can be used to incrementally learn the semantic 
description of new gestures “in-the-fly”. Once the semantic 
descriptions are learnt, future instances are automatically 
associated with the new semantic description. The new 
semantic description gets reinforced with every new 
observation. However, it is possible to set a memory rate ( , the 
semantic learning rate), which reflects the extent that we want 
to “transfer” existing concepts learnt and the extend for which 
we want to learn new concepts. This is an empirical parameter 
determined by the size of the lexicon and context. The second 
contribution of this paper, is to offer a heuristic about how to 
determine what the semantic descriptors should be. This was an 
aspect often ignored in previous attempts to solve this problem, 
and often was addressed by automatically detecting subsets of 
features that had no semantic meaning to the target population 
of the gesture interface. We tackled this problem by depicting a 
process consisting of: (1) gathering the commands/actions from 
domain experts; (2) create semantic descriptors associated with 
visual characteristics highly recurrent among common gestures 
used to evoke those actions; (3) create the initial semantic 
matrix; (4) learn the weights between feature vectors and the 
semantic descriptors and finally adapt to new gestures. Thus, 
we provide a complete closed-form solution to gesture 
recognition using zero-shot learning. 

Our method only requires from the user to provide an initial 
semantic description matrix  for a part of the training classes, 



and can be applied to the problem of gesture recognition, for 
gesture classes that were never seen before (and were not part 
of the semantic description matrix).  

Future work involves testing the proposed method with 
gesture dataset previously used for on-shot learning, such as 
ChaLearn 2011. Also, we plan to determine the optimal 
parameters for the learning rate and the minimal set of gesture 
classes that must be included in the signature matrix for optimal 
performance.  
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APPENDIX 

Consider the following Matrix differentiation relations where 	 	  are two dimensional matrices. Then, the terms in the 
Eq. 2 are evaluated individually.  
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