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Abstract—This paper presents a method to combine memory
resizing and disk shutdown to achieve better energy savings than
can be achieved individually. The method periodically adjusts
the size of physical memory and the timeout value to shut down
a hard disk to reduce the average energy consumption. Pareto
distributions are used to model the disk idle time. The parameters
of the distributions are estimated at runtime and used to calculate
the appropriate timeout value. The memory size is changed based
on the predicted number of disk accesses at different memory
sizes. The method also considers the delay caused by power man-
agement and limits the performance degradation. The method is
simulated and compared with other power management methods.
Simulation results show that the method consistently achieves
better energy savings and less performance degradation across
different workloads.

Index Terms—Disk latency, dynamic power management,
memory management.

I. INTRODUCTION

ENERGY conservation in server systems has received
increasing attention from both academia and industry

[1]–[5]. Servers’ power consumption and its related heat prob-
lem have become constraints in building larger and faster com-
puting systems. Among all computer components, the storage
hierarchy (cache, memory, and disks) is a significant energy
consumer. Storage devices contribute a larger amount of power
consumption as more storage devices are installed to meet
increasing interests in content and performance from users. For
example, hard disks consume over 25% power in a data center
[6]. An IBM p670 server uses more than 100-GB memory
to support high-speed computation [7]. Most storage devices
support low-power modes to reduce power consumption. Hard
disks can switch to the standby or sleep mode when no disk ac-
cesses occur; memory banks can return to the low-power modes
after accesses. The varying workload of server systems provides
opportunities for storage devices to exploit low-power modes
for energy conservation. Various power management meth-
ods for memory and disks have been proposed [6], [8]–[15].
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However, the previous studies have not fully investigated the
close relationship between memory management and disk
power management.

Changing physical memory size affects both performance
and power consumption of disks because the memory caches
data for future reuse. Shrinking memory causes more disk
accesses and disk energy consumption. Enlarging memory can
cache more data, reducing disk accesses, improving perfor-
mance, and reducing disks’ energy consumption. However, it is
unclear whether increasing memory can reduce the total energy
consumption of memory and disks. The situation becomes more
complicated when power management is adopted in disks. For
example, when a system’s physical memory increases, more
data reside in memory; thus, the disk becomes idle and enters
a low-power (“sleep”) mode more often. If the memory is
not large enough, the system may access the disk soon. Since
it has to wake up on-demand, the disk saves an insufficient
amount of energy to compensate for the spin-up energy. The
system actually consumes more energy. The minimum idle time
to save energy is called “break-even time” [16]. Moreover,
performance degrades due to the disk’s wakeup delay—usually
several seconds or billions of clock cycles. This example
shows that adding more memory may increase overall power
consumption and degrade performance although disk accesses
occur less frequently. If we further increase the memory size,
the disk can remain shutdown longer to save more energy,
but the savings may not compensate for the energy consumed
by the additional memory. Hence, when managing memory for
improving performance and saving power, we need to consider
the energy consumption of both memory and disks.

This paper presents a technique to perform joint power and
memory management for physical memory and a hard disk
under performance constraints. To be more precise, we resize
the physical memory used as the disk cache. We distinguish
the disk cache from the rest of the memory because only the
disk cache stores the disk data for reuse. Some operating sys-
tems manage the disk cache as a separate memory section [17].
When we mention memory references in this paper, we refer
to accesses to the disk cache. Resizing memory means resizing
the disk cache. We use a memory bank (typical size is from
512 kB to 32 MB) as the unit of resizing because a bank
is the smallest memory unit with independent power modes.
Operating systems manage memory in the unit of a page
(typical size is 4 kB). When a memory bank is turned off,
all pages in the same bank are invalidated. At the same time,
operating systems also invalidate these pages in the processor
cache and their address mapping in translation lookaside buffer
to maintain memory inclusion. We adopt the timeout policy for
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the power management of the disk since the timeout policy is
widely used and outperforms many policies [16]. The timeout
policy also assists some other policies, such as time-indexed
Markov models [18] or program-counter-based prediction [11].
Our method periodically adjusts the size of the disk cache and
the timeout of the disk to minimize energy consumption under
performance constraints. In this paper, performance constraints
limit the disk utilization and the number of requests delayed by
the disk’s turn-on latency. We only count the delayed requests
with latency longer than half a second because shorter latency
may not be noticed by users accessing server systems. The disk
utilization reflects how frequently the disk is accessed. Disk
requests may suffer long latency due to frequent disk accesses;
thus, we use both the disk utilization and the number of requests
affected by disk turn-on delay as the performance constraints.
For performance, the best situation is that all accessed data are
cached in memory and every access is a memory access. The
worst situation is that no data are cached, all data accesses
are disk accesses, and accesses are delayed due to disk turn-
on delay. The first situation consumes large amounts of energy
in the memory, whereas the second causes delay and more
energy consumption in the disk. The goal of our method is to
minimize the energy consumption while the disk utilization and
the number of delayed requests can satisfy the performance
constraints. This paper focuses on a single hard disk. Our
method can serve as the foundation for multiple disks and server
clusters.

To determine the proper memory size and the proper timeout,
our method estimates: 1) how the disk timeout affects energy
savings; 2) how the size of the disk cache affects disk IO; and
3) how the power management affects performance. We esti-
mate the effects of the timeout by modeling the distributions of
disk idleness as Pareto distributions. Previous studies [19], [20]
show that the distributions of the disk idle intervals have heavy
tails and Pareto distributions can model such characteristics.
We estimate how the memory size affects disk IO (the number
and the interarrival time) without running the same programs
multiple times for different sizes of the disk cache. A least
recently used (LRU) list is used to predict the number of
disk accesses under different memory sizes. Different from
the LRU list used in operating systems to manage the disk
cache, our LRU list records both resident memory pages and
replaced memory pages as if the replaced pages are still stored
in additional physical memory. The references to our LRU list
are used to estimate how many disk accesses can be eliminated
or added by increasing or reducing the memory size.

The joint power management causes two types of delays.
The first is the delay of disk accesses as the size of the disk
cache is reduced. The second is the mode transition delay of
the disk. When a disk is idle, its power manager may switch
it to a low-power mode for energy savings. The disk serves
requests only in its active mode. The following disk accesses
are postponed since switching the disk back to the active mode
takes time. The delay is estimated according to the disk timeout
and the memory size. Using these estimations, the joint power
manager determines the proper disk cache size and disk timeout
to minimize the energy consumption while limiting the disk
utilization and the number of delayed requests.

We simulate the disk cache and the power manager to evalu-
ate our method. The joint method is compared with other power
management methods under various server workloads. These
workloads vary in characteristics, such as data set size, file
popularity, and data access rate. We consider servers because
they contain large amounts of memory and their workloads can
vary significantly [7], [21]. The simulation results show that the
joint method saves significant amounts of energy with small
performance degradation. The joint method’s latency satisfies
the performance constraints across different workloads. We
analyze the sensitivities of the joint method with respect to:
1) the length of the period to adjust the memory size and disk
timeout and 2) the unit to adjust memory size. The results show
that the joint method is insensitive to these two parameters and
can improve energy savings and performance consistently.

We describe the related work and the contributions of this
paper in Section II. The power models of memory and the disk
are presented in Section III. Section IV presents the details
of our method. Simulation results and sensitivity analysis are
presented in Section V. Section VI concludes this paper.

II. RELATED WORK

A. Power Management of Memory and Disk

Power management of memory and disks exploits their idle-
ness by switching them to low-power modes. Benini et al. [22]
survey low-power techniques in memory across different levels,
from hardware to software. One effective way to reduce mem-
ory’s power consumption is to turn off parts of memory when
they are unlikely to be used in the near future. Hu et al. [23]
propose turning off individual cache lines whose data are
unlikely to be accessed again. Garbage collection is applied to
main memory to shut down memory banks not holding live
data [24]. Delaluz et al. [25] reorder memory references at
compile time to enlarge the idle time of memory banks and
facilitate power savings. Lebeck et al. [14] dynamically turn off
memory banks to save energy with power-aware page allocation
in operating systems. These studies suggest that future memory
technologies should provide fine-grained power management.
Li et al. [26] emphasize the importance of reducing the per-
formance degradation due to power management in memory
and disks. By limiting the times of power mode transition, their
method provides performance guarantees while minimizing the
power consumption.

Timeout is the most common method used in disk power
management. To reduce the delay of turning the disk on and off,
Douglis et al. [27] dynamically adapt the disk timeout accord-
ing to the idle time and the turn-on delay. Lu and Micheli [28]
divide disk accesses into different sessions. The method dy-
namically changes the timeout by predicting the duration of
each session. Some studies model the interarrival time of disk
accesses and use stochastic approaches to optimize power man-
agement. Simunic et al. [19] present a time-indexed Markov
chain stochastic model to optimize power management policies
based on Pareto distributions. When a disk receives continuous
requests, idle intervals can be too short to save the disk’s power
by spinning down the platters. Gurumurthi et al. [12] propose
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adjusting the rotation speed of disk platters to reduce power
consumption. Their approach is similar to frequency scaling in
processors. Although previous methods achieve considerable
power savings, these methods passively manage the disk’s
modes or rotation speeds based on workloads using constant
sizes of memory.

Several recent studies address the use of memory manage-
ment and file migration to increase disk idle time and save
more power. Zhu et al. [6] present power-aware replacement
algorithms for file caches. They show that lower miss rates
do not necessarily save more disk energy. Papathanasiou and
Scott [29] use prefetching to prolong the idle time of hard
disks so that they may remain off long enough to save energy.
Heath et al. [30] present a compiler-supported code transfor-
mation to increase the idleness of devices by inserting buffers.
The transformed applications inform the operating system the
length of devices’ idle time for preactivation. Pinheiro and
Bianchini [31] conserve the energy of disk arrays by migrating
frequently accessed data to a subset of the disks and transition-
ing the other disks to low-power modes. Our method is different
from the above methods in three ways. 1) Our method mini-
mizes the energy consumption of both memory and the disk for
workloads with data reuse. 2) Our method proactively changes
disk IO by adjusting the size of physical memory. This provides
more energy-saving opportunities for both the memory and the
disk. 3) Our method considers the performance constraints and
balances energy savings and performance degradation.

B. Power Management of Server Systems

Previous studies emphasize the importance of the power
management in server systems and provide many power-saving
solutions for server clusters. Pinheiro et al. [4] propose turning
off servers in a cluster to save power based on the variation of
workloads. Under a light workload, some servers can be turned
off, and the remaining servers handle the requests. This method
is called workload unbalance. When the workload becomes
heavier, more servers are turned on to balance the workload.
Rajamani and Lefurgy [5] study request-distribution schemes
to reduce server systems’ power consumption. They evaluate
the effects of the characteristics of server systems and their
workloads on power savings and the design of power manage-
ment. Server clusters can include heterogeneous nodes. These
nodes consume different amounts of power or achieve different
throughputs at the same workload. Heath et al. [2] consider
such heterogeneity in the design of efficient server clusters
to optimize the ratio of energy consumption and throughput.
In addition to turning on and off servers, Elnozahy et al. [1]
reduce the power consumption of server processors by dynamic
voltage scaling (DVS). Their method combines DVS and turn-
ing servers off to achieve finer grained power–performance
optimization. Different from the previous server clusters’ power
management methods, our method is the first to study joint
power management of memory and disk in a single server.
The extension of the joint method to server clusters is complex
because clusters need to consider load balancing, data layout
and migration, and heterogeneity. Hence, this paper focuses on
a single server.

C. Memory Size and Disk IO

Memory sizes can affect the number and the interarrival time
of disk accesses and the overall energy consumption. One ap-
proach to estimate the relationship is running the same program
multiple times with physical memory of different sizes. This
is time consuming or impossible if the program needs runtime
inputs. Another method proposed by Franklin and Gupta [32]
uses Markov chains to model the probabilities of page faults
with different memory sizes. Their method needs all memory
references in advance; thus, it only applies to offline analysis.
The third approach uses a stack algorithm [33], [34]. In [33],
the authors propose a stack algorithm based on the “inclusion
property” of many memory replacement algorithms. According
to this property, on the same layer of memory hierarchy, a
smaller amount of memory always contains a subset of the
content of a larger amount of memory for the same memory
reference sequence. Their algorithm can predict disk IO when
shrinking physical memory. An extended LRU list records
replaced pages as if they are still in memory [34]. This method
can estimate disk IO when enlarging the physical memory. The
similar method is used to online predict page fault ratio and disk
IO with different disk cache sizes [35], [36].

D. Contributions

This paper is an extension of our previous paper [39]. In this
paper, we make the following contributions.

1) The joint method considers both energy savings and
performance. The goal is to minimize the energy con-
sumption while meeting performance constraints.

2) This paper conducts comprehensive comparison between
the joint method and 15 other power management meth-
ods using simulation and server workloads different in
data set sizes, file popularity, and data access rates. We
also study the joint method’s sensitivities to the para-
meters.

3) We study the interaction between memory sizes and disk
timeout in a single server. Our work is the foundation
of server clusters, where load balancing, data layout, and
heterogeneity must be considered.

III. POWER MODELS OF MEMORY AND DISK

In our power models, the energy consumption of dynamic
random access memory (DRAM) is divided into three parts:
1) static energy; 2) dynamic energy; and 3) mode transition
energy. The static energy is consumed by the memory when
it is idle. When serving requests, the memory consumes the
dynamic energy. The memory supports multiple power modes,
including several low-power modes and a working mode in
which the memory can serve requests. Power managers can
switch the memory to low-power modes when encountering
long idleness. The static energy depends on which mode the
memory stays and how long it stays in that mode. The memory
in low-power modes needs to switch back to the working mode
to serve requests. This mode transition consumes extra energy,
called mode transition energy.
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A power model of Rambus DRAM (RDRAM) is used to
estimate the memory’s energy consumption. We use RDRAM
instead of synchronous DRAM (SDRAM) because RDRAM
provides finer grained management. Individual memory banks
can be switched to low-power modes. Our power manage-
ment method also applies to SDRAM, and the only difference
is the memory management granularity. RDRAM supports
four low-power modes: 1) idle; 2) nap; 3) power down; and
4) disable. RDRAM’s working mode is the attention mode.
When RDRAM is disabled, its contained data are lost. Fu-
ture accesses to the data cause page faults, and the data are
retrieved from hard disks. RDRAM retains the data in other
low-power modes and consumes less power than the attention
mode. Fig. 1(a) shows the power consumption in each mode
and the mode transition time based on a 128-Mb RDRAM
chip [37]. For instance, the RDRAM consumes 312 mW in
the attention mode and 1325 mW when accessed at the peak
rate. The transition from the nap mode to the attention mode
needs 50 ns. We use the transition time from the power-down
mode to the attention mode to estimate the transition time for
the disable mode because the memory’s specification does not
provide the information. This underestimates the transition time
of the disable mode. Such underestimation can be ignored since
the joint method adjusts the memory size periodically and the
period length is at least several minutes. Previous studies [13],
[14] show that switching the memory to the nap mode after
accesses can achieve best tradeoff between energy consumption
and performance. In this paper, we consider that the RDRAM
stays in the nap mode after memory accesses. The static power
is estimated using the power consumed in the nap mode. The
energy consumption for the mode transition between the nap
and the attention modes is ignored because it is negligible com-
pared to the energy consumed in the nap mode. The dynamic
energy consumption of memory depends on the number of
memory accesses. We consider that each memory access con-
sumes the same dynamic energy, and its value is estimated from
the memory’s bandwidth and the memory’s power consumption
at the peak rate. Power managers can adjust the size of the phys-
ical memory by disabling and enabling memory banks. The
disabled banks lose the contained data and consume no power.
The overhead to disable banks includes the mode transition and
the disk accesses to retrieve the data later when needed.

The energy consumption of a disk includes three parts:
1) the static energy when no disk accesses occur; 2) the dynamic
energy for data accesses; and 3) the mode transition energy.
Our disk power model is based on a Seagate 3.5-in Integrated
Drive Electronics (IDE) hard disk [38]. This hard disk has four
power modes: 1) active; 2) idle; 3) standby; and 4) sleep. Their
power consumption, transition time, and transition energy are
shown in Fig. 1(b) based on the disk’s specification [38]. The
transition time and energy refer to the values of a round-trip
mode transition. For example, the disk consumes 77.5 J to
transition from the idle mode to the standby mode and back to
the idle mode. When read, write, or seek requests occur, the
disk is in the active mode and consumes 12.5 W. After serving
requests, the disk stays in the idle mode and consumes 7.5 W.
The transition time and energy between the idle mode and the
active mode are ignored due to their small values. The disk

Fig. 1. Power models of memory and disk based on their specifications [37],
[38]. The transition time of the memory’s disable mode is estimated using that
of the power-down mode. The disk consumes the same power in the standby
and sleep modes based on the specification. (a) Memory power model. (b) Disk
power model.

consumes the same power of 0.9 W in the standby and sleep
modes according to the specification. The peak dynamic power
is estimated as 12.5 − 7.5 = 5 W. When the disk is idle for a
long time, the power manager sets the disk to standby or sleep
according to power management policies. In our power model,
the disk is switched from the idle mode to the standby mode.
Switching a sleep disk back to the idle mode causes longer
delay and larger energy consumption. Moreover, switching the
disk to the sleep mode cannot save more power compared with
switching to the standby mode. When we mention turning off
a disk in this paper, it means switching the disk to the standby
mode. The static power is estimated using the difference of the
power consumption between the idle and the standby modes.

IV. JOINT POWER AND MEMORY MANAGEMENT

A. Overview

The joint method periodically adjusts the memory size and
the disk timeout for minimizing the energy consumption and
limiting the performance degradation. The length of the period
is represented by T . Fig. 2 shows the procedure of the joint
method. The joint power manager obtains the information of
disk accesses and idle intervals occurring within the last period
to predict the accesses in the current period. Such a prediction
is commonly used in power management, and we validate the
prediction in Section V-C. The idle intervals are filtered using
an aggregation window. The length of the aggregation window
is w. If one disk access is followed by another access and the
idle interval between them is shorter than w, this idle time is
ignored. The joint power manager removes short idle intervals
because they provide no opportunity for saving energy. The
collected information is used to estimate disk IOs during the
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Fig. 2. Flowchart of joint power management.

TABLE I
MEANINGS AND UNITS OF SYMBOLS

current period under different memory sizes. Based on this
estimation, the joint method determines the proper memory size
and the proper disk timeout to minimize the energy consump-
tion and to limit the performance degradation. These steps are
repeated at the beginning of every period. Before the detailed
discussion of the joint method, we explain the parameters used
in the analysis.

Table I lists three types of parameters used in our method.
The disk timeout and the memory size are represented by to
and m, respectively. They are the control parameters in the
joint method. Another type of parameters is variables during
different periods. The number of disk accesses is represented
by nd. Each access visits one page of data in the view of the
disk cache. The value of ni indicates the number of disk idle
intervals. The length of an idle interval is �. We use ts to rep-
resent the expected amount of time when the disk is off during
one period. Every period, the disk is turned off h times. Besides
these parameters, Table I also lists constants. They include the
period length, the length of the aggregation window, the break-
even time of the disk, and the mode transition time of the disk.
They are represented by T , w, tbe, and ttr, respectively. The
static power of the disk is represented by pd. According to the
performance constraints, the disk utilization is limited by U to
reduce the disk access latency. To reduce the disk turn-on delay,
the performance constraints use D as the upper limit for the

Fig. 3. Example of predicting the number of disk accesses using the LRU list.
Physical memory size is eight pages. Four of them are turned off.

ratio of the accesses with longer than half-second delay. We use
half a second to distinguish delays because shorter latency may
not be noticed by users accessing server systems.

B. Memory Size and Disk IO

The joint method uses the history recorded in an LRU list to
predict disk IO under different memory sizes. The prediction is
illustrated in the following example. We consider a system with
eight-page physical memory, and each memory page can be
turned off to save power. In practice, memory is turned on or off
in the unit of a bank. A bank usually contains several thousand
pages. This example uses the same size for a page and a bank for
simplicity. The pages stored in the memory are called resident
pages. They form a resident page list. When all memory pages
are used, loading a new page has to evict a resident page.
The evicted page is then called a replaced page. The recently
replaced pages form the replaced page list. The resident page
list and the replaced page list form the LRU list. Fig. 3 shows
the content of the LRU list and its counters when the system
issues ten accesses to the pages in a sequence of (1, 2, 3, 5, 2, 1,
4, 6, 5, 2). Before these accesses occur, four memory pages are
turned off. Among eight items of the LRU list, four are used to
record the resident pages, and the other four record the replaced
pages. When the referenced page is the ith item from the top of
the LRU list, the ith counter increases by one. The values of
these counters are used to estimate the number of disk accesses
with different memory sizes. The counters are all zeros after the
first four accesses. These are first accesses to these pages, and
the pages are loaded from the disk. All counters remain zero
because these disk accesses cannot be avoided by changing the
memory size. After the first four accesses, the LRU list is (5, 3,
2, 1) in the order of time when the accesses occur: Recently
accessed pages are placed closer to the top of the LRU list.
The following two accesses are to the pages 2 and 1. They are
already in the memory and recorded as the third and fourth in
the LRU list; thus, the third and fourth counters increase by
one. Next, accesses to 4 and 6 load these two pages from the
disk and replace the pages 5 and 3 in the memory. The tags
of the pages 5 and 3 are stored in the fifth and sixth items of
the LRU list. When the pages 5 and 3 are accessed later, we
can compare the tags of requested pages with the tags stored
in the LRU list. A match means a replaced page is reloaded.
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Fig. 4. Disk idle intervals under different memory sizes. (a) 4-page memory.
(b) 2-page memory. (c) 5-page memory.

The last two accesses are to the pages 5 and 2. The fifth counter
increases by two because the pages 5 and 2 are the fifth item
when they are accessed.

Among the ten accesses, there are eight disk accesses and
two memory accesses. This is the result when the memory size
is four pages. After ten accesses, the values of the counters
are (0, 0, 1, 1, 2, 0, 0, 0). These values indicate only one
access to the third and fourth pages, two reloads of the fifth
page, and no reference to the other pages. In other words, if
the physical memory size is three pages, the one access to the
fourth page will miss in memory and be read from the disk. The
number of disk accesses becomes nine. If the physical memory
size increases to five pages, two disk accesses can be avoided
because the pages 5 and 2 are stored in memory when they
are reused. However, further increasing the memory size has
the same disk IO because there are no references to the sixth,
seventh, and eighth pages in the LRU list.

The memory size also affects the disk’s idleness. To estimate
the variation of disk idle intervals under different memory
sizes, we record the timestamps of disk accesses and memory
references. By using the timestamps, we compute the idle time
between two consecutive accesses. When the memory size
increases, some disk accesses are removed; thus, disk idle inter-
vals can be merged into longer idle intervals. When the memory
size decreases, some memory accesses become disk accesses.
This may divide one disk idle interval into multiple shorter
idle intervals. Our method estimates the disk idle intervals by
combining two pieces of information: which disk access can
be removed or added and the arrival time of these accesses.
Fig. 4(a)–(c) shows ten accesses of the previous example when
the memory size is four, two, and five pages. In this figure, tall

bars represent disk accesses and short bars represent memory
accesses. If the memory size is four pages, the disk has two
long idle intervals I1 and I2: one between the fourth and seventh
accesses and the other between the eighth and ninth accesses.
Their lengths are t7 − t4 and t9 − t8, respectively. When the
memory size is reduced to two pages, as shown in Fig. 4(b),
according to the LRU list, the fifth and sixth accesses become
disk accesses. The first idle interval I1 is divided into two
shorter idle intervals I ′1 and I ′′1 . This may reduce the power
savings achieved by power management. On the other hand,
if the memory size increases to five pages, the ninth and tenth
accesses become memory references. The second idle interval
I2 is enlarged, and its length depends on the arrival time of the
11th access (not shown in this figure).

By using the LRU list and recording the timestamps of
accesses, the joint method predicts the number of disk accesses
and the distribution of idle intervals for different memory sizes.
We estimate the power consumption of disk and memory. Due
to the complicated relationship between memory size and disk
IO, there is no explicit formula to express the optimal mem-
ory size. However, we can heuristically determine the proper
memory size by enumerating the possible memory sizes. The
number of enumerated memory sizes is limited by three factors:
1) the enumeration unit; 2) the size of the physical memory;
and 3) the size causing different disk IOs (smaller memory size
should be chosen for the same disk IO). By choosing reasonable
enumeration unit, the joint method can reduce the enumeration
time. We use 16 MB as the enumeration unit because both
RDRAM and SDRAM can support this granularity to vary the
memory size. The size of physical memory ranges from several
gigabytes to several hundred gigabytes. The number of memory
sizes enumerated is within several thousand since the chosen
memory cannot be larger than the actually installed physical
memory. To estimate the enumeration overhead, we measure
the CPU time spent on simulating the power manager. The time
should be similar to that in the practical systems because both
simulation and the practical system do the same computation
for the joint power manager. Our measurement results show that
the time spent by the enumeration is shorter than 100 ms every
period. Compared to the period length, such as 10 min, the
enumeration overhead is negligible. The LRU list uses a small
portion of total memory. Each item for one page is 8 bytes.
The memory overhead is 8/(4 × 1024) = 0.2% for 4-kB pages.

C. Disk Timeout

A disk’s energy consumption depends on both disk accesses
and disk idleness. Disk accesses affect the dynamic energy con-
sumption. Idleness provides opportunities to reduce the disk’s
static energy. Energy savings achieved by timeout methods
depend on the length of disk idle time and the timeout value.
If an idle interval is longer than the disk’s break-even time, a
shorter timeout saves more power. Otherwise, a timeout longer
than the interval can avoid turning off the disk. For a group
of idle intervals, one way to determine the proper timeout
is modeling the distribution of idle intervals. Based on the
distribution, the disk’s power consumption is expressed as a
function of the timeout, and the search for a proper timeout
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Fig. 5. Two Pareto distributions with different α and β.

can be described as an optimization problem. We assume that
the lengths of disk idle intervals follow Pareto distributions.
A random variable � is used to represent the length of an idle
interval. The probability density function of � is

f(�) =
αβα

�α+1
, � > β, α > 1. (1)

The values of α and β determine the distribution of �. Here,
β represents the length of the shortest idle interval. When
α becomes smaller or β becomes larger, long idle intervals
are more likely. Fig. 5 shows the curves of the cumulative
probability for two Pareto distributions: 1) the solid line with
larger α(α1 > α2) and smaller β(β1 < β2) on the left and
2) the dashed line representing the distribution with α2 and β2

on the right. The curve concentrating on the right shows that
the distribution contains more long idle intervals. The value of
timeout needs to vary with α and β for energy savings. When α
is large, a large timeout (such as t1 in Fig. 5) can reduce power
consumption by avoiding the disk’s mode transition overhead
during short idle intervals. When α becomes small, using a
small timeout (such as t2 in Fig. 5) can save more power by
setting the disk to the standby mode.

To obtain the proper timeout (to) to minimize the power
consumption, we express the power consumption with respect
to to. The disk’s power consumption refers to the sum of the
static power and the mode transition power because the timeout
power management does not change the disk’s dynamic power.
The idle intervals of the disk are divided into two groups:
1) longer than the timeout and 2) shorter than the timeout.
During idle intervals shorter than to, the disk remains on and
consumes idle power pd. When the length of an idle interval is
longer than to, the disk is turned off after the timeout expires.
The disk is on for a duration of to and remains off for � − to.
The value of ts (the off time every period) can be calculated in
the following formula:

ts = ni

∞∫
to

(� − to)f(�)d� = ni

(
β

to

)(α−1)
β

α − 1
. (2)

In (2), the integration of f(�) is the probability of an idle
interval longer than to. Multiplying the integration with ni,
we obtain the expected number of such idle intervals every T .
During each interval, the disk is turned off for � − to. The disk
consumes idle power pd when the disk is on. When the disk is
turned off, the disk consumes the power in the standby mode.
Here, we exclude the power consumed in the standby mode for
simplification since the power remains constant. The expected
idle power of the disk is computed as pd(T − ts)/T .

The disk consumes constant mode transition energy pdtbe

according to the definition of the break-even time tbe. The
power consumption for the mode transition depends on T and
the times of the disk’s mode transition during T . We use h to
represent the expected number of the times the disk is turned
off. The value of h equals the expected number of idle intervals
longer than to. We compute the value of h in the following
formula:

h = ni

∞∫
to

f(�)d� = ni

(
β

to

)α

. (3)

Hence, the power consumed to turn the disk on and off is
pdtbeh/T . Adding two parts of power together, we obtain the
power consumption using timeout to, i.e.,

1
T

[pd(T − ts) + pdtbeh]

=
pd

T

[
T − niβ

α

(α − 1)t(α−1)
o

]
+

pdtbeni

T

(
β

to

)α

. (4)

We take the derivative of (4) with respect to to and make it
equal zero. Thus

pdni

(
β

to

)α

− pdni

(
β

to

)α
αtbe

to
=0 ⇒ to =αtbe. (5)

The second derivative is positive when to = αtbe. Hence,
we obtain the minimum power consumption when to = αtbe.
When the value of α increases, a larger timeout is needed.
A larger α indicates more short idle intervals, and a larger
timeout avoids turning off the disk during short idle intervals.
The optimal timeout value increases when the break-even time
becomes larger. A larger break-even time means more energy
is consumed to turn the disk on and off. The power manager
should increase the timeout to avoid turning off the disk.
According to (5), we can compute the optimal timeout and the
minimum power consumption after obtaining the values of α,
β, and ni. Section IV-B discusses how to estimate ni and the
lengths of disk idle intervals under different memory sizes. The
value of α is estimated from the average length of disk idle
intervals. According to Pareto distributions, the mean of � is
αβ/(α − 1). By estimating the mean using the average length,
we compute the value of α. Its value is the ratio between the
average length and the difference between the average length
and β.
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Fig. 6. Evaluation procedure. (a) How accesses are handled by the disk cache and the disk in practical systems. (b) How access traces are processed through
different parts in the simulation.

D. Joint Power Management Considering Performance

In the previous sections, the joint method uses only power
savings as the management metrics. This makes the joint power
manager always choose the memory size and the disk timeout
to achieve better power savings without considering potential
performance degradation. Two extreme situations may exist:
1) No power can be saved from the hard disk because disk
accesses occur too frequently. The joint power manager will
always reduce the memory size for saving memory power while
introducing numerous disk accesses. 2) The disk is turned on
and off frequently to save power. The disk turn-on delay causes
considerable performance degradation. To balance energy sav-
ings and performance degradation, the joint method is ex-
tended to minimize the energy consumption under performance
constraints.

In our approach, the performance constraints limit the disk
utilization and the number of requests delayed by disk turn-
on latency. The disk utilization reflects how frequently the disk
is accessed. High utilization causes long latency. Disk accesses
also experience long delay when the disk is in the standby mode
because switching the disk to the active mode needs several
seconds. Due to different arrival times, disk accesses suffer
delay with different lengths. We only count the disk accesses
with latency longer than half a second because a shorter delay
is acceptable by users. To consider the effect of the access
rate, the joint method limits the ratio between the number of
delayed disk accesses and the number of total accesses to the
disk cache. We do not use the number of total disk accesses as
the base because the memory size affects disk accesses. We use
N to represent the number of disk cache accesses per period.
According to the performance requirements, the ratio between
the delayed accesses and total accesses is smaller than D, i.e.,

ni

[
∞∫
to

f(�)d�

] [
(ttr − 0.5)nd

T

]
N

≤ D. (6)

The value of
∫ ∞

to
f(�)d� represents the probability of an idle

interval longer than to. By multiplying the probability with ni,
i.e., the number of idle intervals, we obtain the average number
of idle intervals causing the disk mode transition. For one
such idle interval, on average, (ttr − 0.5)nd/T disk accesses
are delayed for longer than half a second. Here, nd/T is the

average access rate. Although the expression does not contain
the memory size, the values of ni and nd depend on m.

Formula (6) shows the timeout should be larger than to ≥
β(nind(ttr − 0.5)/NTD)1/α. The value of to should become
larger when ni and ttr increase. Larger ni or ttr means more
delayed accesses are caused by the disk’s mode transition.
Increasing the timeout can reduce the times of the disk mode
transition. When nd/T increases, the disk receives accesses
more frequently. More accesses may be affected by the disk
turn-on delay; thus, a larger timeout is needed. If the perfor-
mance constraint becomes looser or D becomes larger, the limit
of to drops, allowing more opportunities to turn off the disk.
The reduction of α requires increasing to. A smaller α means
more long idle intervals, and many of them become longer
than to. A larger to is preferred to reducing the times of the
disk mode transition. This is different from the requirement to
optimize power consumption in (5), where smaller α requires
smaller to.

V. SIMULATION AND RESULTS

A. Evaluation Method

We simulate the power manager and the disk cache to evalu-
ate the energy savings and the performance impact of different
power management methods. Simulation allows us to study var-
ious hardware configurations, such as different sizes of physical
memory and memory banks. We do not use existing simulators
such as Simics or SimOS because they cannot support changing
the memory size at runtime. Our evaluation method includes
five parts: 1) benchmark; 2) workload synthesizer; 3) simulation
of the disk cache; 4) simulation of the power manager; and
5) disk simulator. Fig. 6(a) shows the relationship between
the disk cache and the disk in a practical system. When the
system receives a request to the data stored in the disk, the
disk cache is looked up first. If the disk cache has the requested
data, the system serves the request without accessing the disk.
Fig. 6(b) illustrates how we simulate the practical system and
how we evaluate power management methods. SPECWeb99 is
used to create Web server workloads on a real machine. We
use SPECWeb99 because Web servers are one of the most
important server systems, and SPECWeb99 is the state-of-
art generator of Web requests. We collect the access traces
to the disk cache. The traces only depend on the workloads
generated by SPECWeb99. Changing the size of the disk cache
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(memory size) does not affect the traces. The traces are used
by the synthesizer to create workloads with different char-
acteristics, such as data sets of different sizes, varying data
rates, and different popularities. These characteristics reflect the
differences among various workloads to the disk cache and the
disk. We use the synthesizer instead of adjusting the benchmark
because the synthesizer can vary individual characteristics sep-
arately. Such variation is not supported by SPECWeb99. The
synthesizer can also change the characteristics of the workloads
in a fine-grained way. To increase the data rate, the synthesizer
reduces the time interval between any two consecutive accesses.
To decrease the data rate, the interval is enlarged. The sizes of
the data sets are enlarged by replacing one access in the traces
by multiple accesses. Such approach increases both the number
of files and the size of each file. When the sizes of the data sets
increase, the number of files and their sizes increase propor-
tionally. For example, if the data set is enlarged by a factor of 4,
the synthesizer doubles the number of files and the size of each
file. This can balance the numbers of sequential and random
accesses because the accesses to different files are considered
as random accesses. Data popularity reflects how uniformly
different files are accessed. We define the popularity as the ratio
between the size of the most popular data receiving 90% of total
accesses and the size of the total data set. A large ratio indicates
sparse popularity: The data are more uniformly accessed. A
small ratio means dense popularity: Accesses concentrate in a
small amount of data. To obtain denser popularity, we vary the
accesses in the original traces by replacing the accesses to less
popular pages with the accesses to more popular pages.

In Fig. 6, the synthesized traces are read by the disk cache
simulator. This simulation is implemented using the same al-
gorithm as the disk cache in Linux. We modify the LRU list
in our simulation to contain both resident pages and replaced
pages. The simulator’s output is a series of disk and memory
accesses and their timestamps as the input for the disk simu-
lation and the power managers. We use DiskSim [40]; it is a
disk simulator that receives disk access traces and outputs disk
performance information. Fig. 6 lists the power managers in
the simulation. Since the joint method manages both memory
and disk, each method in our comparison includes both a disk
power manager and a memory power manager. We use two disk
power management methods: 1) two-competitive timeout [41]
(2T) and 2) adaptive timeout [27] (AD) because they achieve
power savings close to an offline oracle method [16]. The
former uses 11.7 s as the timeout because it is the break-even
time of our disk. The latter increases or decreases timeout by
5 s each time. The starting timeout, the minimum timeout, and
the maximum timeout are 10, 5, and 30 s, respectively. The
adaptive timeout method uses 0.05 as the maximum acceptable
ratio between the spin-up delay and the idle time of the disk
prior to the spin-up. When the spin-up delay exceeds 0.05 of
the idle time, the adaptive method increases timeout. Otherwise,
the timeout is decreased. Three memory power management
methods are: 1) fixed memory size (FM); 2) timeout power
down (PD); and 3) timeout disable (DS). The method of fixed
memory size uses constant memory sizes, and their values are
chosen according to the sizes of data sets. Both power-down and
disable methods use their break-even time as timeout to achieve

two-competitive power savings. Memory banks in the power-
down mode keep the stored data. These data can be reused after
the banks switch to the attention mode. Hence, the power-down
memory power management does not increase disk accesses.
The disable method switches memory banks to the disable
mode when the timeout expires. A similar method has been
proposed for on-chip cache by turning off individual cache
lines [23]. The disabled banks lose the contained data. Future
accesses to these data cause disk accesses to retrieve the data.
The computation of the break-even time needs to consider the
energy consumption of the memory’s mode transition and the
disk accesses to bring the data back. We combine these power
management methods for disk and memory together and obtain
14 power management methods. Their names include three
parts: 1) the disk power management method; 2) the memory
power management method; and 3) the maximum memory
size. For example, 2TFM-8 GB denotes a method using two-
competitive timeout for the disk and fixed memory size of
8 GB. ADPD-128GB uses adaptive timeout for the disk and
two-competitive timeout to power-down memory. As the base-
line method, all memory banks are always kept in the nap mode
after accesses, and the disk is always on. This is called always-
on method. In our simulation, the total memory size is 128 GB.

The parameters used in the simulation are obtained based
on a 128-Mb RDRAM chip [37] and a 160-GB IDE hard disk
[38]. We use a memory bank (128 Mb or 16 MB) as a shutdown
unit. The static power is estimated from the power consumption
of the RDRAM chip in the nap mode: 10.5/16 =
0.656 mW/MB. The memory’s dynamic energy is estimated
using the memory’s bandwidth and the memory’s peak power
consumption. When the RDRAM chip reaches its peak
bandwidth of 1.6 GB/s, its power consumption is 1325 mW.
The dynamic energy consumed to read or write 1-MB data
can be estimated as 1325/(1.6 × 1024) = 0.809 mJ/MB. We
use the peak power of a memory bank to estimate the power
consumption when a bank switches from the power-down
mode to the attention mode because the memory’s specification
does not provide the information. Hence, for 2TPD-128GB
and ADPD-128GB, the timeout to power down memory banks
is (1325 ∗ 30)/(312 − 3.5) = 129 µs. The disk’s static power
pd is defined as the difference between the power consumption
in the idle mode and the standby mode. The value of pd is
7.5 − 0.9 = 6.6 W. The disk’s dynamic power is estimated
using the product of the disk utilization and the disk’s dynamic
power at peak bandwidth. The disk consumes 12.5 W in
maximum. After excluding the idle power, the disk’s dynamic
power at peak bandwidth is 12.5 − 7.5 = 5 W. The disk’s
bandwidth varies with request sizes. We use DiskSim [40]
to obtain a bandwidth table indexed by request sizes. The
power managers estimate the average request size to obtain
the bandwidth. We estimate the energy consumed by the hard
disk when it is switched from idle to standby and back to
idle based on the disk’s specification. The transition energy is
77.5 J. The break-even time is the ratio between the transition
energy and the disk’s static power: tbe = 77.5/6.6 = 11.7 s.
The transition time represented by ttr is 10 s. To estimate
the break-even time to disable a memory bank, we need to
obtain the energy consumed to retrieve the data originally
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TABLE II
VALUES OF PARAMETERS

stored in the bank. The energy consumption is estimated as
the product of the disk’s dynamic power and the time spent
to obtain those data: (5 ∗ 16)/10.4 = 7.7 J, where the size of
accessed data is 16 MB, and the disk’s average data rate is
10.4 MB/s. The memory mode transition energy is ignored
because it is much smaller than 7.7 J. Hence, the break-even
time to disable a memory bank is 7.7/(10.5 ∗ 10−3) = 732 s.
This is the timeout of 2TDS-128GB and ADDS-128GB. The
joint method adjusts the memory size and the disk timeout
every 10 min. The aggregation window β is 0.1 s in length. The
joint method limits the disk utilization U to 10% and limits
the ratio of delayed requests [D in formula (6)] under 0.001
to reduce performance degradation. Table II lists the values of
these parameters.

B. Simulation Results

Three characteristics of the workloads are studied in our
simulation: 1) the size of data set; 2) the data request rate; and
3) the popularity. Compared to other characteristics, such as the
request size, the three factors have larger effects in determining
the proper memory size and the proper disk timeout to save
energy and maintain performance. Larger data sets require
more memory be used as the disk cache to create long disk
idleness or to avoid frequent disk accesses. Data rates affect
power managers in two ways. First, a higher rate shortens the
interval between two consecutive accesses. Second, a higher
rate causes more frequent disk accesses if the memory is
smaller than the data sets. When the rate increases, a larger
disk cache is preferred because it can reduce disk accesses
significantly. When the rate decreases, the disk is idle for longer
time, and this provides more energy-saving opportunities. The
popularity reflects how uniformly the data are accessed. Dense
popularity means accesses concentrate on a small portion, and
sparse popularity indicates more uniform data accesses. As the
popularity varies, the joint method has two choices. As the first
choice, the joint method can add memory to cache more data
and save more energy from the disk. However, the additional
memory consumes energy, and the overall energy savings may
not be maximized. The second choice is to use a smaller amount
of memory to cache the most popular data. This may not incur
many disk accesses if the popularity is dense. As a result, both
the disk’s energy consumption and the latency do not increase
significantly. Which choice is selected by the joint method
depends on the popularity and the performance constraints.
Although these characteristics affect the disk behaviors and
the choice of the joint power manager together, we study each
characteristic by keeping the others constant.
1) Size of Data Set: The simulation results in Fig. 7 show

how the sizes of data sets affect energy consumption and
performance. In the simulation, the data rate is 100 MB/s, or

10% of the maximum bandwidth of a single-processor web
server according to the SPEC web site. Data set sizes vary from
4 to 64 GB. They represent the data stored in small to medium
server systems with a single server and a single disk. Larger
data sets are often stored in different servers or multiple disks
to reduce the bandwidth requirement to each server or disk. The
data set popularity is 0.1, which means 10% of files receive
90% of total requests. We use such data popularity because
popular data in Web servers receive most of requests [42]. Fig. 7
shows the energy consumption and the performance of various
power managers. The Y -axes in Fig. 7(a)–(c) represent total
energy consumption, disk energy consumption, and memory
energy consumption normalized using the always-on method,
respectively. These results demonstrate the joint method’s en-
ergy savings and their breakdown in the memory and the disk.
The Y -axes in Fig. 7(d)–(f) represent average request latency,
disk bandwidth utilization, and number of requests with longer
than half second latency, respectively. The request latency indi-
cates how much the power managers increase the average time
spent on data accesses. The disk utilization shows whether the
power managers cause frequent disk accesses. The number of
long-latency requests represents the performance degradation
noticeable to users. The X-axes are the sizes of data sets. At
each data set, 15 bars are drawn, representing the joint method
and the 14 power management methods in comparison. 2TFM
and ADFM use five memory sizes: 8, 16, 32, 64, and 128 GB.
The other methods, i.e., 2TDS, ADDS, 2TPD, ADPD, and the
joint method, use a maximum of 128-GB memory and may turn
off or power down unused memory banks. Higher bars indicate
more energy consumption, longer latency, higher utilization, or
more long-latency requests. Lower bars are preferred.

Fig. 7 shows that most methods save considerable amounts
of power compared to the always-on method. 2TFM-128GB
and ADFM-128GB consume the same amount of memory
energy as the always-on method. Other methods save power
from memory because they use smaller memory sizes, disable,
or power-down unused memory banks, whereas the always-
on method keeps all the idle memory banks in the nap mode.
The disk’s energy consumption is reduced when the methods
use large amounts of memory. Among all these methods, the
joint method achieves energy savings with small performance
degradation across different data set sizes. Other methods are
not consistent in both saving power and maintaining high
performance. When the data sets are small, the joint method
can reduce memory size to save energy. 2TFM and ADFM
with large memory sizes cannot achieve such energy savings
because their memory sizes are fixed. In Fig. 7(a), A and B
represent the energy consumption of the joint method and
2TFM-32GB at 4-GB data set. The difference between A and B
shows that the joint method reduces energy consumption by
19% than 2TFM-32GB. As the size of the data set grows, the
joint method consumes more energy than 2TFM and ADFM
with small memory sizes because of two reasons. First, the
joint method uses more memory to limit the performance
degradation. Second, the maximum power savings from the
disk’s static power are 6.6 W by caching the whole data set
and leaving the disk standby. The power savings equal the
power consumption of 10 GB (6.6/(0.656 × 10−3 × 1024))
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Fig. 7. Energy consumption and performance. Percentage: based on always-on method. Long latency: longer than half second. No bars for 2TFM-8GB and
ADFM-8GB at 64 GB due to more than 100% disk utilization. (a) Total energy consumption. (b) Disk energy consumption. (c) Memory energy consumption.
(d) Total latency. (e) Disk bandwidth utilization. (f) Requests with long latency.

memory. We call this the “break-even memory size.” When
the memory size is larger than the break-even size, adding more
memory increases the total energy consumption. 2TFM-8GB
and ADFM-8GB consume the most energy in the disk when
the data set is larger than 8 GB. One reason is that frequent
disk accesses increase the disk’s dynamic energy consumption.
Another reason is that the fixed timeout method or the adaptive
timeout method cannot save power when the disk idleness is
short. In Fig. 7(b), when the data set is 32 GB, 2TFM-8GB and
ADFM-8GB consume 6.6% more energy in the disk than the
joint method. We do not draw bars for the energy consumption
of 2TFM-8GB and ADFM-8GB at 64-GB data set because their
disk access rates exceed the disk’s bandwidth. Due to extra
energy consumed to adapt the memory size or the disk timeout,
the joint method consumes more energy than 2TFM and ADFM
when their memory size equals the size of data set. However,
such situation occurs infrequently since the sizes of server data
sets vary.

2TPD and ADPD switch unused memory banks to the power-
down mode to save power. The banks staying in the power-
down mode can keep data, and future accesses to these data
do not cause disk accesses. As shown in Fig. 7(b), 2TPD and
ADPD consume the least energy (2%) in the disk across differ-
ent data sets. However, 2TPD and ADPD consume considerable
amounts of energy, more than 30%, in memory. The memory
banks in the power-down mode consume 30% power in the nap
mode whether data sets are small or large. This causes 2TPD
and ADPD to consume 7.2% to 26% more energy than the joint
method. At 64-GB data set, the joint method consumes more
energy because the method chooses a memory size close to

64 GB and the memory is kept in the nap mode. Different from
2TPD and ADPD, 2TDS and ADDS disable memory banks.
Disabled banks lose data, and the future requests to the data
cause disk accesses. 2TDS and ADDS do not manage memory
and disk together to save energy. This increases the number of
disk mode transitions since the disk timeout is fixed regardless
of the number of disabled banks. Compared to the joint method,
2TDS and ADDS cause slightly more energy consumption. The
exception is when the data set is 64 GB because the memory
banks obtain long idleness and disabling banks saves power.

In Fig. 7(d), the joint method causes average request latency
from 0.4 to 9 ms. In contrast, the methods using memory
smaller than the data set have large request latency, and their
latencies increase rapidly with the size of data set. For example,
2TFM-16GB’s request latency is almost zero when data sets
are smaller than 16 GB. However, when the data set is 32 and
64 GB, the request latency reaches 14.2 and 76.6 ms, shown
as points C and D in Fig. 7(d), due to high disk utilization.
As shown in Fig. 7(e), at 32- and 64-GB data sets, 2TFM-
16GB’s disk utilization becomes 44% and 81%, much larger
than the utilization of the joint method. The joint method keeps
the disk utilization below 10% across all data sets. This reduces
requests’ waiting time in the request queue. In addition to
increasing average request latency, frequent disk accesses also
cause more long-latency requests. Here, long latency means
latency longer than half a second. In Fig. 7(f), 2TFM-8GB
causes approximately 58 long-latency requests every second at
32 GB, whereas the joint method only has three long-latency
requests. The comparison indicates that fewer users suffer
long delays when using the joint method. 2TDS and ADDS
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TABLE III
MEMORY AND DISK ACCESSES UNDER DIFFERENT DATA SETS.

MA: MEMORY ACCESS

conduct the power management of the disk and the memory
individually. The memory banks are disabled using fixed time-
out. Therefore, 2TDS and ADDS increase the average request
latency and the number of long-latency requests by three to six
times compared to the joint method. 2TPD and ADPD achieve
low request latency and disk utilization because switching the
memory to the power-down mode does not introduce extra disk
accesses. 2TFM and ADFM using memory larger than data sets
also achieves low request latency and causes few long-latency
requests. The comparison between the methods using fixed and
adaptive timeout for disk shows that the adaptive timeout can
reduce the performance degradation consequentially.

Table III summarizes the number of total accesses to the
disk cache (memory accesses) and the disk accesses due to
misses in the disk cache. The methods using two-competitive
timeout for the disk have the same number of disk accesses as
those using adaptive timeout because their memory sizes are
the same or their memory uses the same power management
schemes. Hence, only the results of the joint method, 2TFM,
2TPD, 2TDS, and the always-on method are shown in Table III.
Each row represents the disk accesses of one method except
for the last line. The last row provides the numbers of memory
accesses. The numbers of disk accesses reflect the same disk be-
haviors as the disk utilization shown in Fig. 7(e). The numbers
of memory accesses only depend on the workload. For a certain
data set, these numbers are independent of power management
methods. The memory accesses increase with the size of the
data set since more data are accessed. We ignore the memory
access time because the disk cache’s data rate is considerably
lower than the memory’s bandwidth. In our paper, we use the
memory with peak bandwidth of 1.6 GB/s [37]. This bandwidth
supports all memory accesses. However, most memory accesses
are not for the disk cache. The disk cache only stores the data
read from or written to the hard disk. Other data allocated by
programs in memory will not be placed in the disk cache. Since
this paper is concerned about the disk cache, we consider only
the data rate for the disk cache. This rate is significantly lower
than the peak memory bandwidth of 1.6 GB/s, which includes
all memory accesses. For example, when a server is accessed
at 100 MB/s, it spends 100/(1.6 ∗ 1024 ∗ 100%) = 6% time
in the memory accesses to the disk cache. Hence, the memory
access time slightly affects the total execution time.
2) Data Rate: Fig. 8(a) and (b) shows the effects of data

rates on the energy consumption and the number of the requests
with long latency. The data set is 16 GB. The data rate varies

from 5 to 200 MB/s. In Fig. 8(a), the joint method’s energy
consumption is smaller than most other methods at all rates.
For example, 2TFM-64GB consumes 41% to 45% more energy
than the joint method. The methods using 32 GB or larger
memory consume more energy than the joint method because
of larger energy consumption in memory. These methods in-
clude 2TFM and ADFM using 32 GB or larger memory, i.e.,
2TPD-128GB, and ADPD-128GB. Their energy consumption
remains constant as the data rate increases. Their memory
caches the whole data set; thus, the disk’s power savings can
be maximized. These methods cause few requests with long
latency because of the small number of disk accesses. The joint
method achieves 2% to 6% more energy savings compared to
2TFM-16GB and ADFM-16GB. At low data rates, such as 5
and 50 MB/s, the joint method uses a memory size smaller
than 16 GB to save energy while satisfying the performance
constraints. At high data rates, such as 150 and 200 MB/s,
the joint method adjusts the disk timeout to avoid turning off
the disk during short idleness. At the rate of 100 MB/s, the
joint method’s energy savings decrease by 3% compared to
2TFM-16GB and ADFM-16GB because of the overhead of
the joint management. 2TFM-8GB and ADFM-8GB achieve
similar energy savings as the joint method at low data rates.
As data rates grow, the two methods consume more energy in
disk accesses since their memory is smaller than the data set and
frequent disk requests occur at high data rates. This also causes
many requests with long latency. For 2TFM-8GB and ADFM-
8GB at 150 and 200 MB/s in Fig. 8(b), every second, more
than 100 requests suffer long latency. Compared to the joint
method, 2TDS and ADDS consume more energy at different
data rates. In Fig. 8(a), the energy consumption of 2TDS and
ADDS rises when the data rate increases from 5 to 50 MB/s and
remains almost constant when the rate exceeds 50 MB/s. At the
rate of 5 MB/s, memory banks are more likely to be disabled
due to longer idleness. When the data rate is higher, more
intervals of memory accesses become shorter than the timeout.
Memory banks are disabled less frequently, and more energy is
consumed in memory. This reduces disk accesses and enlarges
disk idleness; thus, the disk is turned off more frequently. As a
result, 2TDS and ADDS have more long-latency requests (from
almost 0 to 14 per second) as the data rate increases. For the
joint method, the number of long-latency requests per second is
always below three across different data rates.
3) Data Popularity: We evaluate the energy savings and

the performance of different power managers under different
data popularities in Fig. 8(c) and (d). The data set is 16 GB.
The data rate of 5 MB/s is used because high data rates hide
the effect of data popularity by frequently accessing the disk.
Fig. 8 shows that the joint method achieves the largest energy
savings and causes almost no requests with long latency when
the popularity is 0.05, 0.1, and 0.2, or 5%, 10%, and 20% of
data receive 90% of total accesses. Compared to the methods
using 32 GB or larger memory, such as 2TFM-32GB and 2TPD,
the joint method saves 13% to 21% more energy. When the
popularity equals 0.4 and 0.6, only 2TFM and ADFM using
8 or 16 GB consume less energy than the joint method. At
dense popularity, the joint method uses smaller memory to save
energy. As the popularity becomes sparse, the joint method
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Fig. 8. Energy consumption and requests with long latency under different data rates and data popularity. (a) Energy consumption. (b) Requests with long latency.
(c) Energy consumption. (d) Requests with long latency.

adds more memory to reduce disk accesses and adjusts the
disk timeout to limit the performance degradation. The other
methods using memory larger than the data set, such as 2TFM-
32GB and 2TPD, consume constant energy consumption at
different data popularities. Their memory can cache the whole
data set; thus, the variation of data popularity does not affect
their energy consumption and performance. The energy con-
sumption of 2TFM-8GB and ADFM-8GB varies slightly with
the density of the data popularity because the small memory
size makes disk idleness not long enough to trigger the disk
being turned off. However, when the data popularity is 0.6,
2TFM-8GB and ADFM-8GB have more than 60 long-latency
requests per second. As the size of the most popular data
exceeds the memory size (0.6 ∗ 16 = 9.6 GB > 8 GB), disk
accesses occur frequently. Data popularity has slight effects
on the energy consumption of 2TDS and ADDS. Their per-
formance degradation becomes larger as the data popularity is
sparser. For example, in Fig. 8(d), 2TDS causes 4 and 31 long-
latency requests per second when the data popularity is 0.05
and 0.6, respectively. Sparser popularity increases the number
of memory banks disabled by 2TDS and ADDS, as well as the
disk accesses.

C. Sensitivity Analysis

Several parameters are empirically chosen in our simula-
tion. Their effects are studied in this section. We focus on
the sensitivity analysis of the period length and the size of
memory banks. The former determines how often the joint
power manager adjusts the memory size and the disk timeout,
whereas the latter is the granularity in adjusting the memory
size. In the analysis, the data rate is 100 MB/s, and the data
set is 16 GB. The energy consumption is normalized relative to
the always-on method. Table IV shows that the joint method’s
energy consumption varies slightly for different period lengths
because the joint method does not reset the LRU list every
period. The estimation of the memory size to change disk IO
does not change with period lengths. The number of requests
with long latency also varies slightly for different lengths of
periods.

Table V shows the energy consumption and the performance
achieved by the joint method when the size of memory bank
is 16, 64, 256, and 1024 MB. This is the unit to change
the memory size. We study the memory granularity because
different types of DRAM support different bank sizes. In
Table V, each row presents the results of one bank size. The first

TABLE IV
DIFFERENT PERIOD LENGTHS

TABLE V
DIFFERENT SIZES OF MEMORY BANKS. PERCENTAGE: BASED ON THE

ALWAYS-ON METHOD. DE/ME: DISK/MEMORY ENERGY

column represents the sizes of memory banks. The remaining
four columns represent the total energy consumption, the disk
energy consumption, the memory energy consumption, and
the number of requests with more than half-second latency
per second. The percentage is normalized using the always-on
method. According to Table V, both the total energy consump-
tion and the number of long-latency requests remain nearly
constant when the size of memory bank varies. However, with
the increase of the bank size, the disk energy consumption
decreases slightly while the memory consumes more energy
because larger bank size causes larger amounts of memory.
The disk’s energy consumption decreases since the disk is more
likely to be turned off to save power. This also slightly increases
the number of long-latency requests when the bank size reaches
1024 MB.

The joint method uses the disk accesses and the disk idleness
in the previous period to predict the next period. Fig. 9 shows
the number of the disk requests and the average length of disk
idle time across time at constant memory sizes of 8 and 16 GB.
The data set is 32 GB. In Fig. 9(a), the variation in the number
of requests is larger when memory size is 8 GB since more disk
accesses occur. The maximum variation between two consec-
utive periods is 1.2 × 105 between the 23rd and 24th periods.
Using the request numbers in the 23rd period to predict that at
the 24th period causes 1.2 × 105/7.8 × 105 = 15% error. For
idleness length, the maximum variation reaches 2 ms for the
curve using 16 GB. The prediction error is 2/8 = 25%. For
both request number and idleness length, the average variation
is smaller than 5%.



2710 IEEE TRANSACTIONS ON COMPUTER-AIDED DESIGN OF INTEGRATED CIRCUITS AND SYSTEMS, VOL. 25, NO. 12, DECEMBER 2006

Fig. 9. Disk request and idleness across time.

VI. CONCLUSION AND FUTURE WORK

In this paper, we present a joint method for memory man-
agement and disk power management. This method utilizes
the close relationship between memory management and disk
IO to achieve better energy savings for memory and a hard
disk. In addition to improving energy savings, our method also
considers the performance constraints and limits the disk uti-
lization and the number of delayed requests due to disk power
management. We simulate a disk cache and power managers
to evaluate the joint method. This method is compared with
other power management methods under various workloads.
The simulation results show that the joint method can save
significant amounts of energy with acceptable performance
degradation consistently across the workloads with different
characteristics.

Our method focuses on a single disk in a single server.
For future work, we can extend the joint method to multiple
disks. Such extension needs to consider: 1) management of
disk cache for multiple disks; 2) multiple-speed disks; 3) data
layout across disks; and 4) workload distributions on disks.
Servers are often deployed as clusters. Our method provides
finer grained management to improve power consumption and
performance. The combination of the joint method with server
clusters’ workload distribution will be a topic for future study.
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